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High-performance signal processing applications require far
more processing power than a single microprocessor can pro-
vide. Such high-end signal processing solutions currently exist
as dedicated multiboard systems. Most also require a system
host, typically a single board computer (SBC), which provides
needed support functions, such as system setup and initializa-
tion, network communications, and human interface.  

However, as electronic components shrink, systems designers
want balanced high-performance, high-bandwidth signal pro-
cessing in smaller dimensions, ideally as a single board sub-sys-
tem. Frequently, this requirement is satisfied by multiple proces-
sors on a single board, either performing parallel operations on
individual data sets, or forming pipelines in which data is manip-
ulated by one CPU and then sent to another for more processing. 

As processing demands increase, data bandwidth can become the
bottleneck to maximizing system performance. Leading-edge sig-
nal processing systems are designed to process a continuous data
stream. The low-latency, deterministic operations used in signal
processing require that data move among processors at a rate that
keeps pace with processing. Considerable data bandwidth is nec-
essary to maintain high throughput so processors are rarely idle,
waiting for data movement to occur. There is also the physical
problem of heat – ensuring multiple processors on a single board
don’t make it too hot to function.

Addressing the challenges
There are now ways to address each of these challenges and to
pull the components together into a complete solution. Let’s look
at the separate components first and then at how they might be
combined.

Computing density
The AltiVec vector-processing engine in the PowerPC G4 proces-
sor continues to lead high-end performance for embedded signal
and image processing applications. Currently operating at 500
MHz, the 128-bit vector engine can execute floating-point cal-
culations at a rate up to 4 GFLOPS and can execute byte data
(e.g. 8-bit pixels) up to 16 GOPS (16x10^9 arithmetic operations
per second) by performing two operations per cycle on each of
16 bytes of data.

The PowerPC G4s are also cool compared to the other general-
purpose processors currently available. A G4 generates approxi-
mately 7 watts, while a Pentium III generates 25 watts and a
Sparc64 generates 100 watts. The G4 becomes an obvious choice
to maximize performance within the limits of computer boards’
power budget.

Balanced bandwidth
The next, and larger, challenge is to design a balanced system so
that multiple G4s can work together at a high level of efficiency.
By working closely together, the multiple processors not only
increase throughput, but also decrease latency. A common archi-

tecture for signal-processing multiprocessors is to place up to four
AltiVec-enabled G4s on the same bus. Examples exist from sev-
eral suppliers. Most use a single-host bridge to load and unload
four processors on a shared PowerPC bus. Typically this host
bridge gets data from a single PCI bus segment, which in turn
comes through a single bridge from another shared PCI or VME
bus (see Figure 1). The data throughput in and out of the board is
limited by the slowest part of the path, which in this case is the
PCI bus, typically operating at a peak of 266 Mbytes/sec. 

Somewhat better are multiprocessor boards that use multiple bus
segments connected by bus-to-bus bridges into a tree hierarchy.
Under ideal conditions, such a configuration can support several
simultaneous data transfers to or from processors. However, under
the wrong conditions a single data transfer can tie up all the bus
segments, reducing the bandwidth back to 266 Mbytes/sec.

A more successful approach is to incorporate a switch-
fabric interconnect that supports simultaneous transfers
to and from multiple processors. Such systems give each
processor a dedicated interface that runs at least as fast
as a PCI connection, thereby eliminating the dilutive
effects of sharing the data interface (see Figure 2). The
switches (also referred to as non-blocking crossbars)
replace the multidrop bus, enabling many transactions to
occur simultaneously throughout the fabric. Advanced
features such as adaptive routing around network hot-
spots are also possible. 

Originally designed for board-to-board communications,
switch fabric architectures increase bandwidth between
devices on a single board and, using bridges, combine with
PCI bus segments to facilitate I/O. Such a design uses the
PCI bus for basic control information and low-bandwidth
I/O. High-bandwidth communication passes through the
switch fabric with both high speed and low latency.

Figure 1
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Host processor
Multiple G4s on a single board, connected by a switch fabric,
form the basis of a small but powerful signal processing sub-sys-
tem. But what about the need for a system host? Is it feasible to
put host functionality on the same board without taking compute
cycles away from the signal-processing engines?

New, high-integration processor chips are already supporting
SBC functionality in a small part of board real estate. Single
chips, such as the Motorola PowerPC 8240, provide the function-
ality that used to be spread over many devices. A single chip now
performs what a single board once did. Adding such a chip to a
signal processing board results in a dedicated, onboard host.

Single-board DSP in the real world
This concentration of processing, bandwidth, and host capability
exists in a real-world example. Mercury Computer Systems’ new
RACE++ Series ImpactRT S500 fits high-end signal processing
into a single CompactPCI slot.  

The ImpactRT S500 is a 6U CompactPCI system module with
four 500-MHz PowerPC 7410 compute nodes (CNs) and an
onboard host processor. Each of the four CNs includes 128
Mbytes of 125-MHz SDRAM, 2 Mbytes of 166-MHz L2 cache,
and an ASIC that connects it to a RACE++ switch-fabric cross-

bar. Each CN supports Mercury’s MC/OS real-time software ker-
nel. As a fully compatible RACE++ system, ImpactRT S500 is
supported by existing RACE++ multiprocessor software products.

In addition to the CNs, each ImpactRT S500 module has an
onboard Motorola PowerPC 8240 control processor, running
VxWorks, which functions as the runtime host. The ImpactRT
S500 CompactPCI module also contains a 64-bit PCI Mezzanine
Card (PMC) site. This site can be used for system I/O, supporting
industry-standard PMC cards available on the market as interfaces
to a wide variety of devices, from Fibre Channel disk drives to
A/D converters. An integrated 10/100Base-T Ethernet interface
and an RS-232 serial port, which is directly connected to the
onboard 8240 host processor, provide standard I/O connectivity.

An additional advantage of the ImpactRT S500 is the option to
grow the signal processing sub-system beyond a single board if
application requirements increase. Up to six ImpactRT S500 mod-
ules can be connected using a RACE++ DLK6c switch backplane,
mounted on the rear of the CompactPCI backplane. Each DLK6c
has three RACE++ crossbars and provides two RACE++ ports to
each of its six slots (see Figure 3). Expanding the RACE++ switch
fabric with these additional crossbars means that the overall band-
width increases to match the increase in processing power from
multiple boards. 

By fitting high-end signal processing into a single CompactPCI
slot, with the option to grow when needed, the ImpactRT S500
gives system designers a new level of flexibility. Some applica-
tions may move to smaller, lower-cost implementations. Others,
currently using less powerful board-level solutions, can expand
the features and functions provided with the target application.
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The breakthrough CSPA approach applied in the Atlas Universal
Digital Signal Computer from Eonic Solutions has shifted the
system design approach from hardware to software. This is
enabled by the use of reprogramable FPGAs as the key compo-
nents. Around a central, but flexible high-speed backbone, the
resulting CSPA architecture features I/O channels and general
purpose DSPs.

Embedded DSP pushing the limits
With the current wave of the electronics technology revolution
being fueled by DSP, it is no wonder that semiconductor compa-
nies have been supplying the market with an increasing number of
processing blocks targeted at more specific segments. And while
in DSP compute power is an essential element, depending on the
application domain; other factors like power consumption, cost,
and required precision and I/O are also essential. As a result, the
DSP offers ranges from low-cost, low-power, fixed-point 16-bit
and 32-bit over 32-bit floating point to reprogrammable FPGAs
with millions of gates and hundreds of GigaOps.

The natural evolution for advanced applications is that they are
developed on flexible high-end systems first. This proves the algo-
rithms and the feasibility. When the algorithms are stable, devel-
opers can start optimizing and when the new offerings on the mar-
ket reach the next performance level, the algorithms can reach the
market in higher-volume applications.

A serious problem with the often-
used design practice is that the
next step in the development
process requires a new imple-
mentation and new hardware
design. Given that the software
architecture can be kept fairly in-
dependent of the hardware, Eonic
Solutions developed a new ap-
proach for the hardware platform
that is software driven. Making
use of the Virtual Single Pro-
cessor (VSP) model of the Virtu-
oso RTOS, the resulting architec-
ture is called Communicating
Signal Processing Architecture
(CSPA). It makes the link with
the Communicating Sequential
Processes (CSP) model on which
Virtuoso VSP is based. CSPA is
the basic architecture for the
Eonic’s Atlas product family,
allowing the scalable use of
FPGA and DSP compute proces-
sors as well as of I/O channels.

Since the approach is based on an open architecture other soft-
ware development environments are also supported.

The Virtual Single Processor model in Virtuoso VSP
The original design goals of the Virtuoso RTOS were to provide
an isolation layer for the real-time embedded developer between
the increasingly complex DSP hardware. As high-end systems
often use multiple DSPs (up to several thousand), Virtuoso VSP
isolates the application program from the target processor and the
underlying network topology (see Figure 1). Hence, the Virtuoso
OS services exhibit so-called distributed semantics, which is
implemented by way of a separate system kernel and a communi-
cation protocol in the OS. A major benefit of the approach is total
scalability without the need to change the application source code
of a program. A second benefit is that the combination of the dis-
tributed semantics and multi-tasking result in very modular pro-
grams enabled to re-map the tasks as modules on different target
processors.

CSPA: the Atlas architecture
In the development cycle the most flexibility is needed at the
beginning. This often means that the system should allow for
changes to be made quickly without too much concern about the
overhead. Therefore Atlas uses high-end, mostly floating-point
DSPs, large high-end FPGAs, and a communication backbone
that scales its bandwidth while adding or removing processing
nodes (see Figure 2). Another important decision was the selec-
tion of industry standards when they allow requirements to be
met. Hence, Atlas uses CompactPCI architecture and provides for
open standard I/O modules like Industry Pack (IP) and PCI
Mezzanine Card (PMC). This flexibility has given Atlas a
Universal Digital Signal Computer. Figure 1 shows the generic
system architecture.

Input and output data channels are acquired through IP or PMC
modules with the data being passed to the onboard processor or its
memory through the onboard FPGA. This allows for direct pro-
cessing by the DSP or pre- or post processing in the FPGA. 

Figure 1
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A system means communication
Communication requires set-up times with throughput being lim-
ited by the available bandwidth. In DSP systems computations are
done on real-time, high bandwidth data streams and this can
require a large amount of the processor’s resources. The better
DSPs support this by having a prioritized interrupt structure, mul-
tiple DMA, and multiple independent buses. Thus, a multi-DSP
system is composed mainly of three building blocks besides mem-
ory: DSP compute processors, DMA engines, and a communica-
tion backbone. These resources are to be shared by all tasks in the
application. To minimize the resulting loss of CPU cycles, the
communication should be done in parallel with the computation
and with minimum delay. 

The ideal solution is a point-to-point communication network
between all the processors. This avoids the decreasing bandwidth
and inherent access delay of shared buses. In the Atlas architec-
ture, all interprocessor communication is implemented via links.
Either they are part of the DSP architecture (the case for Analog
Devices SHARC) or they are implemented in the onboard FPGA
(the case for Texas Instruments C6202/3 and Motorola PowerPC).
Some of the links are directly connected onboard, but by using the
P2 connector and high bandwidth link cables on the backplane,
large systems can be assembled containing hundreds of boards
without introducing bottlenecks. 

The use of FPGA has major advantages. One can implement pro-
cessing functions in the data stream with very little overhead, off-
load the DSPs, or implement a broadcasting link at very high
speed. One can also build systems composed of different proces-
sor types with no additional software development and use the

links as a standard interconnect to I/O devices. This decentralized
communication backbone is one of the key features of the CSPA
concept. It allows users to scale the system in compute power and
bandwidth without any extra development and makes maximum
use of the available resources. The gain comes from a reduced
communication delay. In a multi-processor system, communica-
tion delays mean that tasks are kept waiting for data, which results
in idling. This also shows that multi-tasking is often a must to fur-
ther mask out the effects of communication delays. This is further
reduced in the CSPA architecture by having the communication
executed in parallel (using DMA) with the processing.

I/O engine
In the CSPA, model I/O and interprocessor communication are
handled in a similar way, resulting in very low overhead for the
main DSPs. Data coming from a PMC A/D converter is passed to
a buffering FIFO. Data is then moved to buffer memory using a
DMA engine in the FPGA. Upon completion an interrupt is gen-
erated to the main DSP. As a result, the DSP will not waste cycles
on handling the I/O and can start processing the data as soon as it
is available. Further optimization can also put some of the lower-
level pre-processing steps (e.g. a filter or data shuffling operation)
inside the FPGA. Since FPGAs allow operations to be pipelined,
this results in much smaller delays. 

With the Atlas system, the developer can start developing in C on
the DSPs. When the application runs correctly, profiling deter-
mines what parts can be put in the FPGA. Access to its resources
is gained through a driver that emulates a standard link (with a
FIFO and DMA as essential building blocks). No redesign and
very few program changes are needed. Hence, fewer processor

Figure 2
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boards are needed, reducing the overall system cost. Similarly, as
communication has become the central paradigm in the Atlas,
processing becomes a peripheral activity of the communication
backbone. Data no longer needs to pass through the DSP to be
communicated, further reducing the overhead.

Trigger-bus
In a DSP system, especially when multiple DSPs and I/O chan-
nels are involved, system-wide synchronization and programma-
ble clocks are a must to keep the incoming and outgoing data
coherent. Often, the required accuracy will be below the duration
of a single clock pulse and such accuracy cannot be achieved in
the software trough. Therefore, Atlas features a user programma-
ble trigger bus on some pins of the P2 connector. As these signals
are generated inside the FPGA they allow a great flexibility and
functionality that is similar to PXI, but without the need for an
extra board.

Reliability issues
As most production problems are solder-related, each production
run undergoes thermal and voltage cycling while stress test pro-
grams run. Such tests generate mechanical stress in the boards,
allowing weak solder points to be detected. Whenever possible,
components were selected on the basis of availability of extended
temperature range versions. This allows it to deliver extended
temperature systems, without the need to redesign the hardware.

Scalability: a matched pair between I/O and
processing power
The ideal multiprocessor architecture must scale seamlessly
from one to more than 1000 processors and from one to several
thousand I/O channels. PCI bridges can work well at the board
level (if not pipelined), but pose a scaling bottleneck when
adding boards. Similarly, memory switches can be fast locally,
but can impose tree-like structures when adding processing
nodes. These problems are less pronounced in the CSPA Atlas
architecture. Whenever a processor board is added, an equal
amount of bandwidth in I/O and interprocessor communication
is added. Of course, at some point topology restrictions will
emerge. But this will most likely only be at the rack level, allow-
ing seamless scalability up to several hundred processors. Most
embedded DSP applications further show clustering behavior,
which means that the more the system grows, the less global
communication is needed. 

Application domains
Early Atlas applications include ASIC prototyping, Formula 1
engine control, high-speed visual inspection, high-speed laser
beam control, sonar, phase array radars, and 3G base stations. In
some cases, the algorithms were running after just a few days or
weeks at real-time speed. Sometimes, development was started on
one processor type and ported later by recompiling it to faster
processor architecture.

Conclusion
The CSPA approach applied in the Atlas Universal Digital Signal
Computer has shifted the system design approach from hardware
to software. This is enabled by the use of reprogrammable FPGA
as the key components. The resulting architecture is one where
I/O channels and general purpose DSPs are attached to a flexible
backbone that provides for a high-speed network, reprogramma-
ble glue logic, as well as fast pre- and post processing in the data
stream. The result is an embedded DSP system design methodol-
ogy that is flexible, modular, and highly scalable.
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