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Even with the slowdown in the com-
munications industry, the quest for the
convergence network (infrastructure that
effectively supports voice, broadband
data, and multimedia services) contin-
ues. The evolution of the data center used
to deliver these convergence services
perhaps best exemplifies the challenges
and opportunities of building out conver-
gence support. The data center is an
interesting mixture of storage, compute
power, and transport. Each of these
elements brings unique and sometimes
conflicting requirements for optimal per-
formance. In this article, we’ll explore
the data center and these storage, com-
pute, and network delivery entities and
how they affect equipment design within
the data center. We’ll also look at some
technology and form factor options com-
peting for space within the data center
and some current viewpoints on what
will proliferate.

Data center architecture
Figure 1 shows the general architecture of
the data center. Users of the data center
are connected through the network cloud
to the data center resources. Inside the
data center, there are three main compo-
nents: compute engines, storage, and net-
work transport.

The compute engines represent the hard-
ware where the server applications run. I’ll
use the term “server” to mean the combi-
nation of a compute engine and the appli-
cation software that provide the ultimate
end-user services. Servers can perform
various kinds of services – Web pages,
applications (i.e. games, video, etc.), and
information access. As services get more
sophisticated, more compute power is
required to efficiently run these service
programs. In addition, higher-level pro-
gramming languages like C++, HTML,
and Java make programming easier, but
also consume more compute power. These
trends are forcing more compute power
per engine and more engines. Further, the
more service applications you can run on a
single compute engine, the less cost and
space is incurred within the data center.
Therefore, compute engines that can run
multiple service applications simultane-
ously are highly desirable.

Most servers deal with information
access, whether it be Web pages or corpo-
rate information databases. Information
access requires information storage within
the data center. High bandwidth data and
multimedia services put challenging
requirements on the storage used within
the data center. Access times and trans-

mission latencies within the storage ele-
ments are critical to provide effective ser-
vice delivery. Historical storage interfaces
like IDE and SCSI have strengths and
weaknesses. IDE has the ability to scale
storage volume more cost effectively.
SCSI has better access and latency times,
but at higher cost of deployment. Fibre
Channel has been increasingly used for
data center storage. More recently, Infini-
Band technology is emerging as yet
another storage access technology.

The network delivery into the data center
seems to have gained critical mass around
Ethernet and the Internet Protocol (IP),
since the pipe to the outside world tends to
be through the Internet or local area net-
works (LANs). These networks are based
on IP, so naturally, the transport interface
to and from the data center is also IP.

Servers (compute engines) driving
form factor
The communications industry may be in a
funk, but Internet usage most certainly is
not. In a December 2001 report, RHK
reported that while the communications
market has been in a downward spiral
through 2000, worldwide Internet traffic
rose from 50 petabytes per month to more
than 160 petabytes per month. That’s a
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300 percent increase over 12 months. An
increase in Internet traffic means an
increase in service applications use. This
increase has led to more compact form
factors that scale to provide high density
and high compute power. CompactPCI
and PICMG 2.16 are a logical choice for a
high-density form factor. The Advanced
Telecom Computing Architecture (ATCA)
form factor extends PICMG 2.16 by
enabling not only Ethernet transport on
the backplane, but other interconnects
such as InfiniBand and other server-to-
server and server-to-storage interconnects.

Storage
During the compute engine technology
evolution, storage has also been evolving to
meet the needs of data centers. Typical stor-
age media and configurations in data cen-
ters are Redundant Array of Independent
Drives (RAID), tape backup or library, CD-
ROM, or perhaps what the Fibre Channel
industry coins as “just a bunch of disks”
(JBOD). Perhaps more interesting than the
storage media itself, is how the storage
delivery technology has evolved. SCSI is
one storage delivery technology that has
made the leap to networked storage. In
addition, Fibre Channel is becoming estab-
lished and InfiniBand may also emerge as a
candidate for a standardized storage deliv-
ery technology. IP-based storage is also
being looked at in various forms.

SCSI
In order to tailor SCSI storage-based
interconnect to data center applications,
Internet SCSI or iSCSI has been defined.
The specification is in draft form and is
governed by the Internet Engineering Task
Force (IETF). The iSCSI technology com-
bines SCSI storage and the TCP/IP proto-
col. Figure 2 shows a general diagram of
the iSCSI architecture. The specification
defines iSCSI initiators (servers) and

iSCSI targets (the storage). The iSCSI
gateway blocks in Figure 2 enable SCSI to
interconnect over Ethernet, which enables
standard Ethernet switches to provide the
connectivity between the initiators and
targets. A session is defined as one or
more TCP connections between an initia-
tor and a target. 

Fibre Channel
Fibre Channel emerged a number of years
ago as a solution for connecting storage to
servers in data networks. The Fibre Chan-
nel Industry Association (FCIA) provides
a wide variety of information, including
technology highlights, standards, and ven-
dors. Fibre Channel focuses on minimiz-
ing storage access latencies and increasing
performance. Fibre Channel over IP (FCIP)
translates Fibre Channel commands and
data into IP packets. FCIP is intended for
use only over Fibre Channel, while iSCSI
can run over existing Ethernet networks.
There are also nearly 40 vendors on the
FCIA Web site that are creating various
products for use in data center applica-
tions. You can find out more about the
technology, market, and vendors at the
FCIA Web site, www.fibrechannel.com.

InfiniBand
InfiniBand is a switch-based serial I/O
interconnect architecture. Its fabric is
point-to-point, built for fault tolerance and
scalability. Switched point-to-point pro-
vides fewer system interrupts, resulting in
a higher bandwidth solution. There is an
IDC study on InfiniBand at the InfiniBand
Trade Association Web site (www.infini-
bandta.org) that predicts phenomenal
growth of this technology, mostly attrib-
uted to data center applications. Like
Fibre Channel, the IP over InfiniBand
(IPoIB) protocol is specified to provide
seamless interconnect between Infini-
Band-based data center equipment and the

Internet network interface. Intel has been
a historical supporter of InfiniBand; how-
ever, recently Intel seems to have shifted
interest in other interconnect technologies
like PCI Express.

Network delivery
It’s probably safe to say that the network
delivery into the data center is and will con-
tinue to be predominantly IP/Ethernet.
Critical mass has formed and the data/
voice/video requirements of current and
emerging data center business models make
it such that IP/Ethernet is the most cost
effective way to meet the technology goals.
The roadmap for Ethernet also looks
healthy for data center applications –
Gigabit Ethernet today, with 10 Gigabit and
40 Gigabit Ethernet waiting in the wings.

Summary
Compute power, while important to the
effective functionality of the data center,
seems to be moving along at an acceptable
pace for data center requirements. Moore’s
law of compute power and high density
multi-server configurations that Compact-
PCI chassis affords seem to be evolving
nicely to meet data center needs now and
into the future. The largest source of crisis
within the data center is squarely where the
storage meets the network delivery. This
storage versus network delivery collision is
creating a tug-of-war between what the
interconnect transport will be within the data
center itself. We’ve looked at a few inter-
connects that originate with storage access
and how they fit into the overall framework.
Even with these technologies specifically
developed to minimize latency and increase
performance for storage access, the fact is
that Gigabit Ethernet and the IP protocol has
and will continue to be the delivery mecha-
nism. Over the next two to three years, this
tug-of-war will be played out in data center
deployments around the world.
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