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Most networking product data sheets list 
specifications such as maximum number 
of supported connections and maximum 
supported connections per second. As 
packet processing within network nodes 
becomes more complex, it is no longer 
satisfactory to simply receive and forward 
packets at lightning-fast speeds. After all, 
not all connections are created equal. As 
a result, most network processing nodes 
must internalize the concept of a connec-
tion. This internalization requires keeping 
different state, statistics, and perhaps even 
processing rules for different connections, 
depending on the incoming packet that 
possesses the connection.

From the outside, maintaining con-
nections may seem like a rather simple 
addition to a given network product. 
However, the sheer number of required 
connections creates a fair amount of 
memory efficiency versus processing 
performance trade-off complexity. The 
industry benchmark, according to most 
data sheets I have read, tends to aim for 
a maximum number of connections at 
approximately 1 million and a connec-
tion rate in the low thousands of 
connections per second.

If you are a network service provider, 
you need to know more than how many 
connections the product youʼre about to 
buy for your network can support. There 
are myriad characteristics behind the 
scenes that may affect the performance 
and capacity of your networked product. 
If you are a communications product 
manufacturer, you should analyze various 
options for keeping state in your product 
to fit your targeted application. This 
month s̓ column discusses connection 
tracking and various methods to handle 
the challenge of becoming stateful.

What applications need 
connection-oriented processing?
Security products exemplify the trend 
toward keeping connection state and fine-
grain connection differentiation within 
networking systems. Directing security 
devices to block this host and let that host
through used to suffice. Simple enough. 
Scan for source addresses in the packet, 

and remove packets with a source address 
from the blocked host. However, in a 
more robust environment, hosts may be
permitted to access some applications
while being blocked from others. Security 
has become much more fine-grained, 
demanding encryption on a connection-
by-connection basis. Rules for author-
ization of specific hosts  ̓ abilities to 
run specific applications from various 
machines might also mean permitting the 
end-to-end connection in some cases but 
not others, depending on the application.

Quality of Service is another application 
where connection oriented processing 
may be required. Connections may need 
to track video, audio, or data flows and 
be able to hook into billing systems that 
bill accordingly. Peak and sustained data 
rates may be in force within the network 
as well, requiring identification of pack-
ets and associated guaranteed bandwidth 
parameters. Tracking connections and 
keeping their associated quality of service 
is important when congestion conditions 
occur. During such conditions decisions 
are being made as to which packets should 
be dropped to alleviate congestion.

Today, content switches are becoming a 
popular product term. Content switches 
make routing and forwarding decisions 
based on packet payload. This occurs most 
commonly for World Wide Web browser 
applications in which clients ask for
various Web pages. In this environment, 
content switches look at the Hypertext 
Transfer Protocol page requests and switch 
these packets based on client content 
requests. Following this method manages 
redundancy and Web site content while 
assuring load balancing across a large 
number of servers.

What is defined as a connection?
In order to provide this fine-grain con-
nection-oriented processing, network sys-
tems must track and store information 
about every interesting connection flow-
ing through the device. What does it mean 
to track a connection?

For local area networks, there is one his-
torical answer; the IP packet five-tuple 

connection. An IP packet five-tuple con-
nection consists of the IP source address, 
IP destination address, IP protocol, layer 4
source port, and layer 4 destination port. 
Figure 1 shows an IP packet with a layer 4
protocol such as Transport Control Proto-
col (TCP) or User Datagram Protocol 
(UDP) riding on top. The fields circled in 
the packet header (see Figure 1) represent 
the IP packet five-tuple connection.

For many applications, the IP packet 
five-tuple arrangement defines the con-
nection, and connection tables are kept 
internal to the network node based on 
this information. However, many service 
applications are defined above layer 4. 
Session Initiation Protocol (SIP) is a 
good example of a service application 
that is defined above layer 4. SIP calls for 
a higher layer connection concept in the 
IP packet payload, identified by the Call 
ID. In some cases, a single client may 
connect to a single server using a single 
Transmission Control Protocol/Internet 
Protocol connection. However, multiple 
sessions may be multiplexed on top of 
this single five-tuple connection. In this 
case, something in the payload, such as a 
SIP Call ID, defines the connection. In the 
descriptions that follow, we will focus on 
the packet five-tuple connection defini-
tion, although the same methods apply to 
other connection-defining fields, too.

Keeping connections
The IP version 4 (iPv4) packet five-tuple 
connection has a total of 104 unique bits. 
The fastest approach would be to create a 
table that is 2104 entries long and use the 
concatenated 104-bit value in the packet 
as a direct index. This, of course, is quite 
impractical from an addressing range per-
spective. One million connections require 
220 entries, so while our table could han-
dle the world of possibilities, there would 
be a few empty spots to say the least.

A common approach is to use a hash 
table. The 104-bit five-tuple connection 
serves as input data to a hashing function. 
The hashing function used should ensure 
a good distribution across some number 
of bits that makes up the hash index into 
the table. This approach enables some 
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flexibility while dramatically reducing 
the amount of memory required to sup-
port the state table.

Hashing, an example
Let us say our networking product must 
support up to one million connections. 
Then allow us to further assume that a sin-
gle connection entry includes the five-tuple 
and state information totaling 64 bytes. 
Multiplying the number of supported con-
nections by the bytes per connection tells 
us we will need 64,000,000 bytes for our 
connection table. We can represent one 
million entries in 20 bits, allowing us to 
hash our 104-bit five-tuple connection 
down to a value from which we will use 
20 bits as the index into the table.

Completing this hashing procedure is 
only part of the job; however. Remember 
we just paired 104 bits of possibilities 
down to just 20 bits. That means it is 
possible that packets from two different 
connections will hash to the same 20-bit 
index value. There are a number of strate-
gies to solve this issue, each with its own 
strengths and weaknesses. Some strate-
gies are described in the sections below.

Linked lists
One approach is to allocate a pool of the 
number of connection entries required 
and use an array of pointers to the con-
nection entry as large as the hash index. 
Figure 2 shows this approach.

A hash table of connection pointers has 
the benefit of allowing any number of 
connection entries being tracked to hash 
to the same value and still be placed in 
the table. Therefore, as Figure 2 shows, 

you could reach your maximum 
number of connection entries and 
support their position in this con-
nection table without a problem. 
However, searching the list, add-
ing to the list, and removing from 
the list can cause significant per-
formance degradation. Every con-
nection entry for a particular hash 
index is likely not contiguous, and 
next pointers must be followed to 
traverse the list. Connection entries must 
be read separately as the list is traversed, 
requiring multiple read cycles.

Polynomial forward hash tables
Another approach to hash table organiza-
tion is to start with our array of connection 
entries indexed by a hash of the packet 
five-tuple connection. When a packet 
hashes to an index entry that is already 
used, a polynomial function is calculated 
for the next index to try (see Figure 3). 
The algorithm would hop through the list 
a number of times until either an unused 
entry is found or all entries are used.

This polynomial forward approach works
best when the number of entries in the 
hash table is large enough to avoid 
connection entry collisions, which trig-
ger polynomial index recalculations. 
Connection entries hashing to the same 
initial index are not contiguous, so the 
polynomial calculation must be made and 
the connection entry for the next index 
must be read. Searching, adding, and 
removing entries using this approach is 
also time consuming.

Another problem is worst case scenarios 
in which the maximum number of con-

nections cannot be supported. For exam-
ple, if the polynomial indexing algorithm 
tries a maximum of twenty times before 
giving up on finding a free entry for add-
ing a connection, no connection entry will 
be created. However, picking the number 
of times the polynomial indexing will run 
in the algorithm, along with some statisti-
cal analysis, can make the probability of 
being unable to add a new connection 
entry very small.

Organizing a hash table into bins
Systems can often realize performance 
improvements if they can read large 
contiguous blocks of memory rather 
than many small reads of memory. This 
performance improvement takes place 
by saving the time it takes for memory 

Figure 1

Figure 2

Figure 3

http://www.compactpci-systems.com
http://www.compactpci-systems.com


Reprinted from CompactPCI Systems / March 2004 Copyright 2004 Reprinted from CompactPCI Systems / March 2004 Copyright 2004

controllers and other I/O devices to arbi-
trate bus use prior to the memory read. In 
these cases, it is better to read more while 
you have the bus because reading more 
bytes after the arbitration takes less time. 
In these cases, hash tables organized into 
bins can be more efficient.

Using a hash table bin organization, each 
hash index identifies a unique bin in the 
table. A bin holds some number of con-
nection entries. Using this approach, 
the bin can store multiple connections 
contiguously. When searching for a given 
connection entry, the algorithm performs 
a simultaneous read of multiple entries 
once, then sorts through the entries until 
it finds the matching entry.

Figure 4 illustrates the use of a hash table 
organized into bins, each bin contain-
ing four connection entries. If our hash 
index is 1, the algorithm could perform 
a four-connection-entry read, caching the 
information into faster access memory or 
registers where the software can quickly 
search each of the three connection 
entries in bin 1 to identify the matching 
connection entry for the packet.

The problem with this approach is that 
storing packets that match the same hash 
index is limited to each binʼs number 
of entries. Therefore, when using this 
approach to save state, analyzing packet 
characteristics and hash indexing within 
the tables is vital.

An enhancement to this approach 
involves using an overflow hash table 
with many more entries per bin. Using 
an overflow hash table stores the connec-
tion entry in the overflow table  when the 
maximum number of entries in a given 
bin in the main hash table is exceeded. 
This approach aids normal cases in which 
the entry will usually be found within the 
first two or three main bin entries. In addi-
tion, using an overflow bin helps with a 
worst case problem where many entries 
may be found in an overflow bin for many 
connections hashing to the same index.

Using CAMs/TCAMs
Typically for most solutions that need 
high performance, silicon assist to help 
retrieve state can be the fastest solution. 
Consequently, many companies in the 
traditional memory business created sili-
con devices called Content Addressable 
Memory (CAM) and a ternary version 
called TCAM. Ternary CAMs enhance 
CAMS by allowing the user to specify 
don t̓ care bits in the search keys. CAMs 
and TCAMS can retrieve state with great 
efficiency for a given packet but can also 
be the most cost-prohibitive. 

CAMs take a set of bits as input and retrieve 
the output provided when the CAM entry 
was initialized. Many CAMs can take a 
large number of bits as input and retrieve 
a 32- or 64-bit value. For our example, 
weʼll use the five-tuple connection as the 
CAM input key and initialize the key with 
a connection entry pointer (or the connec-
tion entry itself if the amount of memory 
needed to store state is small enough to be 
held in the content area of the CAM).

However, the CAM/TCAM approach can 
add hundreds of component, design, and 
manufacturing dollars to a networking 
product. In addition, to meet an increasing 
connection need, vendors must upgrade 
CAMS as higher capacity, faster CAMs 
come to market. No standard CAM inter-
face or footprint has emerged, so finding 
a second source that is both footprint- and 
software-compatible is an issue.

Five-tuple connection problems
The hashing-oriented techniques for keep-
ing state described in this column work 
best when employing a hashing input 
and hashing function that ensure a good 
distribution of unique bits across the entire 
index bit range. Ensuring hash output 
uniqueness typically demands good dis-
tribution of the input to the hash function. 
However, the five-tuple connection lacks 
the ability to feed a large enough number 
of unique bits to the hashing function. 

Letʼs look at the five-tuple connection 
used as the hash input. The 32-bit source 
and destination IP addresses consist of 
some number of network ID bits and 
some number of host ID bits. For many 
networking nodes, the network ID por-
tion of the IP source and destination 
addresses rarely (if ever) change. Hence, 
if our 32-bit IP addresses consist of a 24-
bit network ID and an eight-bit host ID, 
the uniqueness of our IP address range 
is 256 values. For Ipv6 addresses, the 
problem may be better or worse. In Ipv6, 
translating network addresses to overload 

addresses is no longer needed because the 
address range is greatly increased, so the 
bit distribution across an Ipv6 address may 
be somewhat better than across an Ipv4 
address. However, many unused zeros 
remain in the middle of an Ipv6 address at 
this point, especially if the Ipv6 address is 
simply mapping an Ipv4 address.

Now letʼs look at the layer 4 port numbers 
used in the five-tuple connection. For 
many services, the initial communication 
occurs over a well-known port with the 
client choosing some port number to use. 
Once the service has been authenticated, 
the server will continue service by creat-
ing a connection with a child process on 
a random port. We may have a fighting 
chance, with the service connections, 
of achieving fairly good distribution 
across our source and destination ports. 
However, the range of ports, i.e., 5000 to 
15,000, usually limits the serverʼs assign-
ment of unique ports. This cap on port 
numbers limits hash input distribution.

The protocol field is the last component 
of the five-tuple connection. In most net-
works, there are only a few protocols (usu-
ally exactly two, TCP and UDP) used with 
a few raw IP or Internet Control Message 
Protocol packets sprinkled in. So there 
definitely isnʼt going to be much in the 
way of bit distribution for these eight bits.

You have many approaches to choose 
from if you are developing systems that 
need to keep state. Depending on your 
cost, performance, capacity, and func-
tional, one approach may be better than 
another. This area holds much room for 
innovation. Allowing many connections 
to be supported and to operate in a state-
ful way for complex packet processing is 
extremely valuable and can create signifi-
cant differentiation.

If you are a service provider who needs 
to incorporate services in your network 
and need stateful processing from your 
networked equipment, look past the abil-
ity to support a number of connections 
at a given connections-per-second rate. 
Dig deeper into the products and learn 
how they are keeping state, what the state 
table organization is, and what happens 
to the system in worst case scenarios. 
This can help prevent the purchase and 
deployment of a product that may lack 
the characteristics effective performance 
within your network demands.

For further information, contact Curt by 
e-mail at cschwaderer@opensystems-
publishing.com
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