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Introduction
The client/server model foundation of the
networked computing environment is
everywhere. It’s expanded from the sim-
ple local area network topology to the data
center, Internet Service Provider (ISP),
and even some advanced wide area net-
work (WAN) topologies. Popular services
available from a single server can create a
breakdown in the client/server model. As
the number of clients attempting to access
the server increase, an overload eventually
occurs in the form of unacceptable service
delays or perhaps even a system crash.

In addition to client overload, there is a
malicious side to the problem. Denial of
Service (DoS) attacks take advantage of
the client overload characteristic and mali-
ciously set out to simulate large client
request loads targeting a server, causing a
disruption in service. These kinds of
attacks block paying clients attempting to
do legitimate business using the server.

In either of these scenarios, an overload
due to client accesses or malicious denial
of service attack can be objectively mea-
sured in lost revenue. Therefore, extending
the client/server model to accommodate a
large burst of users and prevention of
attacks is an important requirement for ser-
vice providers today.

One solution is through Moore’s Law –
processing gets faster, the network in
between the client and server gets faster,
and more clients can be accommodated.
Moore’s Law can be thought of as a
“scale up” strategy – replace the current
server and network with a higher per-
formance computer and network topol-
ogy. However, as evidenced by ISP loss
of service tragedies and sluggish re-
sponse time complaints, Moore’s Law
isn’t enough.

When the scale-up strategy can’t keep up,
scale-out strategies are invoked. Scale out
strategies involve using multiple server
nodes in parallel to get the aggregate per-
formance and response required. How-

ever, for client/server computing, another
network element is required to get server
parallelism. As a result, load balancing
technology was developed and deployed
to support a scale-out approach. Load bal-
ancing enables the same service to be
hosted on multiple servers and the client
load distributed among those servers. This
enables the service provider to gain more
revenue by accommodating more clients
and providing higher performance sessions
to those clients.

In this month’s Software Corner, I’ll look
at load balancing principals and issues.
CompactPCI systems and other modular
compute architectures have a large poten-
tial market involving configurations much
like the enterprise where multiple service
application blades within a chassis must
be efficiently used to optimize network per-
formance. This requires some kind of load
balancing function within the Compact-
PCI chassis itself. If you’re familiar with
the general principals of load balancing,
this information will provide some infor-
mation behind the general principals that
can allow you to understand the more
important aspects of load balancing in sit-
uations where you may need to deploy or
implement a load balancing solution
within your system.

Key problem: Session congestion
The key problem load balancing solves
is session congestion. Figure 1 shows a
general topology diagram of a system
involving a load balancing solution. Load
balancers break a network topology into

two pieces: the external network and the
internal network. The external network
consists of a number of clients that may
wish to obtain services from the internal
network. External networks are also con-
sidered untrusted, i.e. a packet coming
into the load balancer from the external
network may be legitimate or represent
some kind of attack.

The internal network consists of a number
of server nodes that are running the service
applications. A single server node may run
one or multiple service applications. A
group of server nodes is sometimes re-
ferred to as a server farm. The internal net-
work is typically controlled and trusted.
That is, the administrator controls all the
nodes within the internal network and can
easily detect and prevent any malicious
behavior.

I will note at this point, that load balancing
is a general concept and can apply to any
network topology. However, the discus-
sion here limits the topology to an Internet
Protocol (IP) based network.

The load balancing function in the middle
hides the details of the internal network
from the clients in the external network.
The load balancer typically exposes an IP
address that the external network uses to
ask for and get services from the server
nodes in the server farm. This IP address
is typically called a “Virtual IP Address.”
This is because the virtual IP address isn’t
really the ultimate destination address of
the service, but represents a virtual end-
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point of communication where the load
balancer then kicks into action determin-
ing which server node can best service
the requests.

This kind of architecture helps with
attacks on the internal network as well.
Not knowing the topology of the internal
network causes problems trying to attack
servers within the internal network. In
addition, if the load balancer is designed
with attack detection and prevention in
mind, the load balancer may serve as an
added level of defense. For instance, the
load balancer may notice a large number
of session connect requests from a partic-
ular external client with no session estab-
lishment actually occurring. In this case,
the load balancer may be able to recognize
this as a denial of service attack and drop,
log, and/or redirect packets from the client
causing the large session request load.

Load balancing considerations
Load balancing involves receiving packets
from an arbitrary external user and map-
ping the request to the best internal server
node that can service the session. If the
packet is part of an ongoing session flow,
then these packets must consistently go to
the same server. This leads naturally to
the question “At which layer do you load
balance?” The answer is “it depends.”

Load balancing at layers three
through seven
Let’s take a look at a standard TCP/IP
stack. At layer 3 (network layer), clients
and servers are identified by IP address. At
layer four (transport layer), the sessions
are identified by the protocol running on
top of the IP layer. At layer 7 (application
layer), sessions are identified by ports. A
logical session between two end nodes
consists of a five-tuple of source IP
address + destination IP address + source
port + destination port + IP protocol. There-
fore, different services may require load
balancing at different layers. To further
complicate things, each service may oper-
ate more efficiently using a different load
balancing algorithm.

Load balancing at various layers is a little
bit like sorting out a mixture of sand, peb-
bles, and rocks using different sifting equip-
ment. It’s probably best understood with
an example.

Let’s define 3 load balancing groups:

■ Application layer: Anything coming
in on TCP port 80 is a Web browser

service and load balancing needs to
occur between server nodes s1, s2,
and s3.

■ Transport layer: Other TCP services
on any other port should be load
balanced to server nodes s1, s2, s3,
and s4.

■ Network layer: Any other packets
with the “virtual” IP address of the
load balancer as the destination
should be load balanced to s1, s4,
s5, and s6.

Notice that a packet received with an IP
destination address of the virtual IP, TCP
protocol, and port 80 matches all three
load balancing schemes. However, the
load sharing group that matches the high-
est layer of the received packet will be
used. The higher layer the load balancing
appliance supports, the more control and
effective spreading the workload across
servers can be. Newer concepts involving
load balancing using information in the
payload is also being considered now.
For example, application level languages
like HTTP for web browsing and Session
Initiation Protocol (SIP) for voice over IP
contain information in the payload above
the layer 4 port that provides information
on a specific session. HTTP uses cookies
that can help identify a specific web ses-
sion. SIP uses a call ID embedded in the
payload that can be used to identify a ses-
sion. Since these pieces of information are
buried deep in the packet and tend to move
around in the payload (i.e. the exact offset
to these pieces of information in the packet
changes) finding this information then per-
forming load balancing services on it can
be slow. However, classification silicon
assist or a parallel computing processing
environment can make load balancing on
payload information much faster.

Number of sessions supported
Once the first packet in a session has been
load balanced to a particular server, it’s
important that the rest of the packets for
this session go to the same server. This
means that session state must be kept
for each load balanced connection. This
makes the number of simultaneous ses-
sions supported by the load balancer an
important metric. The number of concur-
rent sessions supported affects two aspects
of the load balancer – the amount of mem-
ory required to store all the connections
and the time it takes to locate the connec-
tion entry that matches the received packet
(the more entries, the longer the look-up).
Most load balancers today can support
between 50,000 and 100,000 simultaneous

load balanced connections. The next gen-
eration benchmark goal appears to be a
whopping one million sessions!

Connection types supported
Once the load balancing decision has been
made, what kind of connection is between
the client and the server? One connection
type might be a simple pass-through of the
packet where only the destination address
is changed from the load balancer’s virtual
IP address to the selected server node’s
IP address. Packets coming back from
the internal server would typically re-map
the source address back to the virtual IP
address of the load balancer. This ensures
that the internal network topology remains
hidden behind the load balancer. A more ro-
bust (but much slower) connection method
is a full proxy. Proxied connections actu-
ally terminate the external connection at
the load balancer. The load balancer then
establishes a new connection with the se-
lected server node and packets are passed
through the connection proxy residing on
the load balancer. Since the payload must
be processed by multiple protocol layers
multiple times, this method tends to be
slow if implemented in traditional ways.
However, a proxied approach tends to be
the most secure since the external connec-
tion doesn’t terminate inside the internal
network. There is a hybrid method called
“TCP splicing” where on session initia-
tion, the connection is terminated like a
proxy connection, but subsequent packets
are handled and passed through the load
balancer at the IP layer as opposed to going
completely through the TCP stack then the
socket API to the connection proxy itself.
This seems to be a nice compromise be-
tween security and performance.

Load balancing algorithms
supported
The kinds of load balancing algorithms
supported is important to the efficiency of
your overall load balanced system. Some
algorithms are more efficient than others
depending on the layer at which load bal-
ancing occurs. These algorithms may
range from rather simple to complex:

■ Round Robin: when a connection
comes in, it’s load balanced to the
next server node in the sequence.
Subsequent connections continue
to be connected to the next server
node in the sequence. The benefit is
the simplicity of the algorithm. One
drawback is that round robin doesn’t
take into account the traffic patterns.
It’s possible that by coincidence
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(or attack) one particular server must
service a large number of very long
lived sessions while other servers in
the round robin group are idle because
their sessions were short lived.

■ Random: pick a random number as an
index and load balance to that server
node. The benefits and weaknesses of
this algorithm are the same as round
robin. How random your index truly
is can also result in a less efficient
load balancing system.

■ Hash: This implies using some field
in the packet header as the hash value
to load balance on. Then a key is gen-
erated using a hash function. The idea
is that if the traffic involves multiple
external clients connecting to different
service applications, you get a nice
distribution across the server nodes
for that load balanced group. Calcu-
lating the hash table index can be time
consuming and complex, however.

■ Feedback algorithms: Assuming that
servers can periodically report to the
load balancer the CPU utilization,
load balancing feedback algorithms
can be implemented. Servers with the
fewest connections or least utilized
servers can be determined dynami-
cally and the decision to create a load
balanced connection can be made by
load balancing to the least utilized
server node. This algorithm provides
the most efficiency. However, the
messaging to communicate the 
server metrics is not standardized
and represents significant overhead
in both network traffic between the
load balancer and server node as well
as the processing to update the load
balancing tables constantly for the
least utilized server in the cluster.

Support for being able to modify the load
balancing algorithm is also helpful. While
these standard load balancing algorithms
give the user a variety of methods to choose
from, sometimes it’s helpful to be able to
enhance or change the standard algorithm
slightly based on specific traffic patterns
or network topologies of a given appli-
cation. If the load balancer has no way
to support this, efficiency of the network
environment could suffer.

Static and dynamic load balancing
topologies
In addition to the feedback mechanisms
described above, another consideration is,
“how are the load balancing groups provi-
sioned?” A group of server nodes that can
provide a specific load balanced service is
called a “cluster.” Every server node in a
given cluster must have the same capabil-

ity to service those classes of requests as
any other. How a load balancer allows you
to configure and maintain clusters is
another important consideration.

Static provisioning is probably the simplest
approach from the load balancing perspec-
tive. A statically provisioned load balancing
environment is shown in Figure 2. Server
nodes are configured and brought up. An
administrator must have an understanding
of all service applications running on each
server node and their membership to corre-
sponding clusters. Once the internal net-
work is set up, the administrator can con-
nect to the load balancer and begin to set up
clusters as shown in the figure. While sim-
ple from the load balancer perspective, this
approach can be error-prone. Mistakes can
be made and connections being load bal-
anced to server nodes not equipped to ser-
vice the connection may happen. Dynamic
changes in the environment are also prob-
lematic. If the administrator notices that a
cluster is particularly under-utilized, they
may choose to remove and reconfigure a
server node from that cluster and apply it to
a higher utilized cluster. In this event, the
administrator must once again re-configure
the load balancer during which time the
system may have to be brought off-line.

Dynamic cluster provisioning enables the
servers to report what kinds of services they
provide and the load balancer can automat-
ically create clusters from this information.
This approach is more complex in the mes-
saging involved between the server nodes
and the load balancer, but removes the
human error factor during provisioning.

An example of a dynamic load balancer
provisioning scheme is shown in Figure 3.
In this approach, as applications begin to
execute, the operating system informs a
cluster registrar agent in the network that
the service application for that server node
is operational. The cluster registrar keeps
track of these server responses and auto-
matically generates the clusters. Once the
load balancer is initialized and reports to
the cluster registrar, the registrar down-
loads the configured cluster information
to the load balancer.

This dynamic configuration topology can
be taken one step further. As operation
continues, a server may recognize that
CPU utilization threshold is crossed. The
server can then report to the registrar of
the overload possibility and the cluster can
change the status of that server in the var-
ious cluster nodes to cause the load bal-
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ancer to “skip” sending connections to
that particular server until the utilization
crosses back under the threshold.

Another way this dynamic environment
can be utilized is during maintenance. If
server nodes need to be taken out of a clus-
ter and added to others, an out-of-service
indication can be sent to the cluster regis-
trar. In turn, the registrar can place the
server node out-of service in that cluster
until the re-provisioning is complete.

What’s the load balancer platform
architecture?
The architecture of the load balancer tells
you a lot about the potential performance
and flexibility characteristics. Most load
balancer software architectures are based on
a single CPU circuit board, probably close
to a PC motherboard in design. In this case,
the load balancer is probably a software
implementation. A software only imple-
mentation maximizes flexibility in terms of
changing or adding algorithms, provision-
ing, and product updates. However, the per-
formance is limited for these architectures.

Another approach involved a software +
ASIC approach where the ASIC offloads
much of the time consuming tasks of load

balancing and feeds the information to the
software that completes the load balanc-
ing. F5 previously announced release of
an ASIC-based approach addition to their
BIG-IP™ product line. The functions in
the ASIC would largely be things that
wouldn’t need to be changed and provides
significant acceleration of the software.
However, if changes to the ASIC func-
tionality were required, flexibility would
be limited in this respect.

One approach to maintaining flexibility
while increasing performance is applying
parallel computing technology. This may
come in the form of a multi-processor blade
like those available from Hewlett Packard
for their blade server product. Another
highly parallel environment is a network
processor based platform. Load balancing
software is typically developed for a single
CPU environment and therefore many labor
years of effort would be required to develop
these packages to optimally run in a sym-
metric multiprocessor environment. There
are companies taking the network processor
approach to load balancing. Within the net-
work processor itself, there is a control
processor and multiple microengines that
have small instruction sets and are highly
optimized for packet processing. This makes

the connection look-up, load balancing
algorithm, and packet transformation func-
tions ideal for developing a highly parallel
architecture across these multiple micro-
engines. The network processor approach
also provides great flexibility at all levels –
new or updated microcode can be loaded
into the network processors. This can
greatly extend the service life of load bal-
ancers incorporating network processor
technology.

Summary
Load balancing enables server applications
to scale out for providing effective services
to a larger client population than could nor-
mally be serviced. However, load balancing
solutions themselves can become the bot-
tleneck if network performance and capac-
ity requirements aren’t known and used to
evaluate the kind of load balancers that can
provide an effective solution. Of course,
even generic performance numbers aren’t a
guarantee. Network administrators must
understand the traffic characteristics within
their network and match those characteris-
tics with load balancing solutions that pro-
vide the right algorithms, capacity, control,
and performance for the network.
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