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EDITOR’S FOREWORD

By Joe Pavlat

You can’t be too rich, too thin,
or have too much bandwidth

The computer industry is moving steadily to switched serial interconnects, and their 
many advantages are becoming clear. Among the most significant is speed: today’s 
SSI’s operate at speeds that simply would not be possible with a conventional 
multi-drop parallel bus of the sort used in CompactPCI or VME. 

The latest speed improvement comes to us in the form of 10 gigabit/second Ethernet. Ethernet 
has been around for a long time, and began with data rates measured in megabits/second. 
Ethernet is the interconnect that drives all modern networks and the Internet. There has always 
been considerable pressure to keep making Ethernet faster without replacing it entirely. A few 
years ago, commercial Ethernet silicon began operating at 1 gigabit/sec. It is now moving 
rapidly towards 10 gigabit/sec. speeds. A new IEEE standard that defines 10 gigabit transfers 
over a backplane is in place, and it promises to have a major impact on our industry. The new 
standard, known as 802.3ap, defines a couple of methods. One uses four differential pairs in 
each direction, with each pair operating at 3.125 gigabit/sec. This is not entirely new, and open 
platform standards like AdvancedTCA and MicroTCA already use that. 

10GBASE-KR inspires interconnect focus
The exciting, but technically challenging other method, known as 10GBASE-KR, uses a single 
pair for 10 gigabit transmission. This is going to provide significant benefits for virtually every 
type of communications, including emerging IPTV services. At these speeds, however, extreme 
care must be taken in the design of the data path. Trace lengths on boards must be matched, 
and skew, jitter, and crosstalk must be carefully managed. In a world where customers want 
interoperability between vendors and these customers buy, for example, a chassis/backplane 
from one vendor and CPU boards from another, budgets for each one of these parameters 
must be established. An important part of this is to define parameters and nomenclature 
and to develop standardized modeling and measurement techniques. PICMG has formed a 
technical subcommittee, the Interconnect Channel Characterization Committee, to do exactly 
that. This is an important first step towards the adoption of open standards for defining and 
designing interoperable products operating at these very high speeds. Also, PICMG has another 
operating subcommittee that is working on incorporating these important new standards into 
AdvancedTCA.

In this issue, Mike Coward from Continuous Computing digs into the design of, and applications 
for, AdvancedTCA systems using 10 gigabit Ethernet. IPTV is high on his list, as he believes 
it will be the dominant consumer of network bandwidth in the future. AdvancedTCA is a very 
efficient platform for 10 gigabit technology, and Mike describes other applications, including 
network Personal Video Recording (think TiVO hosted by the provider) and Traffic Management 
and Shaping. It’s a good read.

High-bandwidth AdvancedTCA systems make economic sense, but servicing more and more 
customers and subscribers from a single box makes the operational reliability of that box ever 
more crucial. In addition to redundant hardware resources a key element of high availability 
systems is middleware – so called because it sits between the operating system and the 
application – that monitors performance, detects faults, and manages system resources to 
keep everything running smoothly. This month we have two articles about HA middleware. 
Dr. Asif Naseem from GoAhead gives us an excellent tutorial on the basic anatomy of an 
HA system, describing the operation of each of the elements. Dr. Naseem has been a major 
supporter and driver of the standardization efforts of the Service Availability Forum. 

Mike Christofferson from Enea also focuses on 
HA middleware. He details the issues involved 
with designing highly available DSP arrays and 
how COTS middleware fits in, making the case 
that equipment makers require a comprehensive 
management solution that addresses the 
DSP-centric user plane (data plane) as well 
as the control plane.

HA systems require some very specific hardware 
to manage system resources, and AdvancedTCA 
was the first platform to standardize platform 
management for both hardware and software. 
AdvancedTCA’s hardware management 
layer uses Intelligent Platform Management 
Buses and Intelligent Platform Management 
Controllers as a foundation, and these require 
I2C bus buffers. It turns out that AdvancedTCA 
stretched the limits of existing bus buffers, and 
Linear Technology’s Christopher Gobok takes 
us through the details of a new family of bus 
buffers designed for AdvancedTCA systems.

Our intrepid European correspondent, Hermann 
Strass, tells us about activities on the continent, 
including a description of a very sophisticated 
six-axis system for testing automobile tires 
at the high speeds Autobahn drivers enjoy. 
Hermann explains that all German auto manu-
facturers must limit their car’s top speeds to 
250 km per hour. How tragic.

The application of emerging software standards 
to hardware platforms continues. In this month’s 
Software Corner, Curt Schwaderer describes the 
Object Management Group’s Data Distribution 
Service, or DDS. He explains how DDS defines 
a standard for communications middleware 
and the convergence between AdvancedTCA 
and DDS.

Enjoy.

        Joe Pavlat, Editorial Director
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GLOBAL
TECHNOLOGY

CompactPCI and AdvancedTCA Systems        CompactPCI and AdvancedTCA Systems        CompactPCI and AdvancedTCA Systems        CompactPCI and AdvancedTCA Systems

By Hermann StraSS

Controlled rotation
The Institute for Automobile Technique Dresden (IAD) at the 
Technical University of Dresden (TUD), Germany operates 
a certified test stand for tire and car body analysis. Analytik & 
Messtechnik Chemnitz (AMC), Germany replaced the old 
PLC-based system with proprietary controllers with a modern 
system based on PXI and LabVIEW from National Instruments. 
The test stand is used to inspect static and dynamic properties 
of car tires (shown in Figure 1, courtesy of IAD, Technical 
University of Dresden, Germany). 
Force and momentum are recorded 
using a six-axis wheel hub. Rotating 
speeds equivalent to a road speed up 
to 300 km per hour (187.5 miles per 
hour) can be tested. Parameters such as 
camber and skew have to be measured 
at such high speeds because there 
is no speed limit on German high-
ways (Autobahn). All German car 
manufacturers limit their cars elec-
tronically to a maximum road speed of 
250 km per hour (156 miles per hour).

Upgrades and enhancements are 
readily made because the test stand, 
controlled by three cooperating pro-
grams, is scalable and modular. For 
performance reasons the Programmed 
Automation Controller (PAC) hardware 
is configured from CompactPCI/PXI 
modules. The LabVIEW Real-Time 
Software controls safe and real-
time operation of the test stand. 
This includes controlling 
powerful electrical 

motors for the rotating drums that simulate the road. The rotating 
tires are dynamically pressed with different amounts of force onto 
the simulated rotating road to test such factors as car weight and 
bumpy road conditions. Hydraulic pistons tilt the wheels for testing 
under different camber and skew. Each individually changeable 
axis is controlled by its own thread in the software. I/Os are 
shared variables for fast, efficient modular data exchange using 
the Technical Data Management Streaming (TDMS) protocol 
to transfer and save descriptive information along with bulk 

measurement data. Tire temperatures 
and dynamic suspension parameters 
are also monitored and analyzed by 
LabVIEW in real time. The test stand 
is operated via an Ethernet connection. 
Analysis is completed using DIAdem 
software from National Instruments.

Dresden is the capital of the Free State 
of Saxony within the Federal Republic 
of Germany. It is a world heritage city 
under United Nations Educational, 
Scientific and Cultural Organization 
(UNESCO) rules. Shortly after 
Gottlieb Daimler and Carl Benz 
invented the automobile in the late 
1880s a car industry developed in 
Saxony. Several car companies merged 
into what is now the Auto Union 
Company. Today all their models 
are traded under the name Audi. The 
predecessor of the IAD was estab- 
lished under the direction of Court 
Councilor Professor Hermann Scheit 

in 1903. It provided analytical 
services of automobile 

Kicking the tires 

Figure 1
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mechanics, tires, and 
engines to industry 
and for the Technical 
University of Dresden. 
As a result, the IAD has 
more than 100 years 
of experience in auto-
mobile technology, as 
an historic photo of a 
tire test stand (Figure 2, 
courtesy of the IAD, 
Technical University 
of Dresden) shows.

European 
events
Analytica 2008, the 
world’s leading inter-
national trade fair for 
the laboratory sector 
was held April 1-4 
in Munich, Germany. 
At this trade fair there 
were not only analy-
tical instruments on 
display, but also com- 
puter systems for auto-
mated and in-depth 
analysis of organic and 

inorganic chemical, life science, and physical laboratory probes. 
The PC-based or industrial computer systems also manage 

Laboratory Information Management Systems (LIMS). The 
32,500 visitors (not including exhibitors) analyzed what 1,032 
exhibitors had to demonstrate. Analytica can be compared with 
Pittcon, the largest laboratory science event in the United States, 
which was held one month earlier, March 3-6, 2008 in New 
Orleans. It had about the same number of exhibitors (1,100) 
but fewer visitors, 19,500, including 8,800 exhibitor attendees). 
Pittcon claimed visitors from 85 countries. About one third of the 
Analytica visitors were from 111 countries. Analytica organizers 
claim that 98.5 percent of the visitors were professional people, 
no tire kickers. Messe Muenchen International (MMI) and the 
organizers of Analytica also manage Analytica events in China, 
India, and Vietnam.

For more information, contact Hermann at:
hstrass@opensystems-publishing.com
 

Figure 2
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SOFTWARE
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By Curt SCHwaderer

Data distribution service becoming a natural fit
for AdvancedTCA switched-fabric backplanes

Historically, data critical applications are characterized by 
items such as industrial control data collection systems 
or airline traffic control systems where gathering and 
distribution of data within predictable time constraints 

is critical. We are used to thinking of air traffic control, industrial 
automation, and command and control systems as closed network 
environments. But now these and other applications such as 
financial transaction processing, network monitoring, and network-
centric data collection systems are evolving to use open networks. 
In this month’s column, we will look at Object Management 
Group’s (OMG’s) Data Distribution Service (DDS) for real-time 
systems standard, its capabilities, and its applicability to the 
switched-fabric environment within AdvancedTCA systems.

Data Distribution Service (DDS)
DDS is an OMG standard that defines communications middleware 
in a data-centric manner. Specifically, when the system architecture 
is defined, data objects are identified along with their availability 
and access characteristics. Once defined, publishers and subscribers 
are created for each data object. The publishers must make the data 
available in accordance to the defined characteristics of the data 
object. Likewise, subscribers must access data object information 
from the publishers within those same boundaries.

The end result of DDS is a cleaner system architecture where 
the distribution or co-location of publishers and subscribers is 
independent of operating system, programming language, and 
network topology or protocol. The application can simply view 
the middleware layer as consisting of a set of data objects where 
data can be published or consumed according to the defined data 
characteristics.

AdvancedTCA switch fabric bus architecture
The AdvancedTCA form factor allows a number of bus and 
fabric configurations across the backplane among blades in an 
AdvancedTCA chassis. The AdvancedTCA bus architecture 
acknowledges that COTS systems may need star or bus 
configurations between blades as well as IP, InfiniBand, or 
other connectivity protocol capabilities. The AdvancedTCA bus 
architecture is specified to allow the gathering and distribution 
of large amounts of data among any number of blades in the 
system. Further, a given blade in the system may change function 
over time.

AdvancedTCA systems are not necessarily hard real time, but the 
predictability requirements of an AdvancedTCA system are an 
integral part of the functions they perform. Some systems may 
gather data from a variety of sources and distribute the data to 
a variety of users, such as databases, display devices, or control 
algorithms.

Designers of complex, data-critical distributed systems are turning 
to AdvancedTCA for a number of reasons. AdvancedTCA provides 

cost savings and easier maintainability than traditional closed 
systems that historically implement these applications.

A switched-fabric bus is unique in that it allows all AdvancedTCA 
blades on the bus to logically interconnect with all other blades on 
the bus. Each blade is physically connected to one AdvancedTCA 
switch slot. This topology results in a redundant network or fabric, 
in which there may be one or more redundant physical paths 
between any two blades. A blade may be logically connected to 
any other blade via the switch card. A logical path is temporary 
and can be reconfigured or switched among the available physical 
connections. The switched fabric can be used to provide fault 
tolerance and scalability without unpredictable degradation of 
performance, among other features.

It turns out the switched-fabric environment within AdvancedTCA 
is a highly complementary environment for DDS and the appli-
cations it services.

Convergence between AdvancedTCA and DDS
I had the opportunity to talk with Gordon Hunt, Principal 
Applications Engineer with Real-Time Innovations, Incorporated, 

a leading supplier of DDS middleware 
technology, about the convergence between 
switch fabrics that are implemented in 
AdvancedTCA and DDS.

Gordon mentioned that the publish/
subscribe philosophy behind DDS is highly 
complementary with the design goals and 
architecture of AdvancedTCA systems. 
People are rolling out highly distributed 
systems with COTS hardware, Linux, and/or G
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real-time embedded OSs. GbE topologies are also becoming 
prevalent. All these characteristics within network systems can 
also be found in AdvancedTCA deployments. Gordon also 
mentioned companies are moving toward open architectures and 
away from their historical closed solutions. 

Data rates and latency requirements require other transports 
that companies may not be able to cost effectively implement in 
their closed systems. Gordon noted that transport options such as 
switched Ethernet and InfiniBand are currently receiving a great 
deal of attention. The benefit of DDS within environments such as 
this is that once the distributed application is implemented using a 
DDS middleware layer, companies do not need to change the code/
data model. Different data transports can be swapped in and out 
without major changes in the application.

Historically, design decisions happened by 
choosing the hardware platform, operating 
system, and network topology as a tightly 
coupled entity. Once these decisions were 
made, the rest of the design decisions 
followed. Gordon has seen these design 
cycles evolve to defining a distribution 
bus with heterogeneous switched fabric. 
This is because applications have wide 
ranging data publishing and subscription 
requirements. So, the right transport 
technology becomes critical to the success 
of the application, and DDS is a natural 
way to define data objects such that their 
characteristics fit within the capabilities of 
the network technologies chosen. 

Gordon sees customers migrating to DDS 
while at the same time migrating to open 
architectures such as AdvancedTCA. He 
explained a typical development starts by 
building out a 10-to-15 node system with 
a standard COTS platform. Then data 
definitions and data rate requirements 
within the system are benchmarked. If the 
topology does not satisfy the data publish/
subscribe requirements of the application, 
the topology can be easily swapped out 
without requiring changes to the data 
model.

Gordon has seen DDS implemented using 
network topologies and protocols such 
as IP over InfiniBand and raw InfiniBand. 
Some even use DDS over a backplane 
using DMA technology. This option 
just publishes the subscriber application 
layer, and the hardware does the DMA 
distribution. Finally, as these 10-to-15 
node systems mature and fulfill the require-
ments of the application, more nodes can 
be added using other topologies for data 
access. As applications grow and scale, 
DDS enables powerful multi-protocol, 
multi-network systems without changes to 
the application software. 

Hot swap easily implemented 
with AdvancedTCA and DDS
Gordon mentioned that similar to the 
system capabilities of AdvancedTCA, the 

RTI DDS also automatically handles hot swapping redundant 
publishers if the primary fails. Subscribers always get the sample 
with the highest priority whose data is still valid (that is, whose 
publisher-specified validity period has not expired). It automatically 
switches back to the primary when it recovers. 

DDS and network migration
Evolution to wireless and satellite applications are other areas 
where DDS can be of great value. It is hard to take a system 
application currently using wire line Ethernet and move it to a 
wireless topology. There are many Layer 2 reliability issues. 
For example, packing the data properly for wireless topology is 
very different from the historical Ethernet application and can 
compromise the data availability of the application. In addition, 
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moving from a reliable protocol layer like a TCP/point-to-point 
solution on wired legacy systems to a lossy wireless environment 
makes the transition even more difficult.

Some applications have used a historical network-centric model, 
where the application was responsible for sending to one object. 
Now that application must send to groups of nodes. DDS eases the 
transition between networks by specifying the Quality of Service 
(QoS) across all topologies used by the application so that the 
QoS differences and operations are compartmentalized within 
the topology layer. DDS has around 50 QoS definitions, and each 
of those have subtypes. The QoS is compartmentalized as well 
when topologies change, so the application does not have to be 
as sensitive to that.

Moving legacy systems to DDS
Gordon sees a definite shift toward an open architecture mandate. 
RTI works with customers to make this transition as easy as 
possible. The first challenge is usually dealing with the sometimes 
awkward evolution from point-to-point systems to a magic tipping 
point where there are too many items connected and it becomes 
too expensive to open up and change topologies.

Usually the legacy software will have an abstraction to the I/O 
devices. But the application reliability layer is almost always 
encoded in the application layer. For example, the migration steps 
might take place as follows:

(1) We take a look at what the application is sending on the wire 
and use DDS to implement the data objects and messaging. For 
example, we would identify the data being sent and any heartbeat, 
handshake, and responses and their timing constraints for proper 
operation. (2) The application layer takes control of these message 
semantics involving access and production of the data. (3) We look 
at what happens on failure/resend. This reliability layer can be 
defined in the QoS of the data object and therefore pushed down 
to the middleware. (4) When specifying in the QoS, it is typically 
specifying interactions that have been traditionally part of the 
application. So once defined in the DDS middleware, the applica-
tion simply accesses the APIs and no longer has responsibility for 
this. (5) The application still has qualms about what to do with 
the data, but getting the information from the objects is abstracted 
through the middleware.

Application transition to COTS hardware and a DDS middleware 
layer almost always results in smaller, cleaner applications that 
implement the core application algorithm and leaves the QoS, 
reliability, and fail-over mechanics to the DDS middleware.

Fail-over scenarios and operation
DDS QoS definitions have a lot of semantics on what it means 
to fail. Failure of data delivery is one dimension. DDS provides 
hooks to tell the application when the defined data rules are not 
being met. When a source of information goes away, the application 
can get notified. Traditionally this was done with application 
handshakes. Another complication is adding applications to an 
existing system. When you add a new application, the existing 
applications have to know how to deal with the added application. 
Middleware abstracts this, makes sure the QoS is being enforced, 
and notifies the application.

Data validity and volatility are other important concepts in DDS. 
When we send data, what happens to it? Does the data have state/
persistence? For example, a user drives into a new mobile area. 
These legacy apps would include synching new users up to the 
current mode of that roaming-enabled application. With DDS this 
data system mode is persistent and after we send it, new objects 

joining the system should get it. The DDS middleware between 
the sites can then share this state information, allowing applications 
to come and go naturally.

There is also a concept of data persistence relative to the appli-
cation. As long as the producer of the data is running, that data 
is available. When the producer goes away, the data goes away. 
Data can be defined to remain persistent past the producer’s 
lifetime. This has to do with the high availability capabilities of 
DDS. The designer can specify persistence down to the per piece 
of data level.

Thus each piece of data can be built out with proper:

n Quality of Service 
n Event detection  
n Heartbeat 
n How hard do I work to make sure you get the data 
n Data quality (persistence) 
n Number of sources of data  
n Fail-over from primary/secondary

Coupling these DDS capabilities over various transports results in 
a powerful definition of the system. Some topologies are physically 
reliable; some are lossy. In any event the system designer can 
leverage the DDS QoS and high availability capabilities across 
topologies.

More about RTI
RTI has recognized that historically technology has driven the 
code. The new paradigm is to pick the application data objects 
first, then as we build out the pieces, pick the right technology 
that manipulates the data efficiently according to its requirements. 
If the application is doing complex queries and joins, maybe the 
right topology is a database. In other cases, it might source over 
a network. RTI has products that allow users to manipulate their 
data once they have chosen the data model.

RTI also has a capability called Content Event Processing (CEP). 
This capability parallels nicely with a data first architecture. For 
example, say that there are streams of data from lots of different 
sources and there is a need to do multi-stream correlation such as 
pattern recognition. This could be coded into an application by 
using DDS to get the raw feeds and analyze the data. With CEP, 
you write that kind of algorithm in an almost SQL-like fashion, 
for example, “if any of the things you are tracking looks like 
this or correlates in this way, call this method in the application.” 
CEP isn’t limited to DDS either and can be used on other items 
such as e-mail, database entries, and SNMP traps. CEP is a power-
ful way of building out complex logic in a highly distributed 
environment.

RTI also holds to a distributed connect concept: data is data. It 
does not matter if this is obtained in a stream or it is coming from/to 
a database; we can view the world as data and do not have to worry 
about the technology being used.

Conclusion
AdvancedTCA and DDS were conceptualized and developed 
to solve similar issues, one on the hardware plane and the other 
on the software plane. New and evolving applications requiring 
multi-network, hot swap, and fail-over capabilities can be satis-
fied efficiently through the use of an AdvancedTCA platform 
and its switched-fabric backplane architecture with DDS as the 
middleware layer.

For more information, contact Curt at 
cschwaderer@opensystems-publishing.com.

Fo
r S
ing
le P
rin
t O
nly

mailto:cschwaderer@opensystems-publishing.com


Fo
r S
ing
le P
rin
t O
nly

http://www.pt.com/whitepaper


16  y  May 2008  y  CompactPCI and AdvancedTCA Systems

MIDDLEWAREHIGH AVAILABILITY    g

By dr. aSIf naSeem

While acknowledging that standardization 

has come a long way, Dr. Naseem points out 

there are still hurdles to overcome to achieve 

successful integration and testing of a system 

whose primary ingredients are Commercial 

Off-the-Shelf (COTS) building blocks.
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S
tandardization of various building blocks – hardware, operating system, middleware, 
and application services – is greatly facilitating the ability for telecom systems 
developers to put together carrier-grade, application-ready platforms using COTS 
components. The emergence of multiple COTS suppliers for each of the building 

blocks is helping create a viable and vibrant ecosystem that provides a compelling 
alternative for the Telecom Equipment Manufacturers (TEMs) who have traditionally 
developed such vertically integrated systems in-house using proprietary, often expensive, 
technologies. A slow but steady shift has been occurring in the telecommunications industry 
toward creating application-ready platforms using best-of-class COTS building blocks and 
focusing TEMs’ increasingly shrinking, precious resources on their core expertise, that is, 
revenue-generating applications and services. 

Commercial adoption of standards and requirements published by industry consortia 
such as PICMG, the Linux Foundation, and the Service Availability Forum (SA Forum) 
addresses the key layers of functionality in a standards-based, application-ready platform 
and is helping to catalyze such a shift. In addition, the proliferation of commercial building 
blocks that address a variety of other important areas such as protocol stacks, configuration 
management, and element and network management, minimizes – if not eliminates – the 
need for in-house development of such functionality.

While all this is encouraging, significant challenges still remain in the area of integration 
and testing of a system that is primarily put together using COTS building blocks. Often 
TEMs have to assume the system integration responsibility, which in turn results in 
significant effort on their part to integrate components they have little or no involvement 
in developing. This not only increases their R&D costs, but also lengthens their time to 
revenue. So, increasingly TEMs are looking for someone among their suppliers to take 
the responsibility of assuring the delivery of an integrated and tested vertical stack. In 
other words, TEMs would prefer a single point of contact for the delivery and support 
of a carrier-grade, application-ready platform. The industry is recognizing this need, and 
key alliances are being formed to address this challenge.

GoAhead Software and Continuous Computing have joined hands to put together a unique 
and compelling system that integrates their respective hardware and software components 
into a carrier-grade, application-ready platform that can be readily employed in a variety 
of network applications (more on that later). Let us first look at various building blocks 
and functionality required in delivering such a system.

HA: Seven ingredients
Consider the anatomy of a highly available and manageable application-ready platform 
(Figure 1). The wide-angle picture reveals seven categories of services needed to build 
such a system.

Availability management services
The centerpiece of any high availability 
middleware is its availability manage-
ment services. Commercially available 
service availability middleware products 
have begun to support the Availability 
Management Framework (AMF) as de- 
fined by the SA Forum Application 
Interface Specification (AIS), including 
the full set of AMF logical entities: 
AMF state model, component life-cycle 
management; automated error recovery/
repair actions; and administrative opera-
tions for AMF logical entities. 

Systems management services 
Systems management services enable 
the creation of both external and internal 
management functionality. External 
management includes such things as 
configuration management; performance; 
and Operations, Administration, Main-
tenance, and Provisioning (OAM&P). 
Internal management includes a system 
configuration repository that can be used 
by other services and the application, 
X.73x style notification generation and 
reception, system-level logging, and alarm 
management services.

Management interfaces
Management interfaces are used to pro-
vision, monitor, manage, troubleshoot, 
and upgrade the entire system. Ecosystem 
choices vary, ranging from loose inte-
gration, where one interface is used for 
each layer of the system stack, to tight 
integration, where a single, Unified 
Management Interface (UMI) is used to 
manage all stack layers from one source. 
From an operator standpoint, the UMI 
approach is preferable in that it allows 
one common portal through which to 
access all the elements of the system while 
eliminating the need for multiple portals 
that must be compared and synchronized 
constantly.

Application services
Application services are targeted pri-
marily at developers to simplify the de- 
velopment of applications for highly 
available systems. Functionality provided 
includes communication services (Event 
and Message) for high-speed intra-node 
and inter-node communication between 
applications, cluster node membership 
notifications, and services that provide 
application checkpoint facilities between 
associated applications distributed across 
a system. In COTS middleware, most of 
these services are based on the related 
SA Forum AIS service definitions.

Platform management services
Platform management services interface 
with a particular hardware platform’s Figure 1
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management capabilities (for example, those provided by the HPI services) to provide 
automatic hardware resource discovery and population in the availability management 
system model, propagation of HPI events, access to HPI sensors and controls, and 
management of hot swap sequences for Field Replaceable Units (FRUs).

Kernel and foundational services
Kernel and foundational services provide a variety of functionality that system developers 
can utilize to build highly available systems. Features include embedded scripting, 
embedded WebServer, a data service that can provide information about underlying 
operating system parameters, and a service that enables starting and running of programs 
using operating system-agnostic API functions. Furthermore, often a small, reliable, 
cross-platform foundation that helps abstract platform-specific capabilities into generic, 
platform-independent characteristics can be very useful.

These services must come together in a coherent way on a hardware platform that is 
preferably based on industry standards such as AdvancedTCA, running a standard 

operating system such as Carrier Grade 
Linux. Gluing these pieces together such 
that the resulting platform is network-
ready is nontrivial and requires specialized 
expertise. Each of these sets of services 
must address a variety of functional needs, 
described as follows.

Availability management services
This set of services is the basic workhorse 
of a highly available system. The AMF 
automatically directs fault management 
cycle activities – fault detection, isolation, 
diagnosis, repair, and recovery; enables 
component modeling on any node within the 
system; manages the core behaviors driven 
by the system model configuration such 
as instantiation and life-cycle manage-
ment of objects; implements various 
redundancy models; and implements error 
recovery and repair policies. 

Systems management services
Information Model
Management (IMM)
The Information Model Management 
(IMM) provides information model access 
to dynamically manipulate the objects. 
This includes creation/deletion of objects 
instances, administrative operations on 
such objects, object search using predefined 
criteria, and access to and management of 
the replication of all information model 
updates to the standby manager node.

Notification (NTF) service 
The Notification (NTF) service provides 
cluster-wide reliable notifications for the 
numerous events occurring at any given 
time in the system.
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Log (LOG) service
Log (LOG) service provides reliable logging services to the cluster. Logged information 
is high-level cluster significant, function-based information suited primarily for network 
or system administrators, or automated tools to review current and historical logged 
information.

These services must include various Management Information Bases (MIBs) required to 
support effective management of the system.

Alarm Management Service (ALMS)
A system-wide Alarm Management Service allows detection, annunciation, and ac- 
knowledgement of alarms from a variety of different sources within the system. This 
service needs to be configurable such that predefined and custom alarm management 
policies can be implemented.

SNMP Agent
SNMP Agent supports the MIBs required for the system by processing incoming requests 
related to the supported MIBs, as well as generating traps and notifications described in 
the MIBs.

Management interface services
The methods by which a user may interact with the system are just as important as the 
system services themselves. Having a choice of Command Line Interface (CLI), SNMP, 
and/or XML is important for appealing to a broad base of deployment scenarios. Ideally 
the ability to provision, monitor, manage, troubleshoot, and upgrade the entire system 
exists through a single UMI rather than a collection of separate interfaces for separate 
functions or stack layers. 

Application services
Cluster membership service (CLM) is used to determine when cluster nodes have entered 
or left the cluster. When a node leaves the cluster, the applications could use the node left 
notification as a trigger to clean up any switching configuration related to the applications 
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that are no longer available due to the node 
exiting the cluster.

Checkpoint service (CKPT) is used to 
checkpoint and preserve the state of the 
application between the active and standby 
nodes.

Event service (EVT) is used to send and 
receive management requests/responses 
to and from the various nodes within the 
system. The event service can also be used 
to checkpoint the state of the relevant ap- 
plications between the nodes.

Message service (MSG) is used to send and 
receive management requests/responses to 
and from various nodes, where incoming 
management requests would be retained 
in a designated message queue even if the 
application(s) are currently unavailable to 
receive the request.

Management datastore provides an ef- 
ficient, small footprint and performance 
optimized in-memory data repository for 
management information.

A virtual IP capability allows the external 
world to communicate with the active 
resources within the system without having 
to know their physical addresses.
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Platform management services
Platform Resource Management Service (PRMS) represents the state of the system’s 
hardware resources – blades, shelf managers, switches, power supplies, and fans – in the 
AMF system model and propagates hardware events by way of the NTF service. PRMS 
also facilitates the implementation of custom hot swap and alarm management policies 
for the system. PRMS relies on a HPI client library to access the HPI APIs. This service 
is required so that the system OA&M functions can receive hardware resource related 
events and to leverage the representation of the hardware resources in the system model 
to drive the availability management policies for the system.

Hot Swap Management Service (HSMS) implements default and custom policies governing 
the insertion and extraction sequences for FRU units in the system.

Kernel and foundational services
A variety of key services are required to facilitate the design and integration of various 
building blocks to construct an application-ready platform. Some key examples include 
a distributed message engine (DMS) used as the infrastructure for both intra-node and 

inter-node communication, as well as a 
Cluster Management Service (CMS) that 
enables functionality such as auto-node 
discovery, health monitoring, custom 
cluster policies, and virtual IP address 
management. Other services include a 
development and operational console, 
memory management, a loader, and the 
like.

A COTS-based, vertically 
integrated system
GoAhead Software and Continuous 
Computing have worked together and put 
in significant effort to build an application-
ready platform for TEMs who must ensure 
carrier-grade – 99.999% and higher – 
service availability. This integration brings 
together Continuous Computing’s carrier-
class FlexTCA system and GoAhead’s 
SAFfire software platform that provides 
SA Forum compliant high availability 
middleware services. The FlexTCA system 
targets a variety of demanding network ap- 
plications including 10 GbE Deep Packet 
Inspection (DPI), security, and IPTV and 
includes fault-tolerant Trillium control 
and data plane protocols to make it truly 
application-ready.

This integration includes a sophistica-
ted UMI to provision, monitor, manage, 
troubleshoot, and upgrade the entire 
system, which is based on the suite of high 
availability and platform management 
services available in GoAhead SAFfire, 
(Figure 2). The critical integration elements 
to create this platform are depicted in 
Figure 3.

PRMS (along with HPI), HSMS, and 
ALMS form key components of this 
integration of SAFfire within FlexTCA. 
PRMS has been integrated with the HPI 
libraries implemented in the hardware. 
Additionally HPI resource discovery 
capabilities enumerate all the resources 
to create an initial system model, and 
to dynamically update this model as the 
various resources’ roles and states change 
while different system events take place. 
These resources – or managed objects – 
can either be local to the cluster or remote, 
in which case they are represented by a 
remote adapter. A Remote Adapter Factory 
(RAF) is employed to maintain current state 
of such managed objects. A state engine – 
depicted as a role – establishes if a PRMS 
instance is active, standby, or unassigned. 
A Hardware Abstraction Layer (HAL) 
translates standard HPI calls into actions 
that are specific to the underlying hardware. 
Conversely it translates hardware events 
such as hot swap events into appropriate 
HPI notifications that are sent upstream 
to the management application. HAL 
also uses an error-handling component to 

Figure 2

Figure 3
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identify and recover from errors that may occur during HPI calls. These error-handling 
policies are customizable through an XML file.

A final word
The ecosystem of COTS suppliers of hardware and software components for the telecom 
market is steadily maturing and becoming more vibrant. TEMs now have choices to 
build network gear based on best-of-breed components that are commercially available. 
Preintegration and testing is still a significant task that can mean the difference between 
success and failure for a network element put together using COTS components. TEMs, 
both large and small, are looking to the industry to provide integrated, tested and quality-
assured systems that are field-proven – and the industry is responding. The FlexTCA 
system is a proof point that it is possible to put together a carrier-grade application-ready 
platform – using commercially available building blocks – that is preintegrated, field 
tested, and ready for network deployment.

Dr. Asif Naseem is 
President and 
Chief Operating 
Officer, 
GoAhead 
Software, Inc. 
in Seattle, WA. 
He has more 
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in the computer and communications 
industry. Asif is a veteran speaker and 
frequent author of papers published in 
several technical journals and magazines. 
He has an MS in Electrical Engineering 
and a PhD in Computer Engineering from 
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T
o enhance system availability, equipment makers combine 
redundant hardware with network supervision, fault 
management, and shelf management software. This 
software, collectively known as High Availability (HA) 
middleware, facilitates continuous operation, enhances 

service quality, and reduces operating costs by making it easier 
to monitor, repair, configure, and upgrade live systems. 

Historically, equipment makers have developed their HA 

software in house. That paradigm is changing, however. Here,  

Mike outlines the most helpful features Telecom Equipment 

Manufacturers looking to save costs and speed time to market 

can look for in COTS HA middleware solutions.

Middleware tackles
high availability

DSP management
for the data plane

By mIke CHrIStofferSon
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Out-of-the-box middleware platforms, compliant with industry 
standards such as the Service Availability (SA) Forum 
specifications, reduce time to market, enhance portability, and 
enable equipment makers to utilize interoperable, best-in-class 
products from multiple suppliers. 

COTS middleware solutions have traditionally focused on the 
control plane. Equipment makers, however, require a com-
prehensive management solution that addresses the DSP-centric 
user plane (data plane) as well as the control plane. For maximum 
availability, the DSP management software must work hand in 
glove with the overarching control plane middleware, while 
providing fine-grain monitoring, control, fault management, and 
debugging for DSP clusters in the data plane.

Mobile broadband drives data plane complexity
Soon, mobile broadband users will vastly outnumber wired 
broadband users. This increase in broadband traffic brings with 
it a corresponding increase in the number of high-speed data 
streams that must be processed and managed. To deliver this high-
speed data plane processing in an efficient manner, equipment 
makers are utilizing multicore DSPs, which can process a large 
number of channels in parallel while sharing resources such as 
memory and peripherals. By deploying clusters of these devices, 
known as DSP farms, on a single blade, equipment makers can 
greatly reduce per-channel cost and power dissipation.

As equipment makers utilize more and more DSPs to bolster 
data plane processing bandwidth and efficiency, managing 
those DSPs and maximizing system availability is becoming 
more challenging. The more DSPs, the greater the complexity 
of restarting individual DSPs and blades. Higher DSP density 
also makes it more difficult to isolate faults to a single DSP core 
and maintain continuous operation for the remaining cores on 
the blade. 

DSP management requirements
To ensure continuous operation for data plane blades equipped 
with high-density DSP farms, commercial middleware plat-
forms must provide facilities for monitoring, controlling, and 
debugging individual DSP cores on multiple DSPs and DSP 
cores. Such platforms must also provide fault management 
facilities for pinpointing faults to an individual DSP core and 
isolating that core without affecting overall blade operation.

Now appearing on the market are system-wide management 
solutions for both the control plane and the data plane. The 
control plane middleware provides control plane management 
and overall data plane management for multiple blades at the 
chassis level. The DSP middleware manages DSP farms at the 
blade level, providing carrier-grade services to remote DSP 
nodes in the data plane. 

It’s now possible to extend the capabilities of a DSP real-time 
operating system with a complete set of DSP management 
services. These services include start up, configuration, error 
handling, monitoring, supervision, event notification, logging, 
tracing, diagnostics, statistics, and post-mortem debugging.

The management component typically resides on a dedicated 
management processor. However, it may also be deployed on 
the control processor. This is becoming more commonplace as 
equipment makers strive to reduce the number of line blades 
by integrating control and management on a single device. The 
target component runs on the real-time operating system, which 
resides on the DSPs under management.

Supervision and monitoring
The DSP management software should provide three different 
supervision (heartbeat) mechanisms:

n A basic link level supervision mechanism for quickly 
detecting failing switches or communication peripherals

n A platform level supervision mechanism (implemented 
as ping-pong signals) for detecting overloaded DSPs and 
crashed DSPs that are running out of control

n A DSP watchdog, which upon timeout, triggers an NMI to 
invoke the appropriate error handler 

Monitoring services can be used to detect faulty behavior. These 
include the ability to monitor DSP cores, CPU, and memory 
load and set thresholds that trigger an alarm event to the host 
management software. 

Fault detection
Highly available systems must be able to detect when a node, 
process, or communication fault occurs. They must also be 
capable of notifying interested parties. In the control plane, 
the management software periodically monitors each node’s 
“heartbeat” to determine whether it is alive or has failed. In the 
data plane at the DSP core level, the management software must be 
able to identify failures far more quickly in order to prevent DSP 
core failures from affecting other DSP cores, either on the same 
DSP or other DSPs.

Centralized error handling is critical for responding immediately 
to fatal errors, bringing the DSP core to a safe state without 
affecting other cores, and providing error information to the host 
management software. The DSP-resident target software should 
detect three different types of errors: processor errors (through the 
RTOS error handler) such as memory access exceptions and illegal 
instructions; kernel errors (RTOS software errors) such as a bad 
system call parameter or memory corruption; and user/application 
errors (fatal or nonfatal).

SOON, MOBILE BROADBAND 

uSERS WILL vASTLY OuTNuMBER 

WIRED BROADBAND uSERS.

Fo
r S
ing
le P
rin
t O
nly



CompactPCI and AdvancedTCA Systems  y  May 2008  y  25

Isolation and containment
When a fault is detected, it is critical that the faulty 
DSP core be quickly put into a safe state so that it does 
not affect other cores in that DSP (or in other DSPs). 
When a fatal error occurs, the target-resident software 
should lock all interrupts to prevent faulty users or 
interrupt processes from taking control. An interrupt 
or IPMI (AdvancedTCA/MicroTCA) call is typically 
used to notify the host that an error has occurred. The 
error information (CoreID, error code, file, line, and 
error message string) is provided through the chosen 
communication media, such as Serial RapidIO or 
Ethernet. 

The host management user can take control over a 
crashed DSP (for example, failing supervision) by using 
NMI, reset lines, or IPMI calls (if the hardware permits). 
When an NMI is triggered, the DSP enters the fatal error 
handler and generates error information to the host. 
Other cores on the same DSP can then finish the current 
task prior to a DSP restart.

Restart
DSP management software must provide services that 
enable DSPs and/or the management processor to be 
restarted after a fault or upgrade. The dSPEED platform 
from Enea, for example, supports two efficient DSP boot 
loading mechanisms: Serial RapidIO and Ethernet. To 
minimize downtime, the boot sequence is optimized such 
that it does not perform time-consuming self tests unless 
ordered to do so by the user.

If a fault occurs on the management processor (DSP 
host), that fault is typically handled by the control plane 
middleware (such as Enea’s Element). Once the host is 
restarted, the DSP host management software can detect 
running DSP cores at startup, reestablish the connection, 
and resume supervision without causing any faults on the 
DSP cores.
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Checkpoints
One of the most important capabilities of any high availability 
management platform is the ability to periodically checkpoint or 
save the state of an application process. Because it has limited 
application knowledge, the DSP management platform typically 
leaves the responsibility for saving the specific application state 
to the application itself via the system middleware. 

However, the DSP management software can supplement 
checkpointing by providing complementary services for the 
equally important task of logging all operations that occur 
before and after a checkpoint. The DSP management software, 
for example, can provide both a text log and a trace log. Both 
logs can be read out after a crash using a post-mortem debugging 
service. 

Redundancy
To ensure continuous operation, telecom systems employ varying 
levels of hardware redundancy. To support this redundancy, the 
DSP management platform provides services that can be used to 
implement a variety of redundancy policies. The platform itself 
does not take any actions on faults, but it does provide the user 
with comprehensive information when a fault occurs. The user 
can then make the appropriate decision based on knowledge 
about the application behavior. 

For example, if a shared execution image is used for all DSPs on 
a board, the management services can be used to place one DSP 
core in standby. This enables the DSP to assume the active role 
should one of the active cores fail (N+1 redundancy).

Diagnostics
Diagnostic tests are essential for verifying that the target RTOS 
and important hardware functions are working correctly. A 
robust DSP management platform should provide three levels 
of diagnostics: offline diagnostics, self test, and extended self 
test with nondestructive test. The offline diagnostics service 
enables destructive tests to be uploaded to the DSP and checked 
for results. This service is typically used for comprehensive tests 
such as checking memory.

Self test is a short test of the vital functions needed for successful 
booting, such as memory, the DSP core, and peripherals used 
for communications (for example Ethernet or Serial RapidIO). 
The self test is useful to avoid crashes after boot-up in a faulty 
DSP environment. A longer version of the self test, which can be 
executed during runtime, includes a full suite of nondestructive 
tests for functions such as memory, peripherals, clock, timer, and 
the CPU/DSP core.

Debugging faults
The ability to obtain comprehen-
sive, accurate debug informa-
tion about what causes faults 
is essential for constant- 
ly improving DSP 

system availability. The ability to detect hardware problems 
through diagnostics also helps limit the number of restarts needed 
before faults can be detected and the faulty DSP core is taken 
offline – while the rest of the DSP system continues to run.

Post-mortem debug facilities provide a wealth of information that 
can help programmers identify the errors that cause a program or 
processor crash. It is extremely useful if, following a crash, the 
platform can perform a system dump that conveys static target 
information such as a text log, trace log, and user-defined memory 
sections. Performing an RTOS core dump that provides information 
about error messages, memory usage, processes, signals, saved 
registers, and stack content is also valuable.

Conclusion
Highly available, high-performance real-time processing is critical 
to delivering the converged multimedia broadband services that 
consumers demand. From wireless base stations to advanced media 
gateways, network equipment designers are increasingly relying 
on clusters of multi-core DSPs to deliver the scalable performance 
needed for these compute-intensive applications. DSP management 
platforms like the Enea dSPEED Platform provide the fine-grain 
monitoring, control, debug, and fault management capabilities 
TEMs need to get to market quickly and affordably with equipment 
that delivers both high performance and high availability.
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TECHNOLOGY     g I2C BuS BuFFERS

Robust
AdvancedTCA
systems
bring
bus
buffers
into
the
limelight

By CHrIStoPHer GoBok

hristopher brings to light some overlooked aids designers of Intelligent 

Platform Management Buses (IPMBs) and Intelligent Platform Management 

Controllers (IPMCs) for AdvancedTCA systems can add to their toolboxes.
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More than just capacitive isolation
Complying with I2C requirements for AdvancedTCA systems’ IPMBs and IPMCs can 
be a challenging task. A designer must ensure that each shelf (backplane, cabling, and 
IPMC) stays within the 690 pF capacitive budget and that ICE signals meet rise-time 
requirements. Enter the I2C bus buffer, which has been recommended to help IPMCs 
reduce the total capacitance, as seen by the System Manager on the IPMB, by breaking 
the system bus into smaller, electrically isolated buses. This approach brings the designer 
one step closer to meeting rise-time requirements because capacitance is proportional to 
rise-time. However, bus buffers are providing much more than just capacitive isolation. 
Common AdvancedTCA applications, such as the AdvancedTCA power and signal chain 
shown in Figure 1, call for permitted cascading of buffers, built-in rise-time acceleration, 
and other system reliability functions. 

backplane and present less than 10 pF of 
pin capacitance, affording up to 24 cards 
in one system and staying under the 
690 pF backplane capacitance limit. In 
addition, IPMCs needed to ensure that a 
rise-time accelerator was present on both 
I2C lines in order to the meet the 900 ns 
rise-time specification. As simple as 
these requirements may sound, even the 
simplest serial buses grew in complexity, 
requiring IPMCs to measure parameters 
including temperature and voltage, read 
vital product information from individual 
cards, and make system changes, elevating 
the performance needed by bus buffers. 

AdvancedTCA applications are no 
exception to the trend for communication 
systems to increase in complexity while 
facing demands to decrease their power 
consumption. As a result, IPMCs become 
tasked with better management of the 
IPMBs and their respective AdvancedTCA 
boards. Today’s applications require better 
cascadability of bus buffers found on 
multiple boards sitting along the IPMB, 
as well as low-voltage board support, 
without compromising board- and system-
level reliability. An opportunity now 
exists to build on the original, albeit still 
successful, Linear Technology LTC4300A 
that was called out in PICMG 3.0. Rev 2.0 
and take advantage of new bus buffers 
such as Linear Technology’s LTC4307, 
capable of addressing the growing needs of 
AdvancedTCA systems. 

Low offset enables cascadability 
Offset voltages (VOS) are a necessary evil 
in many types of devices and, in this case, 
are always present on the I2C lines of bus 
buffers. Their presence allows bus buffers 
to have their bidirectional nature and helps 
identify the direction of communication on 
the SDA and SCL pins. More importantly, 
these offsets guarantee that latching does 
not occur on the bus. IPMCs are required 
by PICMG 3.0. Rev 2.0 to drive a certain 

Figure 2

These additional features provide essential functionality to any IPMB and are quickly 
becoming mainstays in product offerings, simply because of their continual acceptance 
and growing demand. Bus buffers now coming onto the market that offer low input-output 
offset, built-in rise-time acceleration, and stuck bus recovery will greatly aid shelf and 
blade designers in developing robust AdvancedTCA systems.

Early I2C buses were relatively simple, consisting of a few devices at most, confined to a 
small circuit board area, as Figure 2 shows. In large systems, however, a point is reached 
where the bus capacitance limits the speed to less than the specified amount. Bus buffers 
were developed to solve this problem. Since then, clever yet often not well known, features 
have been developed that bring important improvements to system performance, hence, 
the natural tendency for some system designers to overlook the importance of using bus 
buffers or oversimplify bus buffer selection due to the lack of understanding or exposure 
to new products.

IPMCs have a longer To Do list
The reasons for the recent increase in bus buffer demand go beyond why bus buffers were 
originally developed in the first place. Bus buffers have been used for level shifting and 
capacitively buffering the I2C clock (SCL) and data (SDA) signals ever since PICMG 3.0 
Revision 2.0 (a.k.a. AdvancedTCA) was published in 2005. AdvancedTCA users needed 
a bus buffer to reside on the edge of each card that plugged into the common passive 

Figure 1
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amount of maximum output logic low 
voltage (VOL) on backplanes, while 
bus buffers need to accept these signals 
accordingly with their input logic low 
voltage (VIL). The low bus buffer offset 
voltage then becomes important when 
cascading bus buffers require that the 
preceding output low voltage plus offset 
voltage is less than the allowed input 
low voltage of the succeeding buffer or 
receiving IPMC. For example, in the case 
of an IPMC communicating through three 
bus buffers to another IPMC, designers 
must ensure:

VOL(n) < VIL(n+1), where VOL(0) = VOL of 
the master IPMC, and VOL(n) = VOL(n-1) + 
VOS(n-1).

Cascading bus buffers with low input-to-
offset voltages will then allow IPMBs to 
expand with more peripherals and longer 
bus lines. 

AdvancedTCA designers know that IPMC 
ICs drive logic low voltages much smaller 
than what is specified in their data sheets. 
Unfortunately, it is common practice for 
CPU manufacturers to simply copy the 
I2C specification’s electrical table into the 
data sheets to easily show compliance. 
As a result, some designers question the 

Figure 3

ability to cascade bus buffers for fear of violating the VIL threshold of bus buffers, 
especially towards the receiving end of the signal chain, and are surprised the buffers 
take to cascading without any problems. This is because IPMC ICs realistically drive 
logic low voltages as low as 50 mV. For example, this 50 mV combined with a bus buffer 
offset, of say 60 mV (typical) as found in the LTC4307, results in an output logic low 
voltage of 110 mV for the next bus buffer to accept. Figure 3 shows a rising edge transition 

displaying low input-output offset 
voltage. The offset voltage is small 
enough that, with the LTC4307’s logic 
low input of 480 mV, designers are 
able to cascade up to seven bus buffers 
if needed, a task that would be more 
difficult if the designer is using older 
generations of bus buffers with lower 
logic low input voltages and higher 
offset voltages. 

Rise-time acceleration 
meets IPMB rise times
The I2C bus lines idle high, pulled 
up by resistors to the supply voltage, 
while IPMCs and other controllers 
on the IPMB transmit by pulling the 
lines low. PICMG 3.0 Rev 2.0 calls 
for both the SCL and SDA signals to 
rise monotonically from 1 V to 2.3 V 

in 900 ns with a 2.7 kilo-ohm pull-up to 3.3 V and a 690 pF load. This task requires using 
some kind of active circuitry to accelerate rise times, and is where the additional current 
sources provided by Rise-Time Accelerators (RTAs) come in handy. 

The LTC4307’s built-in RTAs provide strong, slew-limited pull-up currents to meet rise-
time requirements. After initial rising edge conditions, the accelerators are automatically 

activated during positive bus transitions 
and make the bus voltages rise at a rate 
of 100 V/microsecond on all four SDA 
and SCL pins. This automatic activation 
of the accelerators significantly improves 
board and system reliability in a number 
of ways. First, the accelerators provide 
smooth, controlled transitions during 
rising edges. The accelerator pull-ups 
present impedances significantly lower 
than bus pull-up resistances, making 
the AdvancedTCA systems much less 
susceptible to noise on rising edges. 
Second, the accelerators permit the use of 
larger bus pull-ups, which reduce power 
consumption and improve logic low noise 
margin. For lightly loaded systems where 
fast slew rates can cause transmission 
line reflections on the bus, the LTC4307 
throttles down the pull-up current when 
edges rise faster than 1 V/10 ns. The RTAs 
are automatically deactivated when holding 
logic highs, on falling edges, and during 
automatic clocking or stop bit generation. 

RTAs are available both as separate, 
discrete accelerators and as built-in 
RTAs that are integrated with their bus 
buffer counterparts. RTAs integrated with 
their bus buffer counterparts increase 
convenience by giving slew rate detection 
and adjustments to both sides of the bus 
buffer. It would not matter which IPMCs 
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Stuck bus detection and 
recovery fosters dependable 
buses
Unfortunately, even operation of the I2C 
bus used by IPMBs in AdvancedTCA 
systems has its flaws, including running 
into a “stuck” bus situation. Slave devices 
use the clock signal, SCL, to sample 
data on the bus and occasionally become 
confused, holding the SDA line in a low 
state unnecessarily. This could be due to 
a number of reasons. Most of the time, a 
slave is waiting for additional clock cycles 
issued by the master and, for some reason, 
does not receive them. A faulty master 
might not properly transmit all of the clock 
cycles, or perhaps a start or stop bit may 
have been distorted along a noisy IPMB. 
Maybe the slave is simply faulty. Whatever 
the culprit, there are many causes, and 
stuck buses do occur under even the most 
unlikely environments and conditions. If 
not corrected, a stuck device prevents other 
devices on the bus from communicating 
until the stuck device releases high. 
Therefore, it is in the best interest for 
board designers to provide healthy data 
transmission on the IPMB by using some 
kind of stuck bus recovery technique. 

Bus buffers like the LTC4307 have 
implemented stuck bus detection and 
recovery circuitry to address stuck buses 
(Figure 5, shown without the FAULT pin). 
This is done by monitoring the outputs of 
both SDA and SCL pins independently 
for a stuck bus condition and triggering 
an internal 30 ms timer if a low state is 
detected. The timer only resets if the bus 
returns high within the allotted amount 

Figure 4

Figure 5

on the bus are tasked with meeting the rise-time requirements; bus buffers throughout 
the IPMB accelerate all of the intermediate buses, rather than accelerating each node 
individually when using discrete solutions. 

It is advised to use RTAs in most 
instances, except in systems that 
use very strong pull-ups or exhibit 
low bus capacitance. Under these 
conditions, the accelerators can 
turn small noise perturbations into 
rail spikes when falsely triggered. 
In applications where no rise-time 
acceleration is used, strong pull-up 
resistors are needed to ensure rise-
time requirements are met. However, 
this is easier said than implemented, 
especially in lower voltage systems 
where stronger pull-ups correspond 
to smaller voltage drops across the 
resistors, thereby decreasing the 
output logic low voltage margin. 
Figure 4 compares I2C waveforms for 
RTAs versus pull-up resistors. 

In addition, IPMCs need to sink 1.2 mA to ground while abiding by the maximum logic 
low output voltage needed to drive I2C signals. In other words, although some bus 
buffers do not offer rise-time acceleration and can claim AdvancedTCA compliance, it 
is unfortunate that compliance does not always translate to a healthy IPMB in both large 
and small systems. Therefore, it is recommended to use bus buffers with built-in rise-
time acceleration that can both claim compliance and further reduce component count, 
complexity, and cost, especially in heavily loaded, low voltage systems.

Reliable IPMC hot swapping 
Bus controllers are required to present a high impedance state to the IPMB when unpowered 
and powering up, a requirement that was written specifically with hot-swapping in mind. 
The LTC4307 accomplishes this task with its low input capacitance of less than 10 pF, 
minimizing bus disturbance during hot swap operations. The LTC4307 also features ±5 kV 
human body model ESD protection. Because bus buffers are commonly placed at the 
forefront of the I2C signal path of an AdvancedTCA board, rugged ESD structures can 
help reduce damage to the IPMC during hot swap activities. In addition, during start-up, 
the LTC4307 monitors both the IPMB and card-side bus for either a stop bit or idle 
condition before the input-to-output connection circuitry activates, ensuring absolutely no 
disturbance is made to other AdvancedTCA boards on the bus. Moreover, a 1 V precharge 
on all SDA and SCL lines also minimizes the worst-case voltage differential these pins will 
see upon live insertion of the board into the live IPMB.  

... RuGGED ESD 

STRuCTuRES CAN HELp 

REDuCE DAMAGE TO 

THE IpMC DuRING 

HOT SWAp ACTIvITIES.
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of time. Otherwise, the input-to-output 
connections for both I2C signals are 
broken, preventing further communication 
with the stuck device. The bus buffer then 
generates up to 16 clock pulses at 8.5 kHz 
on the SCLOUT in an attempt to free the 
card-side stuck bus. If the bus unsticks or 
if the 16 clock pulses are completed, a stop 
bit is generated to clear the bus for further 
communications and the input-to-output 
I2C connections are reconnected. 

The LTC4307 features an ENABLE 
pin that can force reconnection of the 
bus after disconnection of a bus due to a 
fault condition. This would be handy if a 
master were to manually attempt to free 
the bus. For board designers looking for 
more control over their stuck buses, more 
advanced bus buffers like the LTC4309 
feature a FAULT pin to indicate when a 
stuck bus has been detected, as well as a 

n Stuck bus recovery
n ESD
n Precharging of the I2C lines

At the end of the day, bus buffers can 
simply be purchased for the capacitive 
isolation they provide, but AdvancedTCA 
designers now have more confidence 
that the bus buffer will greatly aid its 
neighboring IPMC in the management of 
a healthy IPMB. 
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Gobok is a Product 
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Technology. Chris 
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BSEE, MSE, and 
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as a product marketing engineer with 
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DISCEN pin to disable the input-to-output 
disconnection function of the stuck bus 
recovery feature entirely.

Conclusion 
Designers should take advantage of 
the benefits new bus buffers bring to 
AdvancedTCA systems. These advantages 
include:

n The ability to break a large, 
unmanageable bus into several 
manageable buses

n Cascading bus buffers more easily
n Providing vital rise-time acceleration 

needed to ensure low voltage systems 
are PICMG 3.0 compliant

In addition, a host of other features allows 
designers to account for unpredictable 
system hiccups and promote continuous 
uninterrupted operation. These include:
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PRODUCT GUIDE    g ADvANCEDTCA FOR Ip NETWORKS

Lower cost through higher performance
The drive for the lowest system cost and, in par-
ticular, the lowest cost per subscriber, is a never-
ending quest for system designers. Although 
counter intuitive, the lowest cost per subscriber can 
often be achieved by using the highest performance 
components, not the lowest cost components. 

The primary reason using the highest performance 
components makes sense is that the performance 
difference between the fastest and slowest CPU 

By mIke Coward

High-performance 
AdvancedTCA:

Architectures for
80 Gbps/shelf

t seems like only yesterday that AdvancedTCA stepped 

up to 10 Gigabit Ethernet, but the next generation is 

already upon us. This last year has seen the introduction 

of all of the necessary elements to build the next 

generation of high-performance AdvancedTCA systems: 

80 Gbps performance in a single AdvancedTCA shelf. 

This article will focus on applications that require 

high throughput and architectures to enable these 

applications, with a focus on AdvancedTCA packet 

processing and switch-based load balancing techniques.
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cards in AdvancedTCA is considerably 
more than the cost difference: The fastest 
CPU cards are three to four times faster than 
the slowest cards but are only about twice 
as expensive, so the cost per subscriber of a 
high-end CPU card can be about half the 
cost per subscriber of a slower CPU card.

A second reason for using the highest 
performance components is more subtle: 
High-performance blades make more 

efficient use of the chassis slots. For most 
customers, a bare-bones system includes 
a chassis, two switch cards, and two 
system management cards, which handle 
system configuration, boot, data storage, 
and monitoring. Application cards can 
be added to the system to process user 
transactions. In a typical AdvancedTCA 
environment, these five components might 
cost $20,000 or more, with 10 or 12 slots 
remaining for application cards. This 

$20,000 is effectively amortized across 
the application slots, so the cost of the 
common infrastructure can be roughly 
$2,000 per slot. Again, using the highest 
performance CPU cards makes efficient 
use of this common infrastructure “tax” 
and, even more importantly, can avoid the 
need to add a second chassis to increase 
performance as the number of subscribers 
increases.

Key applications
The explosion in network bandwidth 
drives many applications to need high-
performance AdvancedTCA, but the two 
key applications that really take advantage 
of the platform are IPTV and Traffic 
Shaping.

IPTV is poised to become the largest 
consumer of IP traffic in the network, with a 
single hour of high-definition TV requiring 
more bandwidth than an entire year of 
e-mail. The majority of IPTV deployments 
today are effectively just broadcast. The 
200 or more TV channels are digitally 
encoded and transmitted using multicast 
Ethernet, meaning that all of the channels 
for a specific region can be provided over 
a Gigabit Ethernet channel. New IPTV 
deployments include more and more 
video-on-demand services, where each 
user can get a separate (independent) video 
stream from the network. Consumers can 
use this service to watch movies stored in 
the network, but the killer application from 
a network bandwidth standpoint is network 
Personal Video Recording (PVR). Network 
PVR moves TiVo-like functionality into the 
network and enables subscribers to play 
and record on demand with pause, rewind, 
and fast-forward functionality, rather than 
storing the content on a local hard disk in a 
consumer premises set-top box.

As a result, network PVR has the effect of 
giving each user a separate video stream, 
meaning that while a single Gigabit 
Ethernet could serve an entire city in a 
broadcast/multicast environment, a single 
Gigabit Ethernet is enough for only 30 
network PVR subscribers. In other words, 
a typical metropolitan cable installation of 
200,000 subscribers might need to support 
370,000 simultaneous video streams and 
3,700 Gbps of video throughput if network 
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PVR becomes widely adopted. With data 
rates this high, platforms that can only 
support 10 Gbps are not practical – this 
hypothetical, yet realistic, deployment 
would require upwards of 100 platforms 
that can each support 40 Gbps. This type 
of application is only practical with high-
capacity platforms.

A second interesting high-bandwidth 
application is Traffic Management (TM) 
and Shaping systems. These TM systems 
have become more important as consumer 
broadband rolls out and applications such 
as peer-to-peer file transfer consume 
larger and larger amounts of the available 
bandwidth. Traffic Shaping platforms 
are most effective when deployed near 
the edge of the network – that is, near 
the end customer generating the traffic, 
before that traffic is aggregated together 
and sent to the core of the network. With 
consumer broadband speeds of 10 Mbps 
and trending toward 50 Mbps and higher, 
a 1 Gbps TM system can only handle 20 to 
400 subscribers, depending on the level of 
aggregation. Although it is not cost effective 
to deploy one box per 100 subscribers, a 
40 Gbps platform can support 1,000 to 
10,000 end-users, making it practical to 
deploy into the network.

In short, applications with large amounts 
of data per subscriber are the most 
demanding systems to scale as the number 
of subscribers increases, and these are the 
applications best suited to high-bandwidth 
AdvancedTCA deployments.

High-performance
AdvancedTCA blades
Three blades are essential for top-end 
AdvancedTCA system designs: a switch 
blade, a packet processing blade, and a 
high-performance CPU blade.

The switch blade
The switch blade provides central 
connectivity in the system and is usually 
the interface to the network. As such, 
there are two key features needed in 
the switch slot: the maximum number 
of external uplink ports and a rich set of 
switch features for inspecting, forwarding, 
and even modifying packets. These 
features can be used for load balancing, 
as described later in this article, or to 
implement high-performance firewalls and 
packet redirection systems directly in the 
switch slot. One other helpful feature for 
the switch card is support for an onboard 
application CPU and local storage that can 
provide system management functionality 
and eliminate the need for a separate CPU 
card (which consumes an additional slot) 
to manage the system.

Packet processing blades
Packet processing blades are optimized 
for high-speed packet inspection, packet 
filtering, security processing, and packet 
routing. The introduction of the first packet 
processing blades capable of 10 Gbps 
throughput came about in 2007. These 
blades are now all built with multi-core and 
multi-threaded processors and can include 
autonomous security engines to offload 

the task of encrypting and decrypting 
user traffic. Such blades can also include 
specialized hardware like TCAM memories 
for accelerating common packet process-
ing tasks.

CPU blades
This is an important year for general pro-
cessing blades with the first dual-socket 
quad-core CPU blades coming to market 
in 2008. These blades now support up to 
48 GB of memory, offer dual 10 Gigabit 
Ethernet interfaces to the backplane, and 
provide about twice the performance of 
the current generation of dual-core CPU 
blades. This higher level of performance 
is needed to keep pace with the amount 
of general processing now required by 
applications of all types.

Advanced switch-based
load balancing
As system bandwidth scales beyond 10 Gbps, 
system-level load balancing becomes a 
requirement. Many of these architectures 
involve a pool of application blades, each 
of which can satisfy user requests. It is a 
common requirement that this collection 
of blades appears as a single processing 
entity to the network, meaning that the 
collection must have a single IP address 
and respond to requests from the network 
in a coordinated way.

The historical way to handle this function 
was to add a pair of packet processing 
blades to the system as a front-end load 
balancer, with all traffic routed through 
these blades as shown in Figure 1. These 
blades could provide load balancing, 
network address translation, and firewall 
services to the chassis. Although effective, 
this approach suffers from two challenges. 
One, adding two more blades to the chassis 
as the starting configuration before the 
first application blade is added means 
that four to six slots are consumed with 
the “overhead” functions: switch, control 
CPU, and load balancing. These blades 
impact maximum system density because 
fewer application cards can be loaded into 
the chassis, and it also means that the entry 
price for a small or lightly loaded system 
is quite high. Two, the load balancer has 
only a 10 Gbps connection to the switch, so 
the system capacity is limited to 10 Gbps. 
As application payload blades support 
higher capacities, and can handle four to 
eight Gbps each, a system-level limitation 
of 10 Gbps is much too restrictive. 

Instead, the best solution today is to use 
switch-based load balancing, which moves 
the load balancing function onto the switch 
and allows load balancing at 80 Gbps, as 
shown in Figure 2.

IpTv IS pOISED TO BECOME THE LARGEST 

CONSuMER OF Ip TRAFFIC IN THE NETWORK, WITH A 

SINGLE HOuR OF HIGH-DEFINITION Tv REquIRING 

MORE BANDWIDTH 

THAN AN ENTIRE 

YEAR OF E-MAIL.
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Let’s look at load balancing a little more 
closely. The stream of packets that is 
associated with a particular application 
running on a specific client device is known 
as a flow. It is important that packets with- 
in a particular flow are always forwarded 
to the same intermediate server because 
most applications need to maintain 
some flow-related state information. 
Consequently, a forwarding algorithm 
needs to not only be “fair,” but the load 
balancing decision must be repeatable 
for all packets within any one flow. Often 
the returning downstream packets of a 
particular flow must also go through the 
same server as their associated upstream 
packets – therefore, the algorithm must also 
be capable of supporting “symmetrical” 
operations.

A flow can be fully identified from the 
following packet attributes:

n Layer 2 (Ethernet) source and 
destination MAC addresses

n Layer 3 IP source and destination 
addresses (plus, sometimes, the 
protocol ID)

n Layer 4 source and destination port 
numbers

NETWORK pvR MOvES 

TIvO-LIKE FuNCTIONALITY 

INTO THE NETWORK ...

Figure 1

Figure 2

Depending on the design of a service 
platform, some or all of these attributes 
may be important for identifying a flow. 
For instance, when clients may be hiding 
behind a network address translation 
firewall, then the port numbers are critically 
important for differentiating individual 
clients, as many clients will share a 
common IP address. The protocol ID is 
useful when different service handling is 
required for different classes of Transport 
Protocol. For example, applications such 
as some types of Session Border Controller 
may provide back-to-back proxy Transport 
Control Protocol (TCP) termination, 
but do not intervene on User Datagram 
Protocol (UDP) packets. Use of Layer 2 
MAC addresses for identifying flows is 
useful when an upstream service is using a 
promiscuous IP address to disguise that the 
service is being provided by a server farm 
with its own load balancer.

The ability to encapsulate additional flow-
related information into a packet allows 
the Load Balancer to relay important in- 
formation to an application running on the 
interposed server that might not otherwise 
be discernable from the original packet 
itself. Modern 10 GbE switch technology 

often incorporates sophisticated packet 
classifying and routing functions; these 
features can be leveraged to provide a 
statistical load balancing service at rela-
tively low incremental cost. A statistical 
load balancer does not specifically take into 
consideration the current spare capacity of 
the various servers to which it is assigning 
new flows, but instead tries blindly to be 
even-handed in how it allocates workload.
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From theory to action: A sample 
80 Gbps AdvancedTCA system
Figures 3 and 4 show an example of a Deep 
Packet Inspection (DPI) AdvancedTCA 
system from Continuous Computing, 
capable of handling 80 Gbps. This system 
can be inserted into a network, as shown 
in Figure 3, to perform inline inspection of 
a 40 Gigabit Ethernet network with full-
duplex capacity.

This system uses the eight 10G uplinks 
on the FlexCore ATCA-FM40 base/fabric 
switch to connect into the network, and 
uses the load balancing features to distri-
bute the incoming 80 Gbps across nine 
FlexPacket ATCA-PP50 packet processor 
blades running in an N+1 configuration, 
each capable of processing 10 Gbps. 
The PP50 blades perform flow matching 
and send new flows to the FlexCompute 
ATCA-XE50 CPU blades for policy 
analysis. Once an XE50 has identified the 
flow, it communicates the policy decision 
to the PP50, and when subsequent packets 
for that same flow arrive, the PP50 can 
take action on the flow without involving 
the XE50 policy agents. The PP50 can be 
programmed to forward the packet, drop 
the packet, reprioritize, modify the packet, 
calculate statistics, or duplicate the traffic 
and send it to an external monitoring agent 
for lawful intercept applications.

Summary
The evolution from 10 Gbps to 80 Gbps 
AdvancedTCA systems is inevitable and, 
in fact, already taking place. Applications 
like IPTV, Traffic Management, and other 
packet processing-intensive functions 

Figure 3

Figure 4

require these high throughputs in order to 
avoid unnecessary latency in the network 
and deliver the quality of service that 
subscribers expect. Fortunately, the state-
of-the-art in AdvancedTCA has progressed 
to the point where advanced switch, packet 
processing, and CPU functionality is 
becoming available and being integrated 
into leading-edge systems by companies 
like Continuous Computing. The result 
is faster time to market, lower cost per 
subscriber, and a stronger foundation 
for the new network applications of the 
future.

Mike Coward is
CTO and Cofounder,
Continuous
Computing Inc. He 
was appointed CTO 
in June 2006, having 
served as General 
Manager of the 
company’s Platforms 
business unit. Mike specializes in system 
architecture and the design of highly avail-
able redundant platforms. Mike has been 
in telecom for over a decade and served as 
the lead designer for an experiment flown 
on the NASA Space Shuttle Endeavor in 
1996. He holds an MSEE from the 
California Institute of Technology. 

Continuous Computing
www.ccpu.com

mikec@ccpu.com 
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http://compactpci-systems.com/?AdvancedTCA_for_IP_Networks_guide

Learn 
more 
about 
these
solutions 
and
dozens 
more:

AMC-D1F1-1200
This single width, mid-size Advanced Mezzanine Card provides 
immense I/O bandwidth, for wireless telecom, medical 
imaging, and other high performance applications.

CommAgility   •   www.commagility.com

iSPAN 55CA PCI-x Packet Accelerator
Four Gigabit Ethernet interfaces
to meet wire-speed packet
inspection and processing
needs in the wireless,
VoIP, and IMS
network
infrastructure.

Interphase
www.iphase.com

XCalibur1411
A high-performance
AdvancedTCA  single-board
multiprocessing computer for
applications requiring the
maximum computing power
available per blade. 

Extreme Engineering Solutions
www.xes-inc.com
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www.aculab.com

Prosody X cPCI RSC No. 30391

www.bittware.com

FPGA + DSP AMCs RSC No. 36485

BittWare’s FPGA computing and hybrid (FPGA + DSP) AMCs are the essential building blocks for 
communications and wireless applications. Combining the inherent flexibility of MicroTCA with a 
reconfigurable AMC and a variety of AMC front panel modules creates a system that can be easily 
upgraded or modified without initiating frequent redesigns, enabling system designers to extend 
product lifecycles, enable hardware reuse, and decrease time-to-market. For more information on 
BittWare’s AMC and MicroTCA building blocks, visit us at: www.BittWare.com

For more information, contact: info@bittware.com

In the PICMG Pavilion Booth SL5909.

Prosody X cPCI is a high density IP media processing resource board suitable for implementation in 
large enterprise and telco grade communication solutions. The product combines support for rich media 
processing resources, VoIP telephony and optional E1/T1 digital network access functions. The common 
Prosody X product family architecture enables the creation of flexible, resilient and scalable solutions, 
which can be distributed amongst different chassis. Prosody X cPCI offers the capability to implement 
high availability and reliability solutions with unrivalled density and price. The product provides systems 
integrators with a strong competitive advantage in IP communications, based on the leadership of 
Aculab’s technology.

For more information, contact: info@aculab.com

Booth: SU7708

http://www.aculab.com
http://www.bittware.com
http://www.BittWare.com
mailto:info@bittware.com
mailto:info@aculab.com
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The SY AMC/205 MicroTCATM Development System provides the integration engineer with a pre-
configured system for development or testing AdvancedMCTM modules as a target MicroTCA 
application. The system includes a high performance processor board based on a 2.16 GHz 
Intel® CoreTM 2 Duo processor, graphics and storage as well as MCH, PSU and cooling system. 
For more information on the SY AMC/205 or any of Concurrent Technologies’ range of AMC, 
CompactPCI®, VME or XMC/PMC products, please contact: sales@gocct.com.

For more information, contact: sales@gocct.com

In the PICMG Pavilion Booth SL5909.

The CentellisTM 2000, our award winning AdvancedTCA® platform, provides all the business benefits 
of larger communications servers in a compact, two-slot version. With the ability to reuse any of the 
AdvancedTCA payload from its larger peers, the Centellis 2000 offers a cost-effective, industry 
standard solution for smaller scale deployments, and enables NEPs to take advantage of existing 
AdvancedTCA deployments by reusing hardware and software, providing investment protection 
and helping to reduce time-to-market and development cost. This innovative platform won the 
“Best in Show for Infrastructure Products” award at the third annual AdvancedTCA Summit held in 
October 2007.

For more information, contact: embeddedcomputingsales@emerson.com

In the PICMG Pavilion Booth SL5909. Also see us in Booth SU8716.

Centellis 2000 Compact ATCA Platform RSC No. 34137

www.emersonnetworkpower.com/embeddedcomputing

www.gocct.com

SY AMC/205 MicroTCATM Development System RSC No. 36486

mailto:sales@gocct.com
mailto:sales@gocct.com
mailto:sales@gocct.com
http://www.emersonnetworkpower.com/embeddedcomputing
http://www.gocct.com
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Kaparel’s AdvancedTCA and MicroTCA portfolio is sure to impress with 99.999% system availability, high speed 
backplanes and systems designed for full redundancy backed up by Kaparel’s vast library of deployed fail-safe systems.

Kaparel, A Rittal Company, is actively involved in PICMG standardization efforts and offers an extensive product range 
for ATCA, MTCA, CPCI, and VME-64ext backplanes, Shelf Management, Power Modules and fully assembled and tested 
shelf solutions.

One supplier, one manufacturer, one quality standard. As the leading system supplier, Kaparel is your one-stop partner 
for electronic know-how and a reliable promise of all-inclusive competence – worldwide.

Contact Kaparel’s Director of Sales to discuss how Kaparel can create a reliable solution for you: kdubois@kaparel.com  

In the PICMG Pavilion Booth SL5909.

AdvancedTCA System Platforms RSC No. 33321

www.kaparel.com

www.iphase.com

iSPAN® 55CA PCI-xTM Packet Accelerator RSC No. 36512

The Interphase iSPAN® 55CA PCI-xTM Packet Accelerator with four Gigabit Ethernet interfaces 
extends the broad Interphase portfolio of communication and network processor solutions for use 
with PCI-x enabled rack-mount server platform solutions. The iSPAN® 55CA addresses the growing 
need for wire-speed packet inspection and processing requirements for the delivery of broadband 
services in the Wireless, Voice Over IP and IMS network infrastructure.

Interphase recently partnered with 6WIND to Integrate 6WINDGateTM software suites ready-to-run 
on the Interphase packet accelerator cards and jointly develop and launch three extensions to the 
6WINDGateTM software suites: SIP, SIP to RTP, and GTP-U.

For more information, contact: fastnet@iphase.com

In the PICMG Pavilion Booth SL5909.

mailto:kdubois@kaparel.com
http://www.kaparel.com
http://www.iphase.com
mailto:fastnet@iphase.com
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www.kontron.com

AdvancedTCA 2-slot Integrated Platform for IPTV, VoD applications
Kontron introduces a high-performance, small-footprint AdvancedTCA content storage platform ideal for 
IPTV and Video on Demand applications. The Kontron OM9020 integrated platform features the Kontron 
AT8030 AdvancedTCA node board designed with three Intel® CoreTM 2 Duo processors, and the Astute 
Networks’ Caspian AdvancedTCA storage blade, which provides iSCSI and RAID-5 storage performance 
and a storage density of 1.25TB/slot (using 300GB/10K SAS drives). The Kontron OM9020 can support 
up to 300 standard definition movies with an I/O performance measured at 44K I/Os per second 
configured at 204 MB/sec (large-block transfers). See it LIVE @ Booth SL4123 @ NXTcomm08. 

For more information, contact: info@us.kontron.com

Booth: SL4123

OM9020 RSC No. 36487

OM9060 RSC No. 34799

ATCA 6-slot Integrated Platform for session and transaction-oriented applications
The Kontron OM9060 ATCA Session platform is targeted for Call Servers, Media Gateway Controllers, 
SIP-Servers, IMS-SCSF, HLR/HSS applications that require high transaction processing with low latency and 
High Availability (HA). Kontron has pre-integrated two ATCA processor blades with AMC storage modules, 
as well as two redundant hubs together with two AMC processor modules as redundant main controllers. 
Protocol engines and application engines may be operated as multiprocessor systems in 2x redundant or in 
an N+1 redundant configuration. Additional configurations are available featuring two AMC carrier boards, 
each one populated with one AMC processor module. See it LIVE @ Booth SL4123 @ NXTcomm08.

For more information, contact: info@us.kontron.com

Booth: SL4123

www.kontron.com

mailto:sales@gocct.com
mailto:sales@gocct.com
http://www.kontron.com
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Our NEW dual-slot AMC connector, which can stack two mid-size modules at 1U height, features Yamaichi’s 
unique connector mounting technology, CMT (Compression Mount Technology), and requires less PCB 
inner layers. Our CN074 AdvancedMC combines our CMT and patented flexible circuit board, YFLEX. This 
combination reduces insertion loss and cross talk to the absolute minimum. Our CN080 complies with the 
MicroTCA design, having 170 contacts on 0.75mm pitch. The CN084 fits perfectly into the aggregated 
AMC backplane connectors with low insertion force and is available in various combinations. We also offer 
a variety of 2mm hard metric connectors. Receptacle & Plug that comply with the CompactPCI backplane 
I/O interconnect. Yamaichi also provides AdvancedTCA and CompactPCI Power connectors.

For more information, contact: info@yeu.com

In the PICMG Pavilion Booth SL5909.

Dual-Slot AMC Connector RSC No. 35831

www.yeu.com

www.xtech-outside.com

XTech Hybrid AMC Carrier RSC No. 36495

With the industry migrating towards more mid-size configurations – many manufacturers still need 
to support some of their full-size legacy AMC modules. Working within the current AMC standard, 
XTech solutions engineers adapted their mid-size carrier technology to accommodate full-size 
configurations. The Hybrid AMC carrier solution offers the best of both worlds – enabling mid-size 
and full-size bays in a robust, extrusion-based carrier. As an additional benefit, unlike other full-size 
carriers, the XTech Hybrid AMC carrier uses standardized, easy-to-use ATCA ejectors with mid-size 
bays on either end. XTech carriers come fully assembled and can be customized to your 
application requirements.

For more information, contact: inquiry@xtech-outside.com

In the PICMG Pavilion Booth SL5909.

mailto:info@yeu.com
http://www.yeu.com
http://www.xtech-outside.com
mailto:inquiry@xtech-outside.com
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