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By Joe Pavlat
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EDITOR’S FOREWORD

I’ve always been interested in physics. My original career plan 
was to become a physicist, but somehow I found that designing 
computers and instrumentation, which I began in my physics 
days, was more fun. I’ve remained peripherally involved with 

the high energy particle physics community and have donated some 
of my time over the years to experiments in places as varied as 
Antarctica and on top of the Haleakala volcano in Hawaii.

Sophisticated embedded computer systems have been a part of high 
energy physics for decades, and today’s sophisticated machines 
and detectors like CERN’s (Figure 1, courtesy CERN) Large 
Hadron Collider that has been in the news of late use a blend of 
equipment based on both proprietary and open systems. VME and 
CompactPCI have both been extensively used, but the high end of 
the physics community is coming to realize that these older, parallel 
bus based architectures with many single points of failure just aren’t 
robust enough for today’s – and especially tomorrow’s – generation 
of accelerators and detectors. For several years now the physics 
community has taken a keen interest in AdvancedTCA and now 
MicroTCA not only because of their high bandwidth and compute 
power, but because of their High Availability (also known as HA) 
architecture, which is seen as essential to keeping the biggest and 
most complex machines operating at a reasonable level of uptime.

An international group of physics institutions are collaborating on 
the next big machine known as the International Linear Collider 
(ILC). AdvancedTCA has been chosen as the basic control 
architecture for this immense machine (Figure 2, courtesy Fermilab) 
and will additionally be used for instrumentation and analysis. 
MicroTCA will play a part, as well. But extensions and additions to 
the basic standards will be needed, especially in the area of analog 
data acquisition and very precise timing measurement. The ILC is 
planned to consist of two parallel linear accelerators totaling 20 km 
in length, each generating particles with energies eventually in excess 
of one trillion electron volts. It will be enormously complex, and 
extremely high levels of reliability are going to be necessary if the 
machine is to operate efficiently. Hence the interest in AdvancedTCA 
and MicroTCA.

xTCA for Physics
In order to involve the vendor community and to address the needs 
of physics, PICMG has recently formed a new technical committee 

High energy, High Availability

Figure 1

called “xTCA for Physics.” Members include representatives from 
the major high-energy physics groups around the world, including 
DESY, Fermilab, the Stanford Linear Accelerator Center, and the 
Institute for High Energy Physics in Beijing. It will be a multiyear 
tiered effort with a top-level coordinating committee and numerous 
working groups hammering out the details. This endeavor has the 
broad support of many PICMG vendor companies. It will be quite 
the learning experience for all as well as a lot of fun. Various physics 
groups around the world are already developing AdvancedTCA and 
AdvancedMC boards in support of this effort. Hermann Strass’s 
Global Technology column in this issue describes work going on 
at DESY in Germany to build a “mini-ILC” to test design elements. 
For more information, see www.linearcolider.org/cms/.

Higher performance with less heat
Speaking of high performance, much news abounds these days 
about multicore processors, which provide higher performance 
and less heat than simply jacking up processor clock speeds. The 
flip side is that breaking up programming tasks, which often tend 
to be linear, into actions that can be processed simultaneously and 
in parallel isn’t straightforward. This problem is getting a lot of 
attention in both academic and commercial circles as it was one of 
the issues that killed the burgeoning network processor market some 
years back. Our Technology Editor Curt Schwaderer had a chance 
to catch up with the folks at Continuous Computing, who now own 
the Trillium software product line after acquiring it from Intel some 
time ago. In addition to adding High Availability features key to 
high-end AdvancedTCA systems, the Trillium group at Continuous 
is now providing tools to simplify multicore code development. Curt 
does a great job of explaining both the issues and the innovations 
Continuous is providing to the marketplace.

I’ve sometimes referred to Ethernet, which has been around for 
decades, as the “Ethernet Bunny” because it just goes and goes 
and goes, getting ever faster and better. Because Ethernet is a “best 
effort” transport it delivers packets as best as it can, but has been 
unsuitable for applications requiring low latency and deterministic 
packet delivery. Storage arrays is one example of an application 
that needs that determinism, and Fibre Channel is a favored storage 
transport architecture. But a new technology called Fibre Channel 
over Ethernet, or FCoE, is aimed at meeting the needs of the storage 
world with more or less conventional Ethernet silicon and Fibre 
Channel protocols. Steve Looby from SANBlaze has written a great 
tutorial on the issues and how FCoE can be used going forward as a 
primary storage transport mechanism. 

                   Joe Pavlat, Editorial Director

Figure 2
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By Hermann StraSS

GLOBAL
TECHNOLOGY
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Nuclear
particle
variety

Deutsches Elektronen Synchrotron (DESY) in Hamburg, Germany is a large 
scientific research center focusing on photons and particle physics. Each 
year about 3,000 scientists from 40 nations come to Hamburg and join 1,900 
resident staff to do scientific research. DESY also has a facility in Zeuthen, 

south of Berlin, Germany. DESY is involved in many international projects like LHC at 
CERN, Geneva and IceCube (the world’s largest particle detector) in Antarctica near the 
South Pole (see related article in VME and Critical Systems magazine – vmecritical.com/
articles/id/2755).

DESY, in cooperation with the Universities 
of Cracov, Lodz, Swierk, and Warsaw (all 
in Poland), has developed a number of 
AdvancedTCA and AdvancedMC boards 
in-house for use in the European X-Ray Free 
Electron Laser project (XFEL) at the DESY 
site in Hamburg. The AdvancedTCA systems 
represent the Low-Level Radio Frequency 
(LLRF) control system within XFEL. Part 
of XFEL is set up as a mathematically right-
handed undulator. Figure 1 illustrates the 
principle of an undulator as used for XFEL.

Electrons generated by a superconducting 
particle accelerator are made to deviate from 
a straight-line forward movement into an 
undulating (wavy) pattern by flying past 
opposite polarity magnet elements, an activity 
that produces intense laser-like radiation in 
narrow energy bands.

For the final project around 
100 AdvancedTCA and 1,000 
AdvancedMC boards (Figure 2) 
are needed. AdvancedTCA and 
AdvancedMC are not standardized 
for industrial or scientific research 
applications using real-time 
interrupts, ADCs, DACs, and 
trigger signals, so DESY designed 
the boards in-house (see Figure 3). 
Live demonstration of a complete 
system took place in January 2009. 
A prototype system had been 
tested on the Free electron LASer 
in Hamburg facility (FLASH) 
about a year ago. Figure 4 shows 
the test setup of an AdvancedTCA 
carrier board, AdvancedMCs (two 
from TEWS), and Rear Transition 
Module (RTM).

Figure 1

Figure 2
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These projects employed commercial AdvancedTCA and AdvancedMC boards 
from ADLINK and TEWS as well as card cages from ELMA and Schroff.

Nuclear particles are excited and power-amplified from a low-power (hence low-
level) source in the radio frequency range (1.3 GHz in XFEL). The LLRF control 
sets the RF frequency and phase reference, timing, and feedback control. It 
includes exception handling, monitoring, transient detection, and interfaces to other 
subsystems. LLRF must support approximately 100 ADC measurement channels 
and an equal amount of DAC control channels with significant data processing 
capability. Moderate levels of radiation must be tolerated, and all cabling must be 
done on the rear side using RTMs where needed.

The software sets LLRF parameters, controls servers and clients, and makes a Finite 
State Machine (FSM) available for the LLRF control system. About 50 percent of 
the LLRF system cost will be in software. It shall not produce more than one LLRF 
station failure per week, and it must maintain accelerating fields for up to 32 cavities 
within given tolerances.

For more information, contact Hermann at hstrass@opensystemsmedia.com.
All figures are courtesy DESY.

THE LLRF CONTROL SETS THE RF FREquENCY AND 

pHASE REFERENCE, TImING, AND FEEDBACk CONTROL.

Figure 3
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SOFTWARE
CORNER

By Curt SCHwaderer
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M
oore’s Law came into being back in the heyday of 
processor design. Moore’s Law states that every 
18 months, the number of transistors in a given 
integrated circuit roughly doubles. As transistor 
geometries shrank and multiplied, computing 

performance increased at about the same rate. Unfortunately, gone 
are the days when systems manufacturers could simply ride the 
continuous performance improvements of the next-generation 
processor. Shrinking transistor geometries have reached a point 
of diminishing returns as regards clock rate, somewhat grinding 
Moore’s Law to a halt. Couple this with rising heat and memory 
latencies, and the electronics industry has reached a point where 
it’s imperative to explore new directions in order to kick increasing 
performance back into gear.

It has been interesting to observe the innovations in processor 
technologies over the past eight to 10 years. Back in 1999 hope 
sprang eternal when network processors promised to be the 
disruptive technology, enabling performance gains never before 
seen in the industry. Since that time, a large number of chip 
manufacturers have dropped their network processor offerings for 
a variety of reasons. But for those companies, while the formal 
term “network processor” might no longer be in their product 
portfolio, the concept lives on in their mainstream offerings. The 
most notable of these companies is Intel. Intel has largely divested 
its network processor offering, but its product lines now incorporate 
multiple cores inside a single chip. Multicore technology provides 
a theoretical N-times compute power increase, where N is the 
number of cores inside a specific chip.

For systems companies attempting to take advantage of this 
technology, it’s not just a matter of lobbing the same old software 
onto a new multiprocessor platform. That would be like going out 
and buying the latest professional racing bike and expecting your 
13-year-old son to win the 2009 Tour de France! It’s imperative that 
the software is designed and implemented to take full advantage of 
the additional compute power of these new multicore processors. 

In this month’s issue of Software Corner, we’ll explore the implica-
tions of multicore technology on networking and high availability 
(also known as HA) software solutions.

Networking – the need for speed
Nowhere is the need for increased performance more evident than 
in the networking segment of the electronics industry. The Internet 
has revolutionized how the world lives, learns, works, and interacts. 
Projections for increased use of multimedia services over the 
Internet require staggeringly high bandwidth and performance.

Networking systems performance starts 
with the speed of the baseline operating 
system, protocol stacks, and high avail-
ability middleware. Important performance 
metrics are measured by the number of 
connections that can be handled over a 
given period of time (capacity) or how fast 
a given connection can push data (speed). I 
recently got the opportunity to speak with 
Todd Mersch, Senior Product Line Manager 
of the Trillium software product line within 
Continuous Computing. Todd mentions 
that the Trillium team early on recognized that core software 
components (like protocols and HA middleware) must be able to 
fully and efficiently utilize these new multicore processors and 
platforms in order to “get Moore’s Law going again.”

Trillium has had a long and storied history with networking 
software and protocol stacks, having been actively involved in 
protocol stack and networking software solutions for more than 
20 years. In 2000 Intel acquired Trillium, and this was followed by 
Continuous Computing’s purchase of Trillium in 2003. 

The Trillium team’s two recent initiatives have been:

n	 Being a protocol software provider with an extensive 
library of local and wide area networking options along 
with integrated high availability middleware and 
reference platforms.

n	 Taking part in a larger, more comprehensive platform 
solution initiative called FlexTCA, where all the software 
is integrated with application programming interfaces 
on a specific production hardware platform.

Todd Mersch

MULTICORE

Software tuned for 
multicore promises
big gains in
AdvancedTCA
system performance
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Figure 1 shows a block diagram of the Continuous Computing 
FlexTCA system solution architecture.

The “always available” nature of communications systems requires 
a significant integration effort at many layers – from platform 
to application.

At the lowest layer, the platform management software gives 
the system its monitoring and hot-plug capabilities. A system 
management API lets product manufacturers add monitoring and 
diagnostics applications to the development mix.

The carrier grade operating system is the first level of software 
that must take advantage of multicore processor capabilities. 
For example, Linux-symmetric multiprocessing (also known as 
Linux-SMP) is implemented to “load balance” processes across 
cores within a multicore processor. At a basic level, this approach 
allows the basic execution elements of an operating system 
(processes and threads) to be spread across the compute cores.

The High Availability middleware and protocol stack software 
must be designed and implemented in such a way as to allow 
the SMP operating system to spread the processing across cores. 
Alternatively, platforms can also be architected such that the 
middleware and network stacks utilize a specific set of cores 
while the application(s) run on a separate set of cores. A hybrid 
approach using both of these methods can also be used.

Todd mentions that from the software design and implementation 
perspective, multiple things must be done to effectively utilize 

multicore processors. First, individual protocols themselves need 
to be multithreaded to allow distribution amongst multiple cores. 
Another issue is the development of the portability layer so it’s 
more optimal for, and aware of, multicore processors. For example, 
if specific threads need to pass data or control to one another and 
they are running on different cores, the protocol stack software 
must make provisions for sharing this data and/or providing inter-
processor communication for these threads if these are not present 
within the operating system.

The Trillium Advanced Portability Architecture (TAPA) is the 
code block responsible for these things. Setting up the protocol 
stacks requires provisioning the number of threads used per proto-
col, shared data constructs, execution control, and thread-to-core 
assignments. For detailed configuration by the manufacturer, 
these also must be exposed through the application programming 
interface.

One performance improvement example Todd gave relates to the 
Session Initiation Protocol (SIP). In benchmarking examples using 
64 multiprocessing threads, the SIP call control performance 
(i.e., number of calls that can be handled per second) scaled up to 
6,000 calls per second – nearly an order of magnitude improvement 
over a single processor implementation.

Todd says the implementation is “not just screwdriver integration.” 
Continuous does not merely optimize one piece without regard to 
other software components in the system. Instead, the FlexTCA 
integration for multicore extends through the operating system, 
protocols, and software infrastructure.

The FlexTCA System software web interface allows graphical 
configuration of each layer within FlexTCA – from system 

Figure 1
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initialization through HA middleware and protocol stacks. Related 
to the multiprocessor updates, this web interface is also extended 
to allow for prioritization of functions within the architecture 
which, within the implementation, translates to what gets loaded 
where within the multicore architecture.

Picking up right where the swapped board left off
The initialization configuration is kept in the system services HA 
management component. If a blade needs to be swapped out, the 
configuration is kept, so it’s easy to replace a blade up through 
the software configuration. Replacement happens on a slot-by-slot 
basis. What’s more, the configuration can be done uniquely, based 
on the slot in the system. This capability extends “hot swap” from 
simply replacing a nonworking board with another one to actually 
plugging in a new board that also automatically gets initialized and 
configured so that the software “picks up” 
where the old board left off.

Other standards
It’s also worth noting that the FlexTCA 
architecture includes a number of high 
availability industry standards.

The HA middleware is a Service 
Availability Forum (SA Forum) compliant 
framework for the protocols to work with 
the SA Forum middleware. Continuous 
Computing has had a similar proprietary 
component in its software portfolio 
(upSuite) and leveraged that knowledge 
and experience in working with partner 
GoAhead Software to provide a superset of 
the HA middleware capabilities required 
by SA Forum. This adds a higher level of 
integration resulting in a standards-based 
integration from platform to application.

The platform management software is 
also based on the HPI and IPMI standards. 
Again, Continuous Computing partners 
with GoAhead using GoAhead’s HA 
middleware, SAFfire, which Continuous 
Computing has integrated and extended 
to fit within the FlexTCA environment. 
The Continuous Computing Unified 
Management Interface (UMI) and remote 
Element Management System (EMS) 
provide a single view of system alarms, 
statistics, and events for the system 
administrator. This ties together all the 
FlexTCA components into a single unified 
system with a consistent look and feel.

HA 10 GbE AdvancedTCA 
system for telecom applications
The Continuous Computing FlexTCA 
System (Figure 2) brings together all the 
hardware and software elements to provide 
a High Availability 10 Gigabit Ethernet 
AdvancedTCA system for telecom 
applications. 

There are currently two classes of payload 
blades for the FlexTCA system – with latest 
versions being the FlexPacket ATCA-PP50 
and the FlexCompute ATCA-XE50.

Figure 2
The Continuous Computing FlexTCA System
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The FlexPacket ATCA-PP50 is the traditional data plane 
processing blade within the FlexTCA system. The PP50 
comes with one or two RMI XLR732 packet processors. 
Each packet processor consists of eight MIPS64 cores per 
processor, each core with four-way multithreading. There 
is also a Fulcrum Microsystems 10 gigabit switch on the 
blade that can provide intelligent switching and load 
balancing between control plane blades within FlexTCA. 
Allowing 10 gigabit bidirectional flow, the blade is 
designed for intelligent switching and load balanc-
ing among control plane blades. Typical applications 
for this blade are things like traffic shaping and traffic 
management.

The FlexCompute ATCA-XE50 blade handles control and management plane functions 
within the FlexTCA system. The XE50 comes with one or two Intel Quad-core Low 
Voltage Xeon processors. This platform is typically where the control and management 
functions of the telecom solution would normally be run. There is an AdvancedMC slot 
on the XE50. For some applications having an AdvancedMC daughtercard running the 
data plane functions and sending to the XE50 for control and management processing can 
reduce the number of blades needed in FlexTCA.

Todd mentions that although the PP50 and XE50 blades were designed for optimal data 
plane and control plane processing functions respectively, the lines between data plane and 
control plane are blurring. Higher performance Deep Packet Inspection (DPI) applications 
that have little or no control plane processing required may “moonlight” and put the small 
control plane functions on the PP50 along with the DPI and get the desired performance 
results. Likewise, people who want to do a small amount of filtering on the 10 gigabit 
line, with the majority of the processing being the control functions, may just use the 
XE50 and front-end the simple filtering functions either right on the XE50 blade or on the 
AdvancedMC daughterboard. It’s also not unusual for the control blade to perform some 
higher layer deep packet inspection once the data plane processor has completed the rough 
filtering on the line.

Two-tier real-time load balancing
Another notable capability of the FlexTCA system is its ability to do two-level load 
balancing. A typical AdvancedTCA system has a switch blade and multiple compute blades. 
As packets enter the switch, the FlexTCA system can perform statistical load balancing on 
the FlexCore ATCA-FM40, the switch card used within the FlexTCA system. The FM40 
can load balance among the payload blades (both PP50s and XE50s), which in turn can 
perform more complex load balancing functions based on identifying flows at layers 3, 
4, or 7. For more information on FlexTCA and its two-tier load balancing capabilities, 
I recommend reading “Load Balancing Between Server Blades Within ATCA Platforms” 
(http://www.ccpu.com/papers/loadbalancing/) by James Radley, Principal Architect, 
Continuous Computing. This paper covers the load balancing and flow identification 
standards used to implement two-tier load balancing. Another excellent white paper that 
covers the FM40 switch blade is “Statistical Load Balancing on the FlexCore ATCA-FM40” 
(http://www.ccpu.com/papers/loadbalancingFM40/) also by James Radley. These two 
white papers cover the standards and algorithms used within the FlexTCA two-tier 
switching and load balancing environment.

Summary
Multicore processing promises to be the next-generation wave that will allow networked 
systems to achieve never before seen performance and capacity levels. However, it’s 
important that all software and systems companies understand the ramifications and 
intricacies of these platforms in order to develop software solutions capable of riding 
Moore’s Law into the future. Continuous Computing’s FlexTCA architecture provides a 
software solution from platform to application programming interface that is designed, 
implemented, and tested to effectively utilize these new multicore processor platforms.

Information on Trillium multicore software is available at http://www.ccpu.com/products/
trillium/multi-core.html.

For more information, contact Curt at cschwaderer@opensystemsmedia.com.
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Yet another storage technology? Yes. Fibre Channel over Ethernet 

(FCoE) has arrived on the scene for a number of reasons, which 

Steve Looby of SANBlaze Technology, Inc., a designer of SAN 

Emulation test products and manufacturer of a complete line of 

AMC, PMC, AdvancedTCA, and CompactPCI board-level storage 

solutions, outlines here. Steve discusses the new test capabilities for 

developing and deploying FCoE storage equipment.

By Steve looby

Fibre Channel over Ethernet (FCoE) is a new technology that will allow Ethernet networks 
to carry Fibre Channel (FC) storage I/O data frames. FC is both a protocol and a specialized 
high-speed optical network, developed over a 20-year period. Most often used for storage 
networking, it forms the backbone of most modern data centers. Data center uptime, crucial 
to so many corporate operations, causes corporations to deploy a separate FC network in 
many cases because such networks are fast, reliable (loss-less), and boast very low latency. 
If FCoE lives up to its promise, data centers and AdvancedTCA blade server backplanes 
will soon have the option to consolidate future infrastructure investments and operate FC 
protocol on 10 Gigabit Ethernet (GbE) equipment. 

Why FCoE? 
Before diving into the FCoE test challenges, it might be helpful to understand why the 
industry would consider another Ethernet-based storage protocol when we already have 
iSCSI, FCIP, NFS, and CIFS. By their very nature, all storage protocols require guaranteed 
packet delivery. When a document is saved, there can be no ambiguity about whether the 
data arrives at the disk. Yet Ethernet is by definition a best-effort transport. It attempts to 
deliver all packets, but Ethernet may drop packets whenever the network becomes very 
busy. 

To tolerate Ethernet’s intrinsic lossy nature, many applications employ TCP. TCP is 
effectively a “tally system” an application can use to guarantee data delivery between 
sender and receiver. With TCP, every packet is numbered and tracked as it travels through 
the IP network. TCP protocol detects dropped or lost Ethernet packets and retransmits 
whenever necessary. TCP software runs on both the transmitter and receiver and can 
sometimes consume a large percentage of the host computer’s CPU bandwidth. 

FCoE abandons IP protocol and IP addresses (for example, 192.168.1.xx) and instead 
employs a new 802.3 Ethertype. The approach eliminates TCP altogether, replacing 
it with a hardware flow control scheme that guarantees packet delivery and can match 
performance metrics found on native Fibre Channel networks. Moreover, FCoE uses 
the same protocols as native FC, which allows inexpensive gateways to shuttle traffic 
between new FCoE equipment and legacy FC equipment. Costs shrink dramatically when 
consolidation results in fewer adapters, transceivers, and cables, less labor to manage a 
single infrastructure, and less energy and cooling. Consolidation can be especially useful 
in AdvancedTCA blade server environments, which often feature Ethernet XAUI signaling 
as the only means to conduct high-speed blade-to-blade I/O.

Testing
FCoE
storage
protocols
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Two keys to high-performance FCoE 
To match the performance metrics established by native Fibre Channel technology, users 
should look for Ethernet controllers with two key characteristics. First, look for controllers 
with PAUSE frame management implemented in hardware. As mentioned, FCoE is the 
only major Ethernet storage protocol that will not utilize TCP. To guarantee packet delivery, 
FCoE utilizes a flow control scheme defined in IEEE 802.3x called PAUSE commands. 
PAUSE will exist at the data link layer, and allows sender and receiver to temporarily 
pause traffic. Optionally, some Ethernet controllers will offer a priority pause scheme, 
which allows suspension of FCoE frames, but permits non-FCoE traffic to pass through 
the controller. The second key feature is jumbo frame support, already common on most 
commercial Ethernet controllers. Fibre Channel allows data payloads that are 2 KB in size. 
Jumbo frame support makes it possible for the FCoE network to carry the maximum size 
unaltered native FC frames.

FCoE storage hierarchy: Who’s boss? 
The equipment or tools selected to validate FCoE must have the ability to understand block 
storage hierarchy. The foundation of FCoE storage is still the disk drive, constructed of 
platters that hold magnetic charges representing 
data. Disk firmware divides each platter into 
concentric circular tracks – much like an old 
LP record (for those old enough to remember). 
The disk divides each track into sectors, and 
each sector contains some number of blocks. 
(Figure 1) A block is the smallest addressable 
chunk of data on a disk – generally 512 bytes. 
(It is the block in what we call block I/O.) The 
disk linearly numbers each block from 0 to 
its maximum capacity. The index is called a 
Logical Block Address (LBA). 

If you walk into a data center, you will see 
hundreds of disks installed into storage devices 
that provide virtualization and RAID protection 
services and ultimately make the storage visible 
to a host. Several vendors announced FCoE 
storage products in 2008, 
and users can expect product 
announcements to accelerate 
in 2009. Let us briefly examine 
what is happening inside an 
FCoE storage array:

1. Real physical disks are 
installed in the storage 
product.

2. Software in the storage 
product may apply RAID 
services to these disks.

3. Software in the storage 
product is used to create 
a virtual volume and 
virtual disks.

4. Software assigns virtual 
disks to hosts using 
Access Control Lists 
(ACLs).

5. Hosts access virtual disks 
using FC protocol.

6. FC commands are 
encapsulated in Ethernet 
packets (FCoE) for 
transmission.

The final piece of FCoE 
storage hierarchy is the FCoE 

protocol. As with the Russian dolls that 
nest one within the other, the outer “shell” 
is the Ethernet 802.3 packet. Ethernet 
switches use the address information to 
deliver the packet. The Ethernet frame 
carries a new frame type designated for 
FCoE traffic. The FCoE frame carries 
Fibre Channel frames. Within the FC frame 
(Figure 2) is the FC protocol, which carries 
an SCSI command. SCSI commands are 
the block I/O language that hosts use to 
communicate with storage products. The 
SCSI command set includes SCSI read, 
SCSI write, and dozens of commands for 
disk management that all exist to facilitate 
block I/O storage activities. 

Figure 1

Figure 2
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FCoE test challenges
Whether FCoE deploys in the data center 
or the backplane storage choice is a 
chassis, there will be servers, switches, and 
storage products. Each product category 
presents a slightly different test challenge, 
which requires validation of functionality, 
performance, and error path responses. 
Table 1 shows the minimum criteria for 
consideration that FCoE test equipment 
must support to achieve functional FCoE 
protocol exercise capability.

The best FCoE equipment will also include a four-corner I/O performance measurement 
and traffic generation (Figure 3).

Optimal FCoE test equipment will feature both FCoE and native FC test ports for 
gateway validation. They will feature scriptable test execution to facilitate deterministic 
regression testing. 

FC technology is already an integral part of most data centers, and suppliers are racing to 
launch FCoE products at all levels of the ecosystem. The transition may prove especially 
exciting for AdvancedTCA backplane environments that already feature 10 GbE XAUI 
connections. 

Small block random – Typical for database (OLTP); 
one single disk yield ~150 I/O per second. 
Arrays have dozens of disks and caches.

Small block sequential – Typical of operating systems 
that handle 1000’s of I/O per second per disk, 
test OS boot, different versions’ updates, RH, 
SLES, windows, updates, patches, and the like.

Large block random – Typical of VOD, IPTV playback 
(multiple streams).

Large block sequential – Typical of logging, journaling, 
data acquisition. These applications generate 
the highest bandwidth in a system, affording 
virtually no idle time.

Table 1

Figure 3
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FCoE Hosts (Initiators) FCoE Switch/Infrastructure FCoE Storage/Array (Targets)

••	  Validate different CPU/OS 

••	  OS boot (various)

••	  Disk/array discovery

••	  Driver installation testing

••	  Address testing (nexus)

••	  Max number of targets

••	  Max number of LUNs

••	  Max number of I/O

••	  Performance

••	  Data integrity (patterns)

••	  Sleep/hibernate 

••	  Link speed negotiation

••	  Endpoint registrations

••	  Zoning, ACL 

••	  Flow control, priority pause

••	  E-Port (ISL) switch cascade

••	  VLAN

••	  Link up/down reset

••	  Statistics

••	  FC Fabric services

••	  Latency

••	  Error handling

••	  Max targets capability

••	  Max LUN capability

••	  Max I/O (queue full)

••	  Max capacity (volumes)

••	  All CDB (norm, vendor unique)

••	  Persistent reservations

••	  Reserve and release

••	  Variable block size (512/520) 

••	  Error handling
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Transitioning with confidence to FCoE
One example of a solution available to developers transitioning to FCoE is the VirtuaLUN 
emulation system from SANBlaze Technology, Inc. (See Figure 4.) This system delivers 
all the test features discussed in this article. Product developers as well as Q/A, test, and 
manufacturing professionals should look to test equipment that can improve time to market 
and product quality while at the same time reducing product development costs. With 
the right test equipment, the transition to FCoE-based storage can be made confidently 
and quickly.

Steve Looby 
is the Director 
of Product 
Management 
at SANBlaze 
Technology, Inc. 
responsible for 
the requirements, 
definition, and 
delivery of AMC 
and AdvancedTCA 
storage products. He has spent 20 years in 
the storage technology industry, with roles 
in engineering, product management, 
sales, and marketing. Steve holds a 
B.S.in Electrical Engineering from the 
University of Massachusetts.

SANBlaze Technology, Inc.

www.sanblaze.com

slooby@sanblaze.com 

(978) 897-1888 x 222

Figure 4
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OpTImAL FCOE TEST 

EquIpmENT WILL FEATuRE 

BOTH FCOE AND NATIvE  

FC TEST pORTS FOR 

GATEWAY vALIDATION.
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New CompactPCI Products
Agilent U1056B - Acqiris High-Speed Data Converter Systems
RSC No. 41104

High-speed CompactPCI digitizers with onboard FPGA 
technology provide up to 2 GS/s sampling rates • Can be 
ordered with either real-time FFT processing firmware or 
a Firmware Development Kit (FDK) that opens the FPGA 
to custom algorithms for real-time processing and data 
streaming with the modules’ optional fiber optic data 

ports • Applications using these 
products include plasma phys-
ics, nuclear physics, EW/
SIGINT, and ATE • Turnkey 
solutions for measurement 
and analysis of 1-80 high-
speed signals in a single 
system • Mix and match 
data acquisition modules 
to build tailor-made instru-
mentation for specific appli-

cations • Synchronization of multiple cards as one single instrument • Can interface to 
laptop or desktop PC, or operate as a stand-alone system
Agilent Technologies
www.agilent.com

CPCI-AD8/16 -200
RSC No. 41438
Intelligent data acquisition board • 8-16 A/D simultaneous channels • 16 channels, 16 bits, 
200 kSps • 3U CompactPCI module • Texas Instruments floating-point Digital Signal 
Processor TMS320C32 at 60 MHz • Programmable gain 1, 2, 4, 8 standard; 1, 10, 100, 
1000 optional • ±10VDC input range • Differential Input Support • Limit checking, FFT’s, 
digital filtering • Drivers for Linux, Windows XP, VxWorks, LabVIEW, C Library dll’s
Alphi Technology Corporation
www.alphitech.com

CompactPCI Technology Series
RSC No. 41312
14-slot CompactPCI backplane • 6U height: 10.317"+0/-.012"; length: 16.761"+0/-.012" 
• Conforms to latest PICMG specifica-
tions • 10-layer, high-performance, 
low-noise stripline design • 
Backplane material: FR4 • Jump-
erable geographic address • Type 
AB rear shrouds on RP3, RP5 
prevent rear transi-
tion module align-
ment problems • 
Temperature range 
operation: -40 °C to 
+85 °C • Flammability 
rating: UL94-V0
Hybricon Corp.
www.hybricon.com 

ME CompactPCI Series
RSC No. 41271

DAQ, mea-
s u r e m e n t , 
and control 
boards for 3U 
CompactPCI/
PXI • Several 
models are 
also available 
for standard 
PCI and PCI 
E x p r e s s , 
a n d  w i t h 
ME-Synapse 
for Ethernet/
LAN and USB 

• 16 bit isolated A/D and D/A boards, digital I/O and relay boards • High quality and 
reliability for industrial environments, process automation, automotive, control, labs and 
more • Driver support for Windows and Linux and for the software development environ-
ments C, Visual Basic, Delphi, Python, VEE Pro, LabVIEW • Serial interface boards (RS-232, 

RS-422/485, mix) with complete galvanic isolation • Custom modifications and designs 
on request
Meilhaus Electronic GmbH
www.meilhaus.com

F50P
RSC No. 41542
3U PowerPC based-CompactPCI SBC for 
harsh embedded applications • 32-bit 
CompactPCI and PICMG 2.30 PlusIO • 
MPC8548 (or MPC8543), up to 1.5 GHz • 
Up to 2 GB (ECC) DDR2 SDRAM • FRAM, 
SRAM, SSD Flash • Standard front I/O: 2 Gb 
Ethernet, 2 USB • Standard rear I/O: 1 Gb 
Ethernet, 4 USB, 2 SATA • FPGA 
for user-defined I/O functions 
(option) • -40 °C to +85 °C

F50C
RSC No. 41543
3U CompactPCI SBC with conduction cooling for harsh and mobile applications • 3U 
CompactPCI system master or stand-alone • 5 HP with rear I/O • MPC8548 (or MPC8543), 
up to 1.5 GHz • Up to 2 GB (ECC) DDR2 SDRAM • FRAM, SRAM, SSD Flash • FPGA for 
customized I/O • -40 °C to +85 °C
MEN Micro Elektronik GmbH
www.menmicro.com

New CompactPCI Express Products 
CCM-BOOGIE
RSC No. 41291
Intel Core 2 Duo processor 
with up to 2.26 GHz clock, 
and up to 8 GB dual chan-
nel capable DDR3 RAM 
(4 GB soldered) • Able to run 
as a CompactPCI Express 
system slot controller by a 
sideboard • 4 native 3 Gbps 
RAID capable Serial ATA 
channels for mass storage 
I/O, plus two from an addi-
tional RAID controller • Two 
Gigabit Ethernet controllers 
are provided for high-speed 
connectivity (one of them 
IEEE 802.1as TimeSync 
compliant) • Wide range of system expansion by standard or customized mezzanine side 
cards • DVI-I front panel connector enables dual screen video operation
EKF-ELECTRONIK GmbH
www.ekf.de

A3EXP1563
RSC No. 41293
Gigabit Ethernet board that supports the CompactPCI Express standard and is equipped 
with two 10/100/1000BASE-T Ethernet ports • Peripheral board Type 2 is adopted as 
a CompactPCI Express board that can be used for ×4 and ×1 lanes • The front panel 
is compatible with 6U and 3U and 1-slot width • Intel 82571EB Ethernet controller • 
Integrated 48 kB transceiver packet buffer (for each channel) • Supports 9 kB jumbo 
frames • Supports auto MDI-X • WOL-compatible board that is capable of wake-up signal 
output upon reception of magic packets (available when standby power is supplied)
EuroTech
www.eurotech.it

New MicroTCA Products 
S4-AMC
RSC No. 41361
Based on Altera’s Stratix IV GX FPGA, BittWare’s S4-AMC (S4AM) is a mid-size, single 
wide AdvancedMC that can be attached to AdvancedTCA carriers or other cards equipped 
with AMC bays, and used in MicroTCA systems • High-density Altera Stratix IV GX FPGA 
implementing BittWare’s ATLANTiS FrameWork for control of I/O, routing, and processing • 
27 full-duplex, multi-gigabit SerDes transceivers • Up to 530k equivalent LEs 
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• Up to 1,024 
embedded 18 
x 18 multipli-
ers • Over 
20 Mbits of 
RAM • IP 
available for: 
Serial RapidIO, 
PCI Express, 
GbE, 10 GbE/XAUI, 
CPRI, and OBSAI • BittWare’s FINe Host/Control Bridge provides control plane 
processing and interface via GbE,10/100 Ethernet, and RS-232• Over 2 GB of memory 
• Two banks of DDR3 SDRAM @ up to 1 GB each • Two banks of QDR2+ SRAM @ up to 
9 MB each • Mid-size or full-size, single-wide, fully connected AMC • Common Options 
region has four ports • Fat Pipes region has 16 ports • System synchronization via AMC 
system clocks • Module Management Control (MMC) implementing IPMI• Front panel I/O 
• 4x SerDes via InfiniBand-type connector • 10/100 Ethernet • RS-232 via Stratix IV GX 
• RS-232 via FINe • JTAG port for debug support • Connectorless footprint for Agilent /
Tektronix logic analyzers • VITA 57 FMC site for processing and I/O expansion • Compliant 
with VITA 57 mezzanine standard for FPGA I/O • 8x high-performance SerDes • 60 LVDS 
pairs • Six clocks

F1/S4-AMC
RSC No. 41444
Based on Texas Instruments’ high-performance multicore TMS320C6474 Digital Signal 
Processor (DSP) and Altera’s Stratix IV GX FPGA • Full-size, single-wide AdvancedMC • 
Can be attached to AdvancedTCA carriers or other cards equipped with AMC bays and 
used in MicroTCA systems • TI TMS320C6474 DSP • 3.0 GHz of total raw DSP process-

ing power • 3 MB of on-
chip L2 SRAM/cache • 
Specialized coproces-
sors • High-density 
Altera Stratix IV GX 

FPGA implementing 
BittWare’s ATLANTiS 
FrameWork for 
control of I/O, rout-
ing, and process-

ing • 23 full-duplex, 
multi-gigabit SerDes 

transceivers • Up to 530k 
equivalent LEs • Up to 1,024 embedded 18 x 18 multipliers • More than 20 Mbits of 
RAM • IP available for: Serial RapidIO, PCI Express, GbE, 10 GbE/XAUI, CPRI, and OBSAI • 
BittWare’s FINe Host/Control Bridge provides control plane processing and interface via 
GbE, 10/100 Ethernet, and RS-232 • Over 2 GBs of memory • Two banks of DDR3 SDRAM 
@ up to 1 GB each • Two banks of QDR2+ SRAM @ up to 9 MB each
BittWare, Inc.
www.bittware.com

Ruggedized MicroTCA Series – Liquid-Cooled Rugged MicroTCA
RSC No. 41313
3/4-ATR Tall Long liquid-cooled chassis • Compatible with water and water-glycol fluids 
up to 150 PSI (Contact factory for different fluid types) • Rugged environments for air-
borne and ground mobile applications • Shock and 
vibration per ANSI/VITA 47 class OS1 and 
V2 • Compatible with the latest PICMG 
Rugged MicroTCA draft specifications 
including optional faceplate fasten-
ers • Payload Forced Air Cooled 
per PICMG Air Cooled MicroTCA.1 
Draft • Allows the deployment 
of 0 °C to +55 °C temperature 
range payload cards at 10,000 ft. 
with liquid temperature of 0 °C to 
+45 °C @ 2 GPM • Internal MIL 
grade fan • Recirculating air is 
cooled by passing through Liquid-
to-Air Heat Exchanger • Supports 
11 slots • Series includes conduc-
tion-cooled and air-cooled
Hybricon Corp.
www.hybricon.com

Advanced Managed Platforms for MicroTCA
RSC No. 41103
Remote systems management with NexusWare Portal, RMCP, and SNMP interfaces • 
Designed for telecom, aerospace and defense, enterprise, as well as commercial appli-
cations • Supports a wide range of processing capabilities • Integrated NexusWare 
Linux Operating System • Integrated Ethernet switch with dual 1 GbE uplinks • Integrated 

PCI Express switch • 
Integrated MicroTCA 
carrier and shelf 
managers • Front-
to-back, push/pull 
cooling • AC or DC 
power options • Cooling 
supports up to 40 W per mid-size, single AdvancedMC (AMC) module 
• Telecom clock support • Fully compliant with MicroTCA.0, AMC.0, 
AMC.1, AMC.2, and AMC.3
Performance Technologies
www.pt.com 

SANBlaze SB-AMC56
RSC No. 41430
First Advanced Mezzanine Card module 
to implement Sun Microsystems 10 GbE 
multithreaded networking technol-
ogy • This Advanced Mezzanine Card 
(AdvancedMC) features four optical 
Ethernet ports, two 10 Gb SFP+ and two 
1 Gb SFP • Features Sun Microsystems net-
work controller with Chip Multithreading (CMT) 
Technology for optimized network performance, 
whether paired with Intel, AMD, or Sun Microsystems Netra 
server blades • Multithreading helps accelerate application 
performance by optimizing I/O throughput within environments that 
utilize parallel threads • With its 24 independent DMA channels and hard-
ware packet classification, CPUs can achieve more I/O parallelism with fewer 
CPU resources • Fully hot swappable in either AdvancedTCA or MicroTCA 
environments • Available in mid-size and full-size variants
SANBlaze Technology, Inc.
www.sanblaze.com

Micro-Block
RSC No. 41294 
Rugged conduction-cooled MicroTCA or 
CompactPCI system • Fully sealed • Modular 
design • EMI shielded per MIL-STD-461 • 
Supports up to eight cards • 30 percent bet-
ter heat transfer versus standard conduction 
cooling scheme
Tracewell Systems, Inc.
www.tracewellsystems.com

New Power and Packaging Products 
EcoBox 
RSC No. 40840
The chassis allows MicroTCA to be competitive in more cost-conscious industrial, trans-
portation, enterprise, and other applications • The chassis is a 6-slot single module unit 
with 1 MicroTCA Carrier Hub (MCH) and 5 AMC slots • The system platform uses a stan-
dard 300 W ATX power supply • The IPMI bus for voltage supply and control is integrated 
on an active backplane • Active backplane management includes 3.3 V, in-rush current 
control, and overcurrent protection • This design reduces the costs of having intel-
ligence on each individual Field 
Replaceable Unit (FRU) such as 
Cooling Units and Power Modules 
• As low-cost MCHs with simpli-
fied switching are introduced to 
the market, overall system costs 
can be further reduced • The 
EcoBox system platform is fully 
compatible with MicroTCA speci-
fications • It has been tested with 
various industry-standard MCHs 
and AMCs at Interoperability 
Workshop and in Elma’s labs • 
Direct SATA connections and PCIe 
links are integrated on the back-
plane, which has been optimized 
via signal integrity studies
ELMA Electronic
www.elma.com
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MTC600-AC
RSC No. 40992
Self-contained power solution for MicroTCA systems • Can support shelves, cubes, and 
other system implementations, and is fully compliant with the PICMG MicroTCA.0 Revision 

1.0 specification • MTC600-AC power modules implement 
all of the incoming power conversion, power manage-

ment, and power protection functionality necessary 
for a complete MicroTCA system compris-

ing up to 12 AdvancedMCs, 2 MicroTCA 
Carrier Hubs, and 2 Cooling Units • It 
supports an AC input of 90 to 264 VAC 
and is suitable for use with single-phase 

supplies virtually anywhere in the 
world • Complete power supply, 
power management, and power pro-

tection solution for MicroTCA systems 
• Compact, high power-density, single-

width module, 12 HP high • 600 W output power 
• 16 output channels, each capable of delivering 12 V at 7.6 A payload power and 3.3 V at 
150 mA management power • Supports N + 1 redundancy and hot swap operation
Emerson Network Power Embedded Power
www.powerconversion.com

Slim-Box Vario 
RSC No. 41087
Rack-mount enclosure 
482.6 mm (19") for 
horizontal installation • 
Front and rear slots (2 slots 
per U) for CompactPCI, 
CompactPCI Express, VME 
• EMC and ESD compat-
ible design • Includes fil-
tered fan tray (up to 4 fans 
per system) and addi-
tional cooling for rear I/O 
• Complies with IEC 60 
297-3, -101, -102, -103 • 
Made from sheet steel, 
spray-finished (black) • PSU options include hot swap plug-in or ATX power supplies • 
Configurable with rack mounting flanges, as desk or benchtop system • Options include 
mounting for storage media (hard drives) and CD-ROMs
Rittal/Kaparel
www.kaparel.com

4-slot Power Backplanes
RSC No. 41289
Intelligent 4-Slot Power Back-
planes for CompactPCI and VME 
applications • Intelligent Power 
Backplane with integrated and 
configurable microprocessor • 
Detects the status of each power 
supply and reports to the system 
using the ACFAIL signal • Automatic 
control if every power supply unit 
is properly inserted • All settings 
and addresses can be configured 
by using DIP switches • Current 
capacity up to 128 A • Temperature 
range from -40 °C to +85 °C
Hartmann Elektronik
www.hartmann-elektronik.de

MN4L+
RSC No. 40926
Linux NAS + iSCSI 4-bay network attached 
storage server enclosure (silver and black) • 
4-bay NAS utilizing Intel Pentium M CPU and 
512 II DDR memory for ultimate performance 
• Built-in account management allows safe 
data keeping by giving read-only or full read/
write to specific permission to users or group 
• 1 eSATA, 2 USB 2.0, and 1 FireWire 400 
external hard drive expansion ports • Built-in 
snapshot, NAS-to-NAS folder replication, 
iSCSI initiator and target support • Utilizing 
the latest SATA II technology, the MN4L+ 
supports hot-swap with RAID I (mirroring), 
RAID 0 (stripping), and RAID 1+0, RAID 5, and 
RAID 6, providing protection against hard drive 
failures or expanding usable drive space
Sans Digital
www.sansdigital.com

AdvancedTCA Front Panel with IEA-R Handle
RSC No. 40725
Die-cast base assembly for sheet metal panels • Integrates the alignment pin and thumb-
screw into the die-cast, eliminating the need for secondary operations during the manu-
facturing process • Die-cast base attaches to the end of the front panel • Provides a 
dedicated surface area for customized logos • Spring-loaded IEA-R handle is compatible 
with the die-cast base and features a robust die-cast metal latch to stand up to rug-
gedized applications • Customization features allow for serial numbers, logos, or board 
identification labels to be placed directly onto the handle • Ships fully assembled – the 
bushing block, spring, and handle are held in the fixed, final assembled position for quick 
and easy installation to the PCB • Adds strength and durability to the panel • Integrates 
the alignment pin and thumbscrew into die-cast base • Reduces hidden assembly costs 
• Simplifies board assembly • Compatible with various industry-standard AdvancedTCA 
handles • Increased reliability 
Schroff a Brand of Pentair Electronic Packaging
www.schroff.us

Reinforced MicroTCA Faceplates
RSC No. 40990
Family of MicroTCA.0 R1.0-compliant, 
fastener reinforced faceplates • Front 
locking attachment flanges with M3 
captive screws, top and bottom • 
A lightweight, robust aluminum profile 
• Increased security for use in rough 
service • XTech’s faceplate retention 
flange complies with MicroTCA.0 R1.0 
specifications • It saves manufacturers 
the time and expense of devising in-
house solutions, and offers the industry 
a new, ready-to-use integrated product 
line • The fastener-reinforced faceplates 
are fully assembled and are available in 
compact, full-size, and mid-size config-
urations at single and double width
XTech
www.xtech-outside.com
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Single 
Prin

t O
nly

http://www.compactpci-systems.com/products
http://www.compactpci-systems.com/products
http://www.powerconversion.com
http://www.kaparel.com
http://www.hartmann-elektronik.de
http://www.sansdigital.com
http://www.schroff.us
http://www.xtech-outside.com


Single 
Prin

t O
nly

http://www.xtech-outside.com/productcatalog


Single 
Prin

t O
nly

http://www.elma.com



