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Linux: Not for license 
dodgers
By Rory Dear

The response to most “Why are you con-
sidering Linux?” questions is rarely “On 
its own merits” and invariably “Because 
it’s free.” Product designers often per-
ceive Linux exclusively as an opportunity 
to circumvent license costs on their bill 
of materials, with the apparently obvious 
conclusion that their product’s sale price, 
or profit margins, will improve as a result.

This is naturally disappointing, primarily 
as it demonstrates approaching design 
from a purely cost perspective at the 
expense of quality, functionality, or reli-
ability (an approach that, thankfully, is 
pretty rare in our embedded industry). 
The lure of “free” is clearly too much; 
but the pitfalls of blindly following an 
(allegedly) free route may only become 
obvious later. 

Before moving on from the zero license 
cost headline that Linux stalwarts so 
often wave, it’s worth noting that whilst 
Linux for personal use is, by definition 
and design, free of license cost, this 
isn’t always true for commercial vari-
ants. Yes, the fundamental open source 
mantra remains, but there are many 
commercialized versions of Linux that 
do charge a license fee – always verify 
this before beginning your operating 
system (OS) evaluation.

Once you’ve established your Linux 
flavor truly is license cost free for com-
mercial implementation, you’re a step 
closer to a real comparison, but not 
there yet. I’ve seen many leap blindly 
into specifying Linux on embedded 
systems with the ill-informed assump-
tion that development and deploy-
ment effort against license fee-based 
OSs needn’t be considered. In fact, the 
opposite is true. 

Consider license cost as inversely propor-
tional to development and deployment 
effort. Logistically, with license fee OSs, 
the charge covers the effort spent cre-
ating a platform that is as ready to use as 
it can be. With license-free OSs, no such 
funding exists through license sales, so 
the onus is on the implementer to con-
figure that OS to perform as needed.

Additionally, if we focus purely on Linux 
versus Windows (as this is the most 
common debate), a high percentage of 
the public (and quite possibly even your 
children or grandchildren) could configure 
a Windows installation that is 95 percent 
perfect for your product, with the addi-
tional 5 percent covering industry-specific 
configurations such as kiosk modes, write 
filters, and security. Put a standard Linux 
desktop in front of those same people and 
the majority will stare blankly at a setup 
that is inherently alien to them – that’s 
without considering how many variants of 
Linux there actually are!

I’m by no means discrediting Linux. For 
seasoned Linux developers I have few 
arguments to suggest they migrate to an 
OS with fees, but that isn’t the issue. The 
issue is those with no Linux experience 
and no willingness to pay a third party 
to deploy Linux into their embedded 
system specifying it anyway because it’s 
“free.” From experience, I’ve seen these 
individuals attempt to lean on embedded 
hardware suppliers for support through 
this alien software development cycle 
and facilitate them dodging OS license 
fees, though embedded hardware sup-
pliers are rarely in a position to provide 
that level of support. This is an interesting 
argument itself, as I’ve seen scenarios 
where a Windows user, sourcing the 
license through their hardware provider 

thus providing some financial support 
coverage, wished to migrate to Linux. 
With no Linux experience at all, they 
attempted to put that task on the hard-
ware supplier, who is expected to fund 
this effort despite successful completion, 
meaning reduced business!

Clearly, that plan for first-time Linux inte-
grators is doomed to failure, so what 
should an OS specifier do?

The very first question must be, 
“What quantities am I producing?” 
Understanding this will give you the 
constant you need to balance devel-
opment effort with unit cost. As a very 
crude demonstration, with a choice 
between a license cost of $100 and 
$0 development effort or a $0 license 
cost and $10,000 development effort, 
the point of intersection is 100 units. 
Above 100 units, and the license-free 
route will reduce overall cost; below it 
and the license-free route costs increas-
ingly more. Further considerations 
include current and future hardware 
support (will drivers be free, or at your 
expense?) and connectivity (what will 
your product interface with today and in 
the future, and is that likely to require 
further development effort?).

This will have raised the question 
“Should I use Linux?”

Linux is a mature OS that is proven and 
can be very reliable. So the answer is 
“Maybe.” Armed with the facts, and 
given the hidden costs, you should be 
able to make an informed financial eval-
uation of available solutions. Remember, 
the key driver may be the application, 
the quantity, or the product’s functional 
longevity. Or, it may be YOU.  
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Voice-powered 
Internet of Things
By Curt Schwaderer, Editorial Director

IoT solutions are about innovative, intui-
tive approaches that make the way we 
live, learn, work, and play easier and 
more interactive. Perhaps the thing that 
pops into your mind is a smartphone or 
tablet with a touchscreen where you tap 
and type your way to using the system. 
Applications like medical and home auto-
mation often involve wearable devices 
and/or small embedded systems with no 
touchscreens. In these situations, inter-
acting with the device may come down 
to cumbersome button-press sequences 
or “hold until this light blinks.”

I discussed these challenges with 
Sensory CEO and founder Todd Mozer, 
who provided a peek into the future of 
voice-enabled sensors and devices.

Benefits of voice-enabled 
interaction
Sensory is a company that has a long 
history with speech recognition. They 
started in 1994 as an embedded speech 
recognition chip company. Their basic 
strategy remains the same, but Sensory 
has expanded to put their speech recog-
nition intellectual property into system 
on chip (SoC) microcontrollers and DSPs.

“The majority of IoT systems today tend to 
think of voice recognition being within the 
cloud, and there are complex speech rec-
ognition features that make sense to be 
there,” Mozer said describing the role of 
speech in the IoT environment. “But there 
is tremendous value in on-board speech 
recognition within sensors and devices. 
This enables a better human interface 
and enables endpoints to communicate 
amongst themselves and from device-to-
cloud. This meshed speech capability con-
cept enables IoT developers to optimize 
where the speech features are placed.”

Sensory has developed i ts 
TrulyHandsfree voice control tech-
nology targeted for IoT devices and 
sensors. Most of us have interacted 
with speech recognition with our smart-
phone, which often begins with a button 
press. TrulyHandsfree allows for speech 
recognition without having to hit a 
button, and enables ultra-low-power, 
high-accuracy command sets.

Embedding speech recognition 
is an art
In summer 2015, Sensory announced 
TrulyNatural – a deep neural net 
speech recognition technology that 
combines neural networks with deep 
learning, resulting in acoustic mod-
eling that is small enough to fit into an 
embedded system without sacrificing 
state-of-the-art accuracy. Goals of the 
system include allowing users to speak 
to devices naturally, that the speech 
recognition works even when not con-
nected to the Internet, and that there’s 
no risk of conversations being recorded 
in a distant cloud.

“We aren’t trying to do everything the 
cloud can do with TrulyNatural, but 
something specific without sacrificing 
accuracy,” said Mozer. “For example, 
something like a coffee machine 
has a specific language domain. The 
TrulyNatural system scales down to 
create a natural language interface for 
making coffee.”

Elaborating on the paradigm in which 
technology uses speech hooks to wake 
systems from very low power modes 
before they can be communicated 
with via natural speech, Todd used the 
example of, “Hey, coffee machine – I 
want a cappuccino,” to illustrate how 

there was no need to use silent breaks or 
specific wake-up phrases. “The real trick 
is for the device to be responsive when 
you’re talking to it and not interrupt if 
you aren’t.” he said.

“Truly hands free” 
development platforms
Of course, the key question for 
embedded developers is how to get 
started. Samsung ARTIK is a collec-
tion of open platforms that provide 
Bluetooth, Wi-Fi, Thread, and ZigBee 
connectivity to IoT application devel-
opers, and Sensory recently ported its 
TrulyHandsfree software to an ARTIK 
board for a home automation demo at 
CES in Las Vegas. 

“A number of people came away 
impressed with the demo”, Todd said. 
“A crowded room, lots of music, and 
background noise. There was no Internet 
connection. But when people told the 
board to turn the lights on or change the 
temperature, it just  worked”

Sensory also offers hardware-based 
solutions for “always on” speech that 
can be implemented in an SoC device 
– about 10 thousand gates that, when 
running with a microphone, consume as 
little of 100 microamps (µA) of power. 
When the system is in quiet mode, it 
consumes less current than standard 
battery leakage.

Wearables and home automation are two 
areas that spring to mind where touch-
screen-based user interaction severely 
limits usefulness. The ability to embed 
speech recognition in these devices 
extends use cases and greatly enhances 
usability for a wide range of embedded 
devices connecting to IoT systems.  
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IoT INSIDER 
Terminology and tips when 
choosing an IoT cloud platform
By Brandon Lewis, Technology Editor 

Just a few short years ago, “cloud” was the buzzword du 
jour. Terminology for an assortment of aaSes (or as-a-Service 
architectures) was being bandied about with the distinctions 
between them known only to a select few, and fewer still in the 
embedded space. Eventually though, we came to understand 
the three major types of cloud architectures as:

 õ Infrastructure as a Service (IaaS) – Virtualized data center 
resources, such as compute, storage, and networking, 
remotely accessible on a usage basis

 õ Software as a Service (SaaS) – Remote application delivery 
to end users through a web/mobile interface

 õ Platform as a Service (PaaS) – Cloud-based development 
frameworks that allow developers to manage, test, and 
deploy applications while abstracting elements of the 
underlying infrastructure 

But fast forward to today and the term “IoT cloud platform” 
has surfaced in the tech dictionary, once again making a mess 
of what we thought we knew. Seemingly overnight, hundreds 
of cloud platforms became available to IoT developers, who are 
now forced to read between vendor-specific lines to determine 
exactly what is and isn’t an IoT cloud platform. 

In order to get a better understanding, let’s start by earmarking 
some of the high-level characteristics of a true IoT cloud, con-
sidering some of the dos and don’ts along the way.

IoT cloud platform – Developer’s definition
Infrastructure requirements
From a purely developer’s perspective, an IoT cloud closely 
resembles PaaS architectures in that it enables continuous 
building, management, and delivery of IoT applications and 
services. With that in mind, however, IoT cloud platforms have 
some specific infrastructure requirements that differentiate 
them from traditional PaaS:

 õ Connectivity agnostic – A growing number of connectivity 
protocols feed sensor data back to the upper levels of IoT, 
so some sort of protocol translation layer is required to 
ensure normalized data ingress/egress. IoT cloud platforms 
typically ensure this by packaging robust networking 
libraries in the application stack or through small-footprint 
embedded agents deployed on the edge node itself. In 
either case, make sure the platform you select supports 
the widest range of connectivity possible. Needless to say, 
security is paramount for all communications, and should 
also be layered throughout the entire solution.

 õ Hardware agnostic – This may seem like a no-brainer 
given the “no one-size-fits-all” policy of the IoT, but it’s an 
important consideration given that many IoT cloud platforms 
on the market are rather software development back-ends 
for vendor-specific hardware. This is something to be wary of 
if you plan to port applications to a variety of devices. 

Although not a requirement of IoT clouds, selecting a platform 
based on established infrastructure from major industry players such 
as Amazon, Google, IBM, Microsoft, and Salesforce, or designed 
using open-source frameworks like Cloud Foundry, is a best practice 
that can help protect your development investment. Not only does 
this path eliminate the risk of partnering with a fly-by-night cloud 
vendor subject to dissolution or acquisition, but it also provides a 
high level of interoperability when integrating with other clouds.

Development deal breakers
Beyond the previously mentioned infrastructure requirements, 
comprehensive device management tools that support contin-
uous integration, testing, and deployment; a massively scalable 
database coupled with powerful analytics and visualization 
instruments; and flexible rules engines for policy creation are 
all prerequisites of a true IoT cloud development platform. If 
you’re thinking this is a lot to consider before even getting 
to the actual application development, you’re right – that’s 
because true IoT cloud platforms are driven by application pro-
gramming interfaces (APIs) and elastic programming models.

Returning to the “no one-size-fits-all” policy of IoT, the same 
holds true for cloud platforms and the tools and services they 
make available. To quote a recent blog by Dave Friedman of 
Ayla Neworks, “Integrations of other enterprise application or 
cloud platforms may not be a requirement today, but they will 
surely be in the future … Either way, cloud-centric platforms 
provide the foundation for an open interface approach.”

This means that a true IoT cloud platform provides developers 
with access to the particular cloud vendor’s own applications 
and software development kits (SDKs), but those of third par-
ties as well. If the cloud platform you’re evaluating doesn’t 
play nicely with outside software, consider that a deal breaker. 
Inevitably, any single platform will not be able to provide all the 
answers for an IoT that, quite honestly, is still under construction.

In short, a true off-the-shelf IoT cloud platform is one that offers 
basic building blocks on top of proven, reliable infrastructure. 
The best IoT cloud platform is what you create by integrating 
exactly what you need.  
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Harvesting nanowatts to 
milliwatts from ambient sources 
using advanced energy 
harvester integrated circuits
By Niranjan Pathare

In the context of energy harvesting, advanced power management integrated circuits (PMICs) function 

like a utility company that it controls the delivery of ambient power to downstream electronics. Properly 

selecting a PMIC based on five important criteria can allow system designers to augment system batteries 

or create self-powered systems.

An energy harvester is an electrical power 
source. It operates by absorbing energy 
present in the ambient source and then 
presenting this absorbed energy at its 
output to be used by downstream elec-
tronics. Some common examples of har-
vesters are silicon devices that exhibit 
the photovoltaic effect (solar cells) and 
the thermoelectric effect (thermoelectric 
generators). The former acts as a power 
source by converting impinging light 
energy to create an electrical voltage; the 
latter converts temperature differences 
(thermal energy) to an electrical voltage.

In both cases, electric current flows 
when the source is connected to an 
electrical load, and thus power is trans-
ferred from the ambient source to the 
device under operation. Solar cells and 
thermal electric generators (TEGs) can 
be likened to a battery. Both have no 
moving parts and can provide power 
to run electronics. Some harvesters, 
however, like the 1,000-year-old wind-
mill or its modern version – the wind-
turbine – do have moving parts. Others 
that are based on the piezoelectric 
or electromagnetic effect also have 

moving parts. Piezoelectric harvesters 
are silicon-based devices that harvest 
motion; they convert kinetic energy to 
electrical energy.

While the harvester is an important piece 
of the energy harvesting puzzle, in most 
cases it cannot function alone. Another 
piece of silicon, the power-conditioning 
IC, is vitally important. This power-condi-
tioning IC, also known as the energy har-
vesting PMIC, is the critical link between 
the harvester itself and the downstream 
electronics. The PMIC functions like the 
gatekeeper or the utility company in that 
it controls the delivery of ambient power 
to the user.

The energy harvesting PMIC
Unlike a battery that provides power 
for a limited time, a harvester can pro-
vide power for eternity – or at least for 
a very long time, which can measure in 
years or even decades. One drawback 
of many harvesters is that they are a 
very weak or low energy source. A 
weak energy source will not be able to 
satisfy the demands of today’s power-
hungry applications. Some harvesters 

provide energy intermittently (most 
solar cells will not operate under low-
light conditions, such as in darkness). 
The role of the PMIC is to receive weak 
and intermittent energy, and to condi-
tion and transform this energy into a 
usable form.

An effective energy harvesting IC should 
be able to perform the following impor-
tant functions:

1. Provide the necessary electrical 
interface to the harvester to ensure 
maximum power transfer under the 
given ambient conditions.

2. Receive the energy output by the 
harvester when conditions are good 
and store this energy in a storage 
device for later use.

3. Manage (control) the power transfer 
to the electrical load (typically down-
stream electronics) while making 
sure that high energy demands from 
the load do not expose the system 
to the risk of abrupt power loss and 
the resultant system failure.

4. Be able to manage its own start-up 
using only the weak harvester source 

Energy Harvesting
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in case the rest of the system is 
dead due to loss of power from the 
storage device.

5. Use very little energy to keep itself 
running. In other words, maximize 
energy transfer from the harvester 
source to the storage element. This 
is especially critical when the source 
is very weak.

Now let’s review the important aspects 
of each of these five functions.

Maximum power point tracking
Harvesters like the solar cell and a TEG 
have a complex relationship between 
their excitation source (light and tem-
perature, respectively), and the power 
they produce. For any given set of 
external conditions, they have a single 
operating point that produces maximum 
power. It is the job of the energy har-
vesting PMIC to “present” and “track” 
a load resistance to the harvester that 
forces it to operate in its maximum 
power point region, depending on the 
ambient conditions. As the ambient 
conditions change (for example, it gets 
brighter or darker), an energy harvesting 
PMIC with the maximum power point 
tracking (MPPT) feature will be able 
to adjust such that maximum power is 
drawn under all conditions.

There are several strategies to create an 
effective MPPT scheme. The most com-
monly used for its simplicity and rela-
tively high accuracy is the open circuit 
voltage scheme (VOC). In this method, 
the output voltage of the harvester is 
regulated to a fixed value, which is an 
empirically derived ratio of the periodi-
cally measured “open circuit voltage” 
(under zero load current conditions). For 
example, most solar cells can be regu-
lated to between 75 and 80 percent of 
their VOC to operate in their maximum 
power point region.

In our example using the bq25570 energy-
harvesting PMIC, the MPPT can be easily 
implemented using an external resistor 
network (Figure 1).

Energy storage management
The energy harvesting PMIC performs 
the critical role of receiving energy from 
the harvester and storing it in a storage 
element for later on-demand use. Most 
energy harvesting PMICs work with a 

wide variety of storage elements, such 
as conventional capacitors, supercapaci-
tors, Lithium-Ion (Li-Ion) rechargeable 
batteries, and thin-film batteries.

As most storage elements have an 
upper limit of charge and a lower limit 
of discharge, accurate management 
of these and other related parameters 
is very critical in an energy harvesting 
system. Features such as an indication 
that battery level (or storage element) 
is “good” or “not good” are important 
in designing a flexible system. Many 
energy harvesting PMICs provide these 
aforementioned functions, offering 

system designers the flexibility to set 
external resistors in order to manage the 
charging and discharging levels of the 
storage element, as well as the “battery 
good” level setting (Figure 2).

Managing power transfer to the 
electrical load
For safe operation of the system, the 
“health” of the storage element is 
used to determine when a load can be 
applied or should be removed. Typically, 
energy harvesting PMICs will monitor 
the voltage on the storage element to 
provide an indication (signal) of whether 
the storage element is good.

Setting MPPT in an energy harvesting IC.Figure 1

Managing energy transfer to the storage element.Figure 2
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As long as the voltage is not below a 
pre-determined value, the load can be 
applied and will be allowed to consume 
power. If the voltage of the storage ele-
ment falls below that pre-determined 
value, the PMIC can provide a signal to 
the microprocessor and take some pre-
ventative actions. For example, the duty 
cycle may be reduced, or only certain 
“keep alive” circuits will be allowed to 
be powered to conserve battery life.

In the system depicted in Figure 2, 
this can be achieved by using a switch 
between the regulated output pin and 
the load. The switch can be opened or 
closed by the microprocessor based on 
the status of the VBAT_OK signal.

Manage its own power-up –  
The cold startup
The cold startup circuitry is vital for 
system operation when the storage ele-
ment is fully depleted and the system 
has no indigenous power. In such cases, 
the energy management PMIC has 
to rely on the harvester to power up. 
However, as mentioned, harvesters can 
be weak energy sources, outputting only 
a few hundred millivolts (mV), so it fol-
lows that the energy harvesting PMIC 
must be able to startup using the few 
hundred millivolts from the harvester. 
With the wide variety of energy har-
vester ICs available, each have their own 
specific cold startup specification. For 
instance, the bq25570 startup occurs at 
approximately 330 mV (Figure 3).

Quiescent current – 
The silent killer
Quiescent current of the 
energy harvester PMIC 
needs be as low as pos-
sible. Keeping this current 
low minimizes the overall 
system sleep current. An 
energy harvesting system 
usually spends most of 
its life sleeping, wakes up 
intermittently to make and 
transmit measurements, 
then goes back to sleep 
again. The more time spent 

in sleep, the more sleep current becomes 
paramount to battery life (Figure 4). 
Arguably, no other system parameter 
has a greater impact on the success or 
failure of an energy harvesting system 
than sleep current. When it comes to qui-
escent current, not all energy harvesting 
PMICs are born equal. The range of avail-
able options varies dramatically. Some 
have quiescent currents in the milliamps 
(mA), while a select few have quiescent 
currents in nanoamps (nA), the latter 
being the best of the best.

Summary
The energy harvesting PMIC is a crit-
ical component of an ultra-low-power 
energy harvesting system that operates 
in the nanowatt (nW) to milliwatt (mW) 
range. Such systems are finding a wide 
range of applications, such as sensors 
for industrial as well as consumer. Often 
the sensors are battery operated, and 
extending the battery life is a big con-
cern for system designers.

There are many factors to consider when 
selecting an energy harvesting IC. In this 
article we examined some of the more 
important features of these integrated 
circuits – such as maximum power point 
tracking, cold startup, energy storage, 
managing the load, and quiescent current. 
Properly selecting an energy harvesting 
IC allows system designers to creatively 
use ambient energy to self-power their 
applications, or augment the on-board 
battery to provide longer run time.

Niranjan Pathare, Marketing Manager, 
Battery Management Solutions, is an 
Emeritus Member of Technical Staff at 
Texas Instruments.
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Startup on the bq25570 occurs at approximately 
at 330 mV.Figure 3

Sleep current becomes dominant as activity interval increases.Figure 4
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Current and future 
possibilities with wireless 
energy harvesting
By Frank Schmidt

Energy can be found everywhere – in the movement of doors and windows or machine components, 

the vibration of motors, changing temperature, or variances in luminance level. These energy sources, 

which usually remain unused, can be tapped by means of energy harvesting to power electronic devices 

and transmit wireless signals. This technology is just starting to unfold its potential. The improvement of 

components and system design setup will open up new applications, particularly in the field of the Internet 

of Things (IoT).

Wireless energy harvesting tech-
nology is already well established in 
the building automation sector, and 
has bridged control of lighting, HVAC, 
and other elements of building tech-
nology to smart home, smart metering, 
and energy management systems. 
From these industries, platform-based 
approaches to wireless energy har-
vesting have evolved that can be 
transferred to many other applications 
where data capture and processing 
are combined with wireless commu-
nications. Such platforms incorporate 
energy converters, wireless transmit-
ters, energy-efficient radio protocols, 
and development tools that, depending 
on the energy requirements, can enable 
wireless applications that work inde-
pendent of cables and batteries.

To date, energy harvesting technology 
provides three primary sources of 
energy to power wireless modules: 
motion, light, and temperature differ-
ences. But before further researching 
platform approaches for these various 
modalities, it is necessary to understand 
the basic principles of a wireless energy 
harvesting system.

Basic principles of energy 
harvesting
Since most energy harvesters deliver 
only very small amounts of power, it is 
a pre-requisite that they accumulate 
energy over time while losing only a small 
fraction of it in the process. Therefore, a 
fundamental requirement of such sys-
tems is an extremely low idle current so 
that only a tiny amount of energy is con-
sumed while in sleep mode. 

Standard consumer electronics devices 
today have a standby current in the 
range of a few milliamps (mA), whereas 
power-optimized embedded designs 
typically achieve standby currents in 
the range of a few microamps (µA), an 
improvement factor of 1,000. In com-
parison, the latest generation of energy 
harvesting wireless sensors requires 
standby currents of 100 nanoamps (nA) 
or less, an improvement by a factor 
of 10,000 or more.

When in active mode, the available 
energy has to be used as efficiently as 
possible. This requires an optimized 
communication protocol used for 
transmitting data wirelessly. There are 

protocols in sub-1 GHz and 2.4 GHz 
spectrum ranges that are optimized 
for ultra-low-power communication, 
such as the ISO/IEC 14543-3-1X stan-
dard. Transmissions are just 0.7 milli-
seconds in duration and transmitted at 
a data rate of 125 kilobits per second 
(kbps). Although the transmission 
power can be up to 10 milliwatts (mW), 
only 50 microwatt (µW) seconds of 
energy are required for a single trans-
mission. The range is up to 100 feet in 
buildings and 1,000 feet in the free field.

Selecting the appropriate energy har-
vesting technique is dependent upon 
the application, with factors for selecting 
motion, light, or temperature as a sys-
tem’s primary power source contingent 
upon environment, output power, and 
other variables. Once identified, how-
ever, leveraging a complete platform 
that provides room for component opti-
mization can help ease product integra-
tion and improve overall performance of 
the energy harvesting system.

Energy of motion 
A core element of many wireless 
energy harvesting solutions is an 

Energy Harvesting
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electro-mechanical energy converter, which, as its name sug-
gests, converts mechanical energy into electrical energy that 
becomes immediately available. 

In electro-mechanical energy converters, a magnetic flux is 
passed through two magnetically conductive laminations by a 
small but very strong magnet, and enclosed in a U-shaped core 
wrapped in induction coil (Figure 1). The magnetic parts are 
held in position by a plastic frame and spring-loaded clamp, but 
the U-shaped core leading through the coil is movable and can 
be positioned in either of two ways. In each position the core 
touches the opposite magnetic pole, resulting in a reversal of 
the magnetic flux in the U-core. This design ensures maximum 
magnetic flux alteration through the coil with minimal move-
ment of the core, and therefore high efficiency with the smallest 
amount of energy waste. 

Energy of light
Light is one of the most popular sources of renewable 
energy, and solar modules are often used to power different 

kinds of sensors, including temperature, window and door 
contacts, humidity, light level, occupancy, or CO2 sensors. 
However, using miniaturized solar modules, indoor light can 
also be used to supply electricity for ultra-low-power wireless 
radio modules. 

For example, sensor modules can be outfitted with modern 
solar cells that generate an operating voltage of 3 V at 200 lux 
– enough power to transmit a measured value every 15 minutes 
in uninterrupted operation mode after just 3.6 hours of daytime 
charging (Figure 2). An additional charge capacitor can ensure 
an adequate power reserve to bridge intervals when little or no 
light energy can be harvested, such as in complete darkness 
where a fully charged energy storage device can ensure reliable 
operation for up to four days. 

Furthermore, radio modules that execute sensor and actuator 
operations rapidly and turn off promptly when not in use can 
help save energy. For this purpose, sensor modules must incor-
porate special timers that only draw about 100 nA of current, 
fully deactivating all other components during sleep phases 
and waking them again when they are required to operate.

Energy of temperature
Temperature differentials contain a lot of power and are ideally 
suited as a source for energy harvesting. The yield from tem-
perature variances can be enough to operate not only wireless 
sensors, but wireless actuators as well. 

Energy delivered by thermo generators (so-called Peltier ele-
ments) often have a pronounced drawback – namely that they 
only produce very small voltages of about 10 milliVolts (mV) 
per 1 ºC. Electronic circuitry connected to this, such as a sensor 
module, requires a typical supply voltage of 3 V. A DC/DC con-
verter closes this gap, with such optimized oscillators beginning 
to resonate upwards of 10 mV input voltage (Figure 3). At 20 mV 
or more (about a 2 °C temperature differential), a useful output 
voltage of more than 3 V is generated. 

When using a heatsink, approximately 100 µW of energy is 
produced from a temperature difference of only 7 °C. A typ-
ical batteryless wireless module that is waked every two min-
utes to send a transmission only requires about 5 µW, and the 
remaining 95 µW is enough to power a number of actuators, 
such as heating valves, air flaps, or other mechanical devices. 

Advances in energy harvesting: More efficient, 
lower consumption, higher capacity storage
The next generation of radio technology will enable up to ten 
times longer radio ranges for wireless transmissions of more 
than three kilometers for outdoor applications with high range 
requirements. The increased energy demands for such long dis-
tances will need to be met through the progression of energy 
harvesting technology and associated building blocks.

Lowering device energy consumption is an important adjustment 
for improved performance, especially for critical functions such 

With an energy output of 120 µW and a typical completion of 
more than 1,000,000 switching cycles at room temperature 
(25 ºC), the EnOcean ECO 200 electro-mechanical energy 
converter leverages a U-shaped core architecture to 
transmit up to three radio transmissions per operation when 
combined with an according wireless module.

Figure 1

The solar-powered STM 330 temperature sensor module 
harvests light energy to generate a 3 V operating voltage 
at 200 lux.

Figure 2
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as the sleep and receiver current of sensor nodes. Tests have 
already shown that a 10x reduction in timer currents is technically 
achievable for the next generation of sensor modules.

Advances are also being made that will improve the efficiency 
of motion, light, and temperature-based energy harvesting 
technology in the coming years, with research revealing the 
efficacy of new designs and innovative deployment models:

 õ Motion – New types of mechanical energy harvesters 
using rotational motion, for example, can make use of 
the energy of flowing gases and liquids. 

 õ Light – Light will remain one of the most frequently 
used energy sources, as next-generation products will 
combine higher efficiency solar cells with improved 
performance under low light conditions. While today’s 
limit of operation is light intensities of about 100 lux 
at 5 percent efficiency, tomorrow’s solar cells based 
on organic material or dye-sensitized technology 
will operate down to 10 lux light intensity with more 
than 10 percent efficiency. 

 õ Temperature – Harvesting temperature differentials is 
only beginning, with one new option being to harvest 
day and nighttime temperature differences in outdoor 
applications. These harvesters, which already work in 
the laboratory, will enable very robust sensor nodes that 
operate independently of light and are not sensitive to 
dirt. For example, they may be deployed underground, 
which is often the case in industrial environments.

 
Besides the energy need, research is also evaluating 
improved storage components. The target is to store har-
vested energy for weeks to several months without new 
ambient energy impulses being required. This could enable 
batteryless sensors that can “sleep” for much longer periods 
of time, retaining energy stores until an incident wakes them 

to measure and send signals. This is particularly interesting for 
alarm systems in dark environments, for example in a forest or 
other poorly illuminated areas.

Future applications for energy harvesting 
wireless
Current wireless energy harvesting architectures and 
emerging technologies are enabling new applications in 
almost every field of industry based on communications 
powered by the surrounding environment. The specific 
benefits of energy harvesting are currently contributing to 
the improvement of existing systems and the development 
of new IoT use cases in applications that include structural 
health monitoring, environmental monitoring, healthcare, 
and automated logistic processes, though the potential 
applications are almost as unlimited as the available energy 
sources themselves.

Frank Schmidt is Co-Founder and Chief Technology Officer at 
EnOcean GmbH.
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The ECT 310 DC/DC converter, together with a Peltier 
element, can produce enough energy to power a wireless 
module and multiple actuators.

Figure 3
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Fundamentals of IoT device 
management
By John Weber

Four fundamental device management requirements exist for any Internet of Things (IoT) device deployment: 

provisioning and authentication, configuration and control, monitoring and diagnostics, and software 

updates and maintenance. Here, each of these is defined.

Once an IoT device is installed, it is not a 
“fire and forget” scenario. There will be 
bug fixes and software updates needed; 
some devices will fail and need to be 
repaired or replaced; and each time this 
happens your company is on the hook to 
minimize downtime – not only to keep 
your customers happy, but to ensure 
that you protect your revenue stream.

How do you ensure this? By designing 
thoughtful device management into 
your product. Any IoT system must 
address four fundamental categories of 
device management, which are:

 õ Provisioning and authentication

 õ Configuration and control

 õ Monitoring and diagnostics

 õ Software updates and maintenance
 
This article summarizes each of these 
categories, while a follow-up piece will 
cover specific implementations and 
delve into certain commercial device 
management products.

Provisioning and authentication
According to IDC, the number of 
Internet-connected devices is expected 
to reach 30 billion by 2020.[1] Many 
device manufacturers are largely inexpe-
rienced in matters of security, and attacks 
from the hacking of Foscam security 
cameras to remotely attacking con-
nected Jeeps have already been widely 
publicized.[2, 3] Recently, Rob Joyce, the 
NSA’s lead hacker, said the IoT is an 

excellent way to attack a target 
because devices provide a way of 
entering a network that are often over-
looked by sysadmins.[4]

Device authentication is the act of 
securely establishing the identity of the 
device to ensure that it can be trusted. 
A cloud-hosted service that the device 
connects to needs to know that the 
device is actually a genuine device, is 
running trusted software, and is working 
on the behalf of a trusted user.

Provisioning is the process of enrolling 
a device into the system. Authentication 
is part of that process, where only 
devices that present the proper creden-
tials are registered. The exact details 
of this process can vary widely based 
on implementation. However, in most 
applications, the device being deployed 
is loaded with a certificate or key (stored 
in a secure memory area) that identifies 
it as authentic, and knows the server 
URL to connect to in order to enroll 
itself. When the device is first plugged 
in and connected to the local network, 
it “calls home,” and then, based on the 
credentials and other information such 
as the model and serial number of the 
device, it might receive further configu-
ration data.

Configuration and control
Unless you are a glutton for punishment 
and want to preconfigure every device 
you ship with the specifics as to where it 

will be installed and how it will be used, 
you’ll be shipping a device with some 
sort of generic configuration. Most of 
the time, your device will need to be 
further configured by the end user with 
attributes such as its name and location 
and application-specific settings.

In a fleet-management example, a 
device is used to track the location and 
certain on-vehicle telemetry and report 
that information back to the cloud via a 
cellular connection. Certain parameters 
will need to be written once the device 
is installed, such as the unique ID of 
the trailer or truck (perhaps the license 
plate or VIN number). Other configu-
ration settings, such as the amount of 
time between sending position mes-
sages, are also determined and pro-
grammed into the device.

To implement certain control capability 
into a system, you’ll want to remotely 
reset the device so as to achieve a 
known-good state and recover from 
errors and implement new configura-
tion changes. You may also want to 
be able reset the device to a factory 
default configuration, which is useful 
when you want to decommission a 
device or as a more invasive way to 
recover from unknown error conditions. 
Lastly, issuing a command to update or 
reload firmware is very important in 
order maintain security of the remote 
device, implement feature enhance-
ments, and patch bugs.

Edge System/Device Management
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Monitoring and diagnostics
In a system of thousands of remote 
devices, the smooth and secure opera-
tion of each device can directly affect the 
financial bottom line. Small issues can 
impact customer sentiment enough to 
hamper successful business outcomes. 
Monitoring and diagnostics are vital 
to minimize the impact of any device 
downtime due to software bugs or other 
unforeseen operational problems.

As an example, you can detect when 
something is amiss by monitoring com-
pute, storage, networking, and I/O sta-
tistics at the task or process level, and 
comparing those statistics to character-
ized nominal values. If the CPU utiliza-
tion goes up to 60 percent in a process 
that would normally consume 5 per-
cent, then that gives troubleshooters 
another data point that make identi-
fying the bug much faster. Monitoring 
network statistics can also indicate pos-
sible security breaches.

Being able to download program logs 
and dumps is also imperative to diag-
nosing and solving software bugs. 
After all, you aren’t going to be able 
to travel to the devices to debug them 
in-person with a serial terminal! The 
application developer must implement 
good program logging, while device 
management software must make that 
information available for upload when 
an error occurs. Taking that one step 
further, device management software 
might also use cloud-hosted analytics 
software to provide useful insights into 
problems that occur across multiple con-
nected devices.

Software maintenance and 
update
You may not think so, but you will 
release software with bugs in it; you will 
want to add features and functionality 
to it; and, yes, you will deploy devices 
with security vulnerabilities. Because 
this is not key value-adding function-
ality, it is viewed as an afterthought 
(just like documentation!) to most 
product developers, especially startup 
companies who are trying to get quickly 
to market. However, this is one of the 
most important aspects of device man-
agement – it is absolutely essential to 
securely update and maintain remote 
device software.

So, what does this mean? There are a 
lot of potential levels to software main-
tenance. On one level, you must have 
a process to completely and securely 
update all the device software, including 
bootloaders and binary blobs. You might 
use this to fix a security vulnerability that 
pervades the platform firmware. To fix 
application bugs or add simple feature 
enhancements and save network band-
width, you may just want to update 
the main running application software 
without touching the platform firmware.

Software maintenance in remote devices 
is a long-term, running process. You may 
not have a persistent connection to a 
remote device if, for example, the device 
communicates via a wireless connection. 
The link may not be reliable, especially if 
the device is moving. Or if there is a con-
sumption cost involved in the data con-
nection (for example, via cellular), then 
the link might be established only peri-
odically to save cost. Finally, one of the 
main reasons software updates are com-
plicated is that you need to perform them 
when there is minimal business impact.

Let’s go back to the fleet management 
example. Let’s say that you’ve had to 
make a change to the software to fix a 
bug that just requires an update of the 
main task or application. Trucks travel 
through pockets of persistent cellular 
connectivity, so they may not be on the 
network all the time. In addition, you 
wouldn’t want to schedule the update 
while the truck was moving and giving 
you the telemetry data that you need. 
You would schedule the update when 
the operator (in other words, the truck 
driver) was resting and when it was reli-
ably connected to the network.

Conclusion and thoughts
These are the fundamental functions 
of remote device management: pro-
visioning and authentication, configu-
ration and control, monitoring and 
diagnostics, and software updates and 
maintenance. All of these functions are 
fundamental and critical to the success 
of any IoT implementation.

Unfortunately, there is a major drawback 
– none of these functions adds much dif-
ferentiating value to your product. They 
are analogous to the power supply or 
the compute subsystem – fundamental 

yet uninteresting to the end user. Thus 
these features tend to not get much 
focus at the front end of product design, 
which is where it belongs. Development 
teams have to have a core belief that, 
without good device management, 
they are putting the fate of the product 
on the line. Not only that, but by having 
it they also ensure a great customer 
experience and maximum uptime and 
device security.

It takes a great deal of work to build 
this functionality from scratch. Imagine 
needing to create the capability to 
schedule a full operating system (OS) 
image download and install with error 
checking and failover in case the update 
was unsuccessful. There are commer-
cial options for device management, 
with Microsoft Windows 10 IoT as one 
example. Given that Microsoft fits seam-
lessly into many existing enterprise 
deployments, device management is 
built into Windows 10 IoT. Wind River 
Helix Device Cloud that integrates much 
more than just device management is 
another interesting commercial offering.

In a future article, I hope to explore 
these offerings in greater details.

John Weber is Market Segment 
Manager for the Internet of Things at 
Avnet.
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IT-centric IoT device 
management using Java 
and Eclipse Kura
By Walt Bowers

Java-based device application frameworks in the Open Services Gateway initiative (OSGi) model can speed 

development of Internet of Things (IoT) gateways and applications, as well as offer advanced remote 

management capabilities not available through traditional embedded agents.

The edge of the Internet of Things is 
where solutions connect, communicate, 
and interact using sensors, actuators, 
gateways, agents, and controllers. As 
technology advances, vendors are touting 
“advanced management capabilities” for 
these devices at the edge. These capabili-
ties vary, ranging from the simple ability to 
turn a device on and off to more complex 
actions such as updating software, man-
aging Wi-Fi connections, configuring secu-
rity policies, or changing data parameters.

Some platforms claim to have edge man-
agement capabilities, but microcontroller-
based solutions using an agent cannot 
offer sophisticated management fea-
tures. The following covers the limitations 
of agents and how to develop an edge 
system with advanced device manage-
ment capabilities, in particular through 
the use of the Eclipse Kura open-source 
project. By integrating an advanced 
application development framework with 
a footprint that fits an intelligent device 
controller, edge systems can easily com-
municate with cloud-based manage-
ment platforms that provide remote 
monitoring and control to save time and 
money in IoT deployments.

Agents on gateways for basic 
device management
Agents come in many shapes and forms, 
and to some degree can be implemented 

on different operating systems (OSs), but 
they do not integrate deeply enough. 

Many companies offer device manage-
ment in the form of an embedded agent 
on a gateway. This type of agent has been 
written specifically for the device, and 
often comes precompiled in a gateway’s 
development kit. In some instances devel-
opers may have access to application pro-
gramming interfaces (APIs) that permit 
some small amount of customization, 
such as the ability to set a few parameters 
on how much data is sent or when data is 
reported. Other times the agent is hard 
coded, usually in C/C++, with a narrow 
set of functions that cannot be changed.

Agents that reside on microcontrollers, 
or other constrained hardware, are not 
typically robust from a management 
standpoint and can only be modified or 
upgraded with difficulty. Therefore, if 
the application changes or the system 
needs to be updated, developers often 
have to start from scratch. While many 
vendors advertise these solutions as 
flexible for data analytics, what they 
mean is customers can do anything they 
want with data after it reaches the cloud. 
However, such agents do not offer much 
in the way of control at the edge. 

At the gateway level, a more robust and 
open device application framework is 

desirable to enable advanced device 
management features.

A device application 
framework for advanced device 
management
There is a wide range of device man-
agement solutions that reside between 
an agent on a gateway and the edge 
system itself, as more advanced IoT solu-
tions need more remote management 
capabilities than the traditional agent 
solution can provide. 

Consider a vending machine company 
with machines distributed worldwide. 
Parameters change frequently to reflect 
inventory, price, and preference, and 
operators can benefit from remote 
management in order to fix a broken 
machine, update software, add new 
product lines or services, and more. This 
type of advanced remote device man-
agement can be achieved with a device 
application framework.

A device application framework puts a 
layer between the OS and the business 
application on the gateway. This collec-
tion of cohesive software components 
lets customers modify, reconfigure, and 
maintain their application over time, so 
it evolves as market demands change. 
Furthermore, the adaptability and flex-
ibility of the architecture provides 
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competitive advantages over static, 
fixed-function agents. But there are sev-
eral key considerations before imple-
menting a device application framework 
for an edge system with advanced man-
agement capabilities, notably the mod-
ularity, flexibility, and interface of the 
specific development platform.

Standards-based and modular
Choosing a device application frame-
work that is open, accessible, and 
modular allows developers to load and 
write their own applications for man-
agement and computational purposes, 
and selecting a flexible standard ensures 
robust, well understood, and efficient 
operation at the edge. 

For example, a Java-based IoT device 
application framework can result in shorter, 
more deterministic device software devel-
opment. Using Java’s IT-centric approach 
to implementing logic in smart edge 
devices improves both device and appli-
cation management, as its robust software 
infrastructure around service delivery is 
ideal for application code development 
in connected devices. This enables easy 
code development through software sim-
ulation before porting onto embedded 
devices, and provides investment protec-
tion and reduced time to market through 
the abstraction of hardware, networking, 
security, and OS functionality.

OSGi is a modular platform for Java 
that implements a complete component 
model. OSGi provides a vendor-inde-
pendent, standards-based approach 

to modularizing Java software applica-
tions and infrastructure, and its proven 
services model allows components to 
communicate locally and across a dis-
tributed network (Figure 1). The result 
is a coherent IoT services architecture 
based on specifications that are highly 
scalable for long-term remote manage-
ment and maintenance.

Java-based applications or components 
come as an OSGi deployment bundle, 
and can be remotely installed, started, 
discovered, stopped, updated, and unin-
stalled. Configuration is simple, as devel-
opers can write other application bundles 
directly into the application management 
layer that do something completely dif-
ferent with acquired data, or simply 
extend the layer or use another bundle. 

Flexible
The ability to easily change and modify 
functionality is a must-have for device 
application frameworks today, but tra-
ditional agent solutions are not future-
proof since they have to be rebuilt 
if applications evolve significantly. A 
device application framework built on 
open standards enables communication 
with multiple management systems, 
and any platform based on the Java/
OSGi deployment model can manage 
various parts of the device from an 
application standpoint.

Similar interface
Developers do not want to have to 
perform device management differ-
ently on different systems; whether the 

Bundles Services

Java VM

Native Operating System

Life Cycle

Modules

Execution Environment

Security
The OSGi layered service model allows Java-based IoT applications to communicate locally 
and across distributed networks.Figure 1
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device at the edge is a Raspberry Pi, 
Intel Edison, or purpose-built hardware, 
it should be managed the same way. 
Using an OSGi-based container on top 
of a Java Virtual Machine (JVM) simpli-
fies application development and opti-
mizes portability across systems and 
hardware architectures.

In short, by beginning with a proven archi-
tecture and software building blocks that 
would require many years to develop, the 
use of a device application framework 
can result in shorter, more deterministic 
device software development. Once this 
standard software platform is in place, 
acting on valuable data becomes easier 
than it has ever been before.

Eclipse Kura, an open-source 
application development and 
management platform
Eclipse Kura is an open-source project 
that provides a platform for building IoT 
gateways through the use of a smart 
application container that enables 
remote management and provides a 
wide range of developer APIs (Figure 2). 
The goals of the Eclipse Kura project can 
be summarized as:

 õ Provide an OSGi-based container 
for IoT applications running 
in service gateways – Kura 
complements the Java and OSGi 
platforms with APIs and services 
covering the most common 

requirements of IoT applications. 
These extensions include, but are not 
limited to, I/O access, data services, 
watchdog, network configuration, 
and remote management.

 õ Kura adopts existing javax.* APIs 
when available – When possible, 
Kura will select an open-source 
implementation of APIs that are 
compatible with the Eclipse license 
and package it in an OSGi bundle to 
be included in the Kura default build 
(for example, javax.comm, javax.usb, 
and javax.bluetooth).

 õ Design a build environment – The 
Kura build environment isolates 
native code components and makes 
it simple to add ports of these 
components for new platforms in 
the Kura build and distribution.

 õ Provide an emulation environment 
for IoT applications within the 
Eclipse integrated development 
environment (IDE) – From the 
Eclipse IDE, applications can then 
be deployed on a target gateway 
and remotely provisioned to Kura-
enabled devices in the field.

Eclipse Kura provides a foundation on 
top of which other contributions for field 
bus protocols and sensor integration can 
reside, allowing Java developers to con-
trol behavior at the edge Built-in func-
tionalities include turning the serial port 
on or off, Wi-Fi management, remote 
data processing, and more. These remote 

management services also allow IoT appli-
cations installed in Kura to be continuously 
configured, upgraded, and deployed.

Commercial versions of the Kura device 
application framework are also avail-
able on the market, such as the Eurotech 
Everyware Software Framework (ESF) that 
provides extensions in the areas of secu-
rity, field protocol support, and native 
integration with the Everyware Cloud IoT 
service and application enablement plat-
form. Through ESF, Eurotech provides a 
set of common device, network, and ser-
vice abstraction tools for Java developers 
building IoT applications, including I/O 
access, data services, network configura-
tion, and remote management. 

Conclusion
Remote management saves time and 
money by enabling updates, configu-
ration, and troubleshooting without 
physically touching the device. In the 
medical field, for instance, remote man-
agement means a network of thousands 
of devices can be updated remotely at 
once, so patients can access the most 
up-to-date care available. In the indus-
trial market, managing devices remotely 
saves money by eliminating the need for 
technicians to service devices in the field.

Advanced Java-based device applica-
tion frameworks that abstract the com-
plexity of hardware and networking 
subsystems simplify the development, 
reuse, and remote management of 
cross-platform IoT applications. Open-
source and commercial variants of this 
IT-centric approach to device manage-
ment are available today.

Walt Bowers is an IoT Technical 
Solutions Architect at Eurotech.

Eurotech 
 www.eurotech.com 
 @EurotechFan 
 www.linkedin.com/company/38780 
 www.facebook.com/   
 Eurotech-300969971064 
 plus.google.com/   
 109070752122324620778/posts 
 www.youtube.com/user/  
 eurotechchannel

Eclipse Kura is equipped with many services for application development and remote 
device management.Figure 2
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Making money in IoT 
depends on device 
management
By David Smith

In the headlong rush to deploy devices 
and deliver on the promise of the 
Internet of Things (IoT), device man-
agement systems, which are a critical 
component of any IoT system, are 
often overlooked. As understandable 
as that may be, that critical compo-
nent makes up the framework that sur-
rounds and supports the deployment 
of millions of devices in geographi-
cally dispersed regions of the world, 
and is vital in the reliable acquisition of 
data and delivery of services. In other 
words, without a well-designed device 
management system in place to sup-
port edge devices over time, many IoT 
applications – not to mention 
the business models behind 
them – simply fail.

Even beyond deployment, 
the need for device man-
agement spans the entire 
lifecycle of IoT networks. It 
may begin with enabling the 
rapid deployment of devices 
and growth of networks, but 
continues through the reli-
able delivery of services and 
the successful execution of 
a profitable business model. 
In fact, to a large extent, the 
ability for companies to both 
compete and profit from IoT 
networks will depend upon 
the ability of device manage-
ment systems to have those 
networks operate according 
to the business model that 
created them.

Deployment
One of the key responsibilities of any 
device management platform is to 
provide an environment and process 
for rapid deployment of networks 
and end devices (Figure 1). To do so, 
a good device management platform 
will provide for automated activation, 
provisioning, and remote configura-
tion/update; thus eliminating time-con-
suming and often manual setup and 
configuration by installation techni-
cians. By automating those steps, instal-
lation proceeds at a faster rate, thus 
reducing the instance deployment cost 
and increasing the turn up rate. Those 

are important, as time is a simple bar-
rier to revenue for network operators 
when deploying networks and devices. 
The faster one can get those networks 
and devices up and running, the faster 
revenue will be coming in.

Remote configuration
The need for a device management 
system to provide not only the activation 
and provisioning, but also the remote 
configuration and software update of end 
devices is important. Activation and provi-
sioning are relatively generic procedures 
to allow an end device to identify itself and 
connect to a network using a specified 

 MultiTech’s DeviceHQ provides complete activation, provisioning, configuration, and software update 
capabilities for LPWAN and cellular end devices.

Figure 1
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channel and usage plans. Basically those 
procedures set up an authenticated com-
munication channel. Configuration and 
software update allows the tailoring of the 
installed end device to the particular envi-
ronment or role into which it was installed, 
thus generating the specific data that the 
end device will provide. By allowing those 
functions to be handled by the device 
management system, large numbers of 
generic devices can be deployed and 
brought online rapidly, thus spurring the 
realization of IoT (Figure 2). 

Communications
Of course, once the networks are 
up and running and the end devices 
deployed, the communications must 
be managed to keep those end devices 
reporting and the networks handling 
the data. Reliable delivery of services 
by public and private networks is abso-
lutely required for IoT to be successful. 
Managing an end device’s use of energy 
and communication bandwidth pro-
vides for continued operation, as well 
as increased co-existence and density 
of end points within a given region.

Communication channel management 
is also vital to be able to deploy large 
numbers of end points. The expecta-
tion with non-cellular IoT end devices 
is that the density of such devices will 
ultimately outstrip cellular by a factor 
of 100 to 1000. Many of those non-
cellular devices will be in the LPWAN 
arena, which today utilizes mostly ISM 
band spectrum. Even assuming that the 
use of licensed spectrum for LPWAN 

technology will begin in earnest within 
a couple of years, the relatively lim-
ited ISM spectrum bands available to 
LPWAN end devices will require careful 
ongoing device channel management to 
maximize endpoint density. Device man-
agement provides tools to allocate valu-
able on-air time and frequency spectrum 
to devices as needed and in response to 
changing conditions. Use of those tools 
will maximize network capacity and end-
point density to allow for greater rev-
enue generation.

Power management
Energy management is particularly 
important for battery powered end 
devices, as extended lifetimes at the 
edge of current battery technology are 
commonly demanded in IoT applica-
tions. The ability to make incremental 
improvements in execution and energy 
management in end device software 
over the air (OTA) to further extend 
usable lifetime or expand data acquisi-
tion capability can, in and of itself, pay 
for any device management costs.

Realizing the dream
At the end of the day though, the IoT 
dream of ubiquitous networks trans-
forming our daily lives will not happen if 
companies deploying and maintaining the 
end devices and networks cannot make 
money on them. Device management is 
one tool to make sure that required busi-
ness models can be achieved.

Through continuous energy and com-
munication channel management, end 

device and network performance can 
be kept at optimal levels to match the 
performance required by the business 
model. For example, if a business model 
requires a battery lifetime of 10 years for 
an end device that only lasts seven years, 
then that could very well make the dif-
ference between a profitable venture 
and one operated at a loss. Using device 
management platforms, the periodic 
reporting of data from an end device can 
be modified based on changing energy 
budgets at the edge to report less often, 
thus minimizing energy used in transmis-
sions and extending battery life.

It will be an exciting next few years as 
IoT devices and networks are deployed 
around the world and the first trickles 
of the eventual torrent of “thing” data 
begin to stream to the cloud. In order 
to fully realize the timeframes, end point 
numbers, and density and profitability 
of these new networks, a sophisticated 
device management capability will need 
to be included from the ground up.

David Smith is Senior Vice President 
of Engineering and Innovation at 
MultiTech.

MultiTech Systems 
 www.multitech.com 
 @MultiTechSys 
 www.linkedin.com/company/ 
 multi-tech-systems 
 www.facebook.com/MultiTechSys 
  www.youtube.com/user/  
 MultiTechSystems

MultiTech’s DeviceHQ platform enables profitable management of IoT networks by providing remote control over virtually all end device parameters, 
including communications, security, and power management.Figure 2
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Watson cognitive computing 
brings new thinking to 

IoT data analytics

Interview with Chris O’Connor, IBM

Reducing data in the data center has been a mentality in the past, but the Internet 

of Things (IoT) demands more, more, and more still. Withholding information from 

analytics systems is in essence selling IoT systems short; actively seeking it, on 

the other hand, invites challenges perhaps never-before-seen by even the most 

seasoned data scientists.

In this interview with Chris O’Connor, General Manager of Watson Internet of Things Offerings at IBM, 

he discusses how the power of cognitive computing is being harnessed through the company’s Watson 

platform – now exposed to developers through a set of application programming interfaces (APIs) – to turn 

the IoT data deluge into increasingly valuable insights.

F
 or those unfamiliar, can you 
briefly describe Watson, and then 
fill us in on what it’s been up to 
since its Jeopardy! days?

O’CONNOR: Watson is a true learning 
platform. It interacts with its environ-
ment, and the environment is both data 
and use of that data. It then learns what 
to expect from watching that informa-
tion. So it might identify key patterns 
that are dynamically changing. It may 
help you understand circumstances that 
you think you’ve never seen before but 
actually have based on relevant points 
of information that you wouldn’t be able 
to see otherwise because the fog of 
information would have obscured their 
view. And when working directly around 
runtimes or processes, it enables you to 
learn how to tune those processes to 
run better.

If you put 15 million text pages into 
Watson, over time it will learn where 
the best answer is for the next person 
who comes along and asks that ques-
tion. But it won’t just learn it by 
studying that everyone went there, 
it will actually learn it by where the 
answer probability was right. It will 
help tune in and provide local intel-
ligence to you, which is why it’s so 
strong in medicine. There are so many 
millions of medical records out there 
today and no doctor can consume 
them all, but if you can collectively 
learn from the set of cases, you can 
present the physician dealing with 
symptoms a learned diagnosis that 
comes from some of the best minds on 
the planet as a cognitive realization of 
how it’s put together. So it’s far more 
meaningful than index databases and 
tables and straight-line analytics.

In a nutshell, Watson from Jeopardy! has 
evolved immensely. If you think about the 
Jeopardy! timeframe, a literal room full of 
compute power was needed to get that 
cognitive intelligence to come to fruition. 
Those types of capabilities now can go 
down into packages that are the size of 
small shoeboxes. Just the advancement 
in understanding the amount of program-
ming, the amount of compute power 
needed, and the continual advancements 
of compute power, the industry itself 
allows us now to take what used to be 
large, room-sized efforts and consolidate 
that down into highly repeatable mod-
ules of hardware/software technology. 
That really provides the next step of what 
Watson’s been up to, which is that Watson 
can now start to exist in the cloud. 

Think about going out to cloud data 
centers and putting Watson population 

Big Data Analytics

Chris O'Connor 
IBM
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centers into those data centers, and 
sharing the capabilities so people can 
subscribe and run a Watson service 
for their own tuning, whether that’s 
legal work or in healthcare, or whether 
that’s around the Internet of Things or 
some other industry that they imagine. 
Watson then sits as a service. We’ve put 
a service-oriented architecture on top 
of it, and Watson now sits as a set of 
APIs that you can call, whereas before 
you programmed Watson for a single 
purpose. Those APIs are specific to cer-
tain types of actions – some might be 
around voice, others might be around 
machine language, some might be 
around video, some might be around 
unstructured text processing – and all 
of these are now separate APIs that you 
can call, start to use yourself, and train 
so you can run your own “education” 
program on a fresh Watson for your 
own purposes. 

H
 ow do you see Watson’s cognitive 
computing playing out in the Big 
Data of billions of data streams 
generated by the IoT?

It really plays out in a variety of ways. If 
we hook up a camera to an IoT device 
and watch the performance of some 
machine by making that camera a data 
feed, you now have the device’s infor-
mation and you also have the informa-
tion of what the camera says it’s doing. 
Those often are the exact same things, 
but sometimes they’re not. And some-
times there are nuances around the 
device that also can get captured by 
the camera that can help provide infor-
mation as to why performance anoma-
lies are happening – somebody may 
have left a wrench, somebody might 
have put a coffee cup down, somebody 
might have moved another machine too 
close and it added too much heat. All 
of those things become a data stream 
off the camera, and Watson is able to 
process the device data and the camera 
data, and, in its simplest form, learn 
about what’s normal and identify what 
the variants are and also allow you to 
do variance understanding or matching 
around certain events. That’s a very 
simple example around Watson.

If you have a large manufacturing floor, 
you probably do have 15 million pages 
of text associated with every machine 

there. We all know that a manufacturing 
floor is supposed to run as an orchestra, 
where parts are put together and move 
down a line and eventually you build a 
finished good out of what happened 
on that manufacturing floor. So, if you 
have all of these machines that build 
something with 15 million pages of 
manuals underneath them and there 
are symptoms that come out in your 
end devices, they might be the result of 
tolerances, they might be heat statistics, 
they may be signatures, or it may even 
be the look and feel of the device itself 
at a base level. If you want to go back 
and query what those 15 million pages 
would have told you about the device 
and which ones could be relevant to 
why that color came out the way it did 
or why the tolerance was there, it’s a lot 
of learned knowledge applied against 
a lot of pages to make that happen 
manually. In Watson you’re able to start 
to draw corollaries and look through 
that unstructured information in a way 
that let’s the actual device performance 
be compared to what the manuals say, 
and bring the manuals into a learning-
oriented environment that allows you to 
look through that information quickly. 
And as you see common symptoms and 
use the system over time, it becomes 
your source of expertise to help keep 
producing whatever you’re making and 
to keep the manufacturing floor, which is 
itself an IoT “thing,” moving efficiently.

Y
 ou mentioned the various 
Watson APIs. Are they available 
as part of IBM’s cloud platforms?

The Watson APIs are all available on 
Bluemix, and there is a wide variety of 
them – some related to the Internet 
of Things, some not. Inside of the IBM 
Watson IoT Platform (formerly IoT 
Foundation) we have included a subset 
of those that are relevant, so if you 
become an IBM Watson IoT client we’ve 
pre-integrated the Watson APIs as a fea-
ture that you can use the same way that 
The Weather Company data is a feature 
that you can choose to use inside our 
platform as well.

If you think about what you want to 
have happen, just imagine an auto-
mobile driving down a road and it’s 
snowing outside. That automobile 
should not only know about itself, but 
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also the conditions around it. So it ought to have an 
idea of forecast, barometric pressure, whether there 
are icy conditions that exist, if it‘s going to keep 
snowing, or if the type of snow is going to change. In 
the cloud we can then compare the capabilities and 
tell all devices of the same type what they’re dealing 
with. As you hit certain conditions driving down that 
road perhaps with a certain type of tires and then lose 
control, you should be able to learn that event and 
then tell all cars with the same set of tires about that 
condition before it happens again because someone’s 
already learned about it. That’s the type of environ-
ment we see going forward, and we see that example 
playing out in many, many industries. It plays out on 
the manufacturing floor, in oil and gas refineries, in 
aircraft machinery. We see the combination of more 
information gaining value. 

We spent 20 years teaching people to reduce the 
data in the data center; with Watson and what we’re 
doing with IoT we’re teaching people to bring in more 
information and learn from the integration of the 
data types. That’s a big change in thought process. 
We’ve got four Watson APIs in IBM Watson IoT right 
now that we think are the strongest use cases – text, 
video, voice or audio, and machine-to-machine. We 
think those first four are legitimate starting points for 
anyone who’s thinking about doing an IoT platform, 
but we’ll be adding more.

H
ow important will cognitive  
computing be in the  
IoT moving forward?

If you look forward, the purpose of everything in the 
Internet of Things is to drive a comfort around better 
business and better lifestyle. To the degree that that is a 
learned environment, you get better business and better 
lifestyle as a continuously improving element versus 
having to wait for technology jumps. If you look back 
over time, you’ll see that there have been multiple tech-
nology jumps, but we think that with a cognitive set of 
capabilities out there it’s a much smoother and straight-
forward transition that businesses and individuals go 
through as the world transforms around us.

Quite simply, it’s the next big shift. It’s about enabling 
businesses to operate more smoothly and more edu-
cated, and for individuals it will play out in an infinite 
number of ways in our lifestyles and creature comforts.

IBM Watson Internet of Things 
 www.ibm.com/internet-of-things 
 @IBMIoT 
 www.linkedin.com/company/ibm-internet-of-things 
 www.facebook.com/IBMIoT 
 plus.google.com/+IBMInternetofThings1 
 www.youtube.com/channel/UCFNoGF7Ea-  
 FfmAjfK4ReFpA

Cognitive computing 
market to grow as 
industry extracts value 
from intelligent systems 
of systems
By Brandon Lewis, Technology Editor

As part of its study on the Digital Universe, research firm IDC predicts 
that 44 zettabytes of content will be generated worldwide by 2020. 
By that time only about half of the data created will be relevant to or 
actionable by Internet of Things (IoT) systems, but in the ensuing five 
years those percentages are projected to grow exponentially.

The availability of more IoT data will provide organizations with the 
opportunity to gain increased insight into intelligent systems archi-
tectures through the use of analytics. Moving forward, this trend will 
position analytics as a key differentiator for IoT businesses, as “The 
value of the IoT solution is proportional to the speed and number of 
times the original IoT data is analyzed,” says Vernon Turner, Senior 
Vice President and Research Fellow for the Internet of Things at IDC. 
“The more IoT data is churned or read, the more value and innova-
tion happens.”

Where traditional big data analytics provides some worth, cognitive 
computing leverages machine learning, artificial intelligence, and 
deep learning technology that applies analytics to semi-structured 
and unstructured data sets quickly and at massive scale. The result 
is high value systems of intelligence that accentuate actionable IoT 
data, using “cloud platforms that broker new and different data 
sources and have interfaces that support an open data platform 
‘funnel’ to feed the beast,” Turner adds.

Based on these developments, IDC forecasts spending on cogni-
tive systems to reach $31.3 billion in 2019, growing at a compound 
annual growth rate (CAGR) of 55 percent over the next five years. 
For more information, visit www.idc.com.
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Analytics-driven embedded 
systems, an introduction
By Paul Pilotte

The goal of the Internet of Things (IoT) is to acquire data from various embedded systems and impart 

analytical processes on that data to improve performance, efficiency, and business outcomes. In part one 

of a three-part series on designing analytics-driven embedded systems, best practices for the acquisition 

and pre-processing of IoT data are reviewed.

Analytics-driven embedded systems are 
here. The ability to create analytics that 
process massive amounts of business and 
engineering data is enabling designers in 
many industries to develop intelligent 
products and services. Designers can use 
analytics to describe and predict a sys-
tem’s behavior, and further combine ana-
lytics with embedded control systems to 
automate actions and decisions.

In some implementations, the ana-
lytics are performed in the cloud to 
improve embedded system perfor-
mance. Borislav Savkovic, a controls 
systems engineer by training, led a 
team at BuildingIQ to design a building 
climate control system that uses ana-
lytics to reduce energy consumption. 
The system starts with gigabytes of 
engineering and business data. The 
engineering data comes from power 
meters, thermometers, pressure sen-
sors, and other HVAC sensors. The 
business data comes from weather 
forecasts, real-time energy prices, 
and demand response data. In the 
analytics-driven system, the team uses 
signal processing to remove noise, 
machine learning to detect spikes, 
control theory to account for heating 
and cooling dynamics, and multi-
objective optimization with hundreds 
of parameters. The analytics running 
in BuildingIQ’s cloud service tune the 
building’s HVAC embedded systems. 

The result: an analytics-driven system 
that reduces energy consumption up 
to 25 percent in commercial buildings.

In other cases, the analytics run directly 
in the embedded systems themselves. 
The design team at Scania, the Swedish 
truck manufacturer, embeds analytics into 
their emergency braking systems to pro-
vide real-time crash avoidance to reduce 
accidents and meet stringent European 
Union regulations. Engineering data 
from cameras and radar are processed in 
real time for object detection and road 
marking detection, and subsequently 
fused to signal collision warning alerts 
and automatic brake request. System 
safety and reliability are ensured with 
exhaustive test and verification, including 
test scenario creation, system modeling 
with simulated and recorded data, and 
hardware-in-the-loop (HIL) testing.

These two examples highlight the steps 
designers use in developing analytics-
driven systems:

1. Pre/processing massive amounts  
of data 

2. Developing analytics algorithms
3. Running analytics and controls in 

real time 
4. Integrating analytics with sensors 

and embedded devices, and pos-
sibly other non-embedded resources 
such as IT systems and the cloud

We’ll cover pre-processing in this install-
ment, and the remaining steps in parts 
two and three.

Accessing data
The first step in developing analytics is 
to access the wealth of available data to 
explore patterns and develop deeper 
insights. The datasets are not only large 
in size, but can also come from many 
different sources and represent many 
different attributes. Therefore, the soft-
ware tools you use for exploratory anal-
ysis and analytics development should 
be capable of accessing all the data 
sources and formats you plan to use. 
File types might include text, spread-
sheet, image, audio, video, geospa-
tial, web, and XML. You may also need 
application-specific data formats such 
as the Common Data Format (CDF) or 
Hierarchical Data Format (HDF) for sci-
entific data, and CAN for automotive 
data. You also should be able to access 
data from the storage and generation 
points, such as:

 õ Stored data: Databases, data 
warehouses, distributed file systems, 
and Hadoop big data systems

 õ Equipment data: Such as live 
and historical industrial plant data 
stored in distributed control systems 
(DCSs), supervisory control and data 
acquisition systems (SCADAs), and 
programmable logic controllers (PLCs)

Big Data Analytics
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 õ Internet of Things devices: 
Including sensors, local hub, or 
cloud data aggregators 

Pre-processing data
A key step is data cleaning and prepara-
tion before developing predictive models. 
For example, data might have missing or 
erroneous values, or it might use different 
timestamp formats. Predictions from 
erroneous data can be difficult to debug, 
or worse, can lead to inaccurate or mis-
leading predictions that impact system 
performance and reliability. Common 
pre-processing tasks include:

 õ Cleaning data that has errors, 
outliers, or duplicates

 õ Handling missing data with 
discarding, filtering, or imputation

 õ Removing noise from sensor data 
with advanced signal processing 
techniques

 õ Merging and time-aligning data with 
different sample rates 

Another important part of pre-pro-
cessing is data transformation and 
reduction. The goal here is to find the 
most predictive features of the data and 
filter data that will not enhance the pre-
dictive power of the analytics model. 
Some common techniques include:

 õ Feature selection to reduce high-
dimension data

 õ Feature extraction and 
transformation for dimensionality 
reduction

 õ Domain analysis such as signal, 
image, and video processing 

There’s an increasing need to put more 
of the data pre-processing and reduc-
tion on the sensor or embedded device 
itself. There are many reasons for this, but 
the two most prominent requirements 
are low power and speed. Many smart 
devices need to run for an extended 
period of time without charging. One 
of the most costly power consumers is 
the use of wireless communications to 
send data to a server or cloud analytics 
engine. Since streaming all raw sensor 
data can be prohibitively costly, good 
system designs should do local prepro-
cessing and only upload the useful infor-
mation or a predictive signal itself. Speed 
is often paramount, as the value of any 
real-time system is the timely response 

an interconnected system offers. You may 
need to embed intelligence in the sensor 
or embedded device to determine when 
or how often to communicate with other 
devices in the network to achieve this 
desired responsiveness.

BuildingIQ and Scania are good exam-
ples of the challenges and successful 
approaches to capturing and pre-pro-
cessing engineering data and com-
bining it with traditional business data 
to develop an analytics-driven systems.

In part two of this three part series, we’ll 
cover advanced analytics algorithms such 

as machine learning and deep learning, 
and show how software tools enable 
domain experts to develop and run ana-
lytics and prescriptive controls in real time.

Paul Pilotte is a Technical Marketing 
Manager at MathWorks.
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Perspective from the edge: 
What sensor data analytics 
applications need from 
cloud infrastructure
By Ian Chen and Dave Munsinger

Each layer of the Internet of Things (IoT) has different implementation requirements, leaving a 

vacancy in tools that span from edge to cloud for improve data analytics.

The Internet of Things (IoT) begins and ends at the “leaf” or “edge” nodes of the network. This is where 
sensors and actuators, under the control of resource-constrained embedded processors, interact with 

the real, physical world. Raw sensor measurements like pressure, temperature, vibration, and motion 
are extracted and interpreted into actionable information that is transmitted to intelligent process 

controllers upstream. 

The rate at which sensor data is acquired at edge nodes varies based on the physical phe-
nomena of interest: from once every few minutes for ambient barometric pressure to tens 

of thousands of samples per second for vibration monitors. Furthermore, multiple edge 
nodes can collaborate so upstream intelligence can make a better informed decision. 
For example, the degradation of a motor that is part of a printer could be detected 

from vibration of the printer, ambient sound, and infrared imaging. To allow each 
end node to provide corroborating evidence of a pending failure, samples from 

each end code must be accurately time stamped and aligned to the same 
time base. 

Edge nodes may also be aggregated by “gateways” or “agents” that 
accept and correlate time stamped data, and typically run a general-

purpose operating system (GPOS) like Linux and provide multiple 
ways of connecting to edge nodes. These gateways provide several 

functions: fusion of underlying raw data; management of child 
devices; translation from proprietary to standard protocols; 

and updating edge node programming, either in the 
course of a system upgrade or more frequently in the 

context of controlled system changes. In some IoT 
systems it is possible for the 
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gateway function to be implemented virtually as a cloud-based 
service, but this comes with the tradeoff of requiring edge node 
devices to consume more power and computing resources.

When sensors in edge nodes are part of a real-time information 
system, it is important for sensor data analytics to be robust 
enough to compensate for the inevitable loss of sensor data. 
Quality of service (QoS) or delay in the overall network could 
cause sensor data from some of the edge nodes involved to 
arrive late or not at all. 

The design of sensor analytics algorithms places some 
demands on the network architecture. For example, a sup-
port vector machine can be robust against intermittent data 
loss, so the network protocol should favor providing data with 
shorter latency rather than retrying unsuccessfully received 
packets. Or, a Kalman filter could be 
designed to to accommodate uneven 
data transmission latencies from dif-
ferent edge nodes. Analytics that are 
intolerant to missing data may elect to 
use physical links like CAN instead of 
relying on wireless connectivity.

At the same time, not all data should 
find its way into the cloud. There may 
be sensitive data (e.g., images or per-
sonal information) that must be secured 
on local site servers. Or, an applica-
tion may have real-time demands that 
require local processing and low-latency, 
high-speed data exchange that cannot 
be provided by cloud-based IoT frame-
works. These functions are placed on 
generic server computing hardware 
using an amalgam of open source and 
proprietary software to implement these 
application-specific features.

In the cloud, various infrastructure 
providers deliver specific support 
for IoT, such as device management, 
access control, IoT protocols, or virtual 
gateways. These systems, known as 
Platforms as a Service (PaaS), support 
generic cloud Software as a Service 
(SaaS) ecosystems of proprietary and 
open source tools for data storage, 
on-demand capacity, and analytics. 
However, as a holistic framework 
that comprehends development and 
deployment, these services and infra-
structures are still falling short.

Today, developing sensor data analytics 
using resources in the cloud and distrib-
uting real-time workloads amongst the 
cloud, gateways, and edge nodes often 
means replicating development efforts 
for each layer of the implementation. 

Tools and enablement from infrastructure and hardware ven-
dors should collaborate to greatly improve development 
efficiencies.

Ian Chen is Director of Marketing for Sensor Solutions at NXP 
Semiconductors.

Dave Munsinger is Senior Manager, Sensor Software and 
Algorithm Engineering at NXP Semiconductors.
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Smart home IoT  
development kit
Imagination Technologies has launched the Creator 
Ci40 development kit targeted at smart home and 
IoT sensor/device applications. The platform will run 
Debian or OpenWrt Linux, as well as Brillo, Google’s 
new operating system. The development board features 
a new cXT200 chip that lowers power consumption 
and comes with a full range of connectivity, including 
802.11ac 2x2 Wi-Fi, Bluetooth, and 802.15.4. YouTube 
links are also available for guidance with prototyping 
and use cases.

New software helps schools 
ensure students’ online safety
NetSupport DNA from NetSupport Limited is an IT asset 
management solution for education organizations. 
NetSupport DNA helps schools manage their IT assets, reduce 
operational costs, and improve system security. NetSupport 
DNA now features comprehensive keyword monitoring 
to provide insight into students keyboard activities, both 
on-line and within applications. The database includes a 
wide range of safeguarding topics, from inappropriate 
online activity to indications of cyber-bullying, eating 
disorders, and abuse. A new feature, “Report a concern,” 
provides a simple, accessible way for students to initiate 
contact with trusted staff and councelors.

NetSupport Limited 
www.netsupportdna.com/education 
embedded-computing.com/p373305

Imagination Technologies 
community.imgtec.com/platforms/creator-ci40/ 
embedded-computing.com/p373283

New analysis tool features for 
Renesas RL78
IAR Systems has updated the embedded development tool IAR 
Embedded Workbench for the Renesas RL78 microcontroller 
family. The static analysis tool C-STAT is now supported. C-STAT can 
detect defects, bugs, and security vulnerabilities as defined by 
CERT C/C++ and Common Weakness Enumeration (CWE) criteria, as 
well as help keep code compliant to coding standards like MISRA 
C:2004, MISRA C++:2008, and MISRA C:2012. Also included is stack 
usage analysis with maximum stack depth and call graph reporting 
facilities. Additional code optimizations have been integrated as 
well, such as the ability to automatically generate control programs 
for peripheral modules with user-defined settings. IAR Embedded 
Workbench includes the IAR C/C++ Compiler, assembler, linker, 
library tools, and the C-SPY Debugger in one single integrated 
development environment (IDE).

IAR Systems 
www.iar.com/iar-embedded-workbench/tools-for-rl78 
embedded-computing.com/p373304
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