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IP innovation is providing System-on-Chip 
(SoC) designers a solid base for creating 
a wide range of devices. See page 14 for a 
directory of SoC suppliers and product types. 
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BlueCore4-ROM from Cambridge Silicon Radio, 
www.csr.com, and PolarPro from QuickLogic, 
www.quicklogic.com.
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Stackable SBC
smaller than a business card

Linux was originally designed for servers. Now you can find it
everywhere, including the Linux 2.16 Kernel board support package

that ships with the VCMX212 SBC from Virtual Cogs. 

Based around the Freescale Semi-
conductor 266 MHz i.MX21 ARM9 

multimedia processor, VCMX212 is 
less than half the size of a business 

card and can be used as a stand-alone 
device or enhanced by daughterboards, 

which can be stacked together using 
a pass-through bus system. Available 

daughterboards include cameras, touch-
screen LCDs, sound cards, solar panel 

interfaces, GPS, Bluetooth, FPGA, Ethernet, 
USB, motor controllers, and SD card slots. 

Using Virtual Cogs’ open documentation, 
systems designers can develop their own daughterboards with

connectors and standard PCB design capabilities.

The VCMX212 comes with a uMon bootloader that features its own file 
system to allow stand-alone application for design flexibility. Sample code 

applications and cross tool chains are available for download to shorten 
development time.

Virtual Cogs  •  VCMX212

Computer
protects environs

from explosions

A computer marketed as being 
explosion proof is usually assumed 

to be capable of surviving an external 
explosion. But a Zone 1 explosion proof 

computer is designed to prevent
damage to its surroundings if the

computer explodes. 

Computer Dynamics, a GE Fanuc
company, has developed the Ruffneck

Zone 1 Explosion Proof Computer. Approved 
for ATEX Zone 1 applications, the Ruffneck 

meets Hazardous Locations (HazLoc) certifications and can be used in 
virtually any application that requires protection against environmental

factors. The Ruffneck Zone 1’s screen is characterized by viewing
enhancement filters to improve readability in any lighting condition and

by an impact-resistant, projected capacitive touch screen.

Thanks to its optional internal heaters and thermal management system, 
the Ruffneck is capable of operating in -40 °C to +60 °C temperatures, 

while its rugged NEMA4 enclosure can be used in wet/wash down
environments or outdoors.

Computer Dynamics  •  Ruffneck Zone 1 Explosion Proof Computer
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I 
found the announcement about the formation of the USB 3.0 Promoter 
Group (in association with the USB Implementers Forum) at the Intel 
Developers Forum in September very interesting, not so much from 
a technical perspective, but from a user convenience vantage point. 
USB has lived up to its name as a universal serial bus. You can find 
it on almost any device that needs a simple serial connection – 

devices such as cameras, printers, and storage that benefit from high-bandwidth 
capability, devices that simply need the power from a USB cable, devices like 
fondue pots and foot warmers.

USB can attribute part of its success to the compatibility between generations of 
the specification and the limited number of connector options. USB has a very 
universal host connector. The device connectors in the specification are limited 
for a range of sizes and capabilities. Keeping tight control on the connectors 
has prevented interconnect fragmentation and made USB easier for consumers 
to use. With the exception of Apple, most companies stick to the specification-
defined device connectors. It would be nice to see even greater control on the 
device side given that consumers often need a variety of cables on hand for 
different devices, and the right cable never seems to be there when it’s needed.

USB makes expanding and upgrading computer equipment painless. During a 
recent desktop upgrade, I was able to easily install and reuse all my printers, 
scanners, cameras, and other peripherals. This was the first time in countless 
upgrades I’ve made over the years that I did not have to purchase new periph-
erals. Most of the drivers installed without any help from me. The one or two 
exceptions were quickly handled with a trip to the peripheral vendor’s website 
for a driver or application update. This was forced by the change to Vista and 
not through any fault of USB.

The USB 3.0 promoter group’s announcement claims that Superspeed USB will 
provide more than 10x the performance of today’s USB specification. That’s 
great news, as devices continue to become more advanced. What caught my 
eye was the additional assertion that the ports and cabling will enable backward 
compatibility as well as future-proofing for optical capabilities. The ability to 
connect first- and second-generation devices into USB 3.0 will be key if USB 
really wishes to remain universal.

Specification migration strategies that do not obsolete previous generations are 
tactics consumers love to see. It is very frustrating when you upgrade to new 
gadgets and everything prior becomes obsolete instantly. This sort of migration 
strategy is what makes a technology truly ubiquitous and a bona fide winner in 
the marketplace. Many other technologies could learn from the USB specifica-
tion community and develop similar life-cycle and migration strategies.

Feel free to share your thoughts via e-mail or visit our blog at
www.embedded-computing.com to add your comments.

   Jerry Gipper
   Editorial Director
   jgipper@opensystems-publishing.com

Ubiquitous
migration Jerry Gipper

EDITOR’S FOREWORD

Recipe for the
ultimate desktop
fondue
Courtesy of ThinkGeek, www.thinkgeek.com

2 packets of Chinese soy sauce 
1 packet of ketchup 
1 packet of McDonald’s BBQ sauce 
1 half and half packet 
4 slices of Kraft American cheese 

Plug your Fundue desktop USB fondue set into 
your computer, heat for 10 minutes, then dip 
in! ThinkGeek recommends leftover pizza crust 
from last week’s meeting as the ultimate dipper. 
But it’s also a great base for dipping Hot Pocket 
morsels and leftover steamed dumplings. And for 
the truly adventurous, let your Pop Tarts swim in 
this fondue and enjoy a bit of sweet and savory 
bliss at your desktop.

http://www.usb.org/
http://www.embedded-computing.com
mailto:jgipper@opensystems-publishing.com
http://www.thinkgeek.com/
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By Hermann Strass

Figure 1

Tackling the inner city and rural terrain
Fourteen teams from several European countries participated in 
various urban and non-urban settings at the Civilian European 
Land Robot Trial (C-ELROB) August 13-16 near Monte Ceneri, 
Ticino, in Switzerland. The teams’ vehicles were autonomous or 
remote controlled, some in combination with Unmanned Aerial 
Vehicle (UAV) support from above.

Image processing guides the way
C-ELROB is a capability trial, not a contest, and winners do 
not receive any financial reward. The purpose of this particular 
C-ELROB trial was finding out how to drive a vehicle autono-
mously.

Some of the ELROB tests involve a distance of 8 km (5 miles), 
which is very short compared to the U.S. DoD Advanced Research 
Projects Agency (DARPA) Grand Challenge, in which autono- 
mous ground vehicles attempted to travel a distance of more 
than 200 km (120 miles) in the Mojave Desert. ELROB is 
extremely demanding because it simulates an emergency mis-
sion, including the assumption that satellite navigation is not 
available. Consequently, GPS systems are not used during the 
contest. Vehicles have to find their way mainly through image 
processing. Using sensors and embedded electronics, vehicles 
must identify obstacles such as trees, rocks, and human beings 
as well as read road signs to reach their destination, not unlike 
how humans drive cars by looking at the road, road signs, and 
other cars in their way.

On the first day, the ELROB teams tested a combined flying 
(UAV) and driving robot. The UAV guided an unmanned car robot 
driving on difficult mountainous countryside. The team from the 
University of Bremen, Germany, was the only group to finish 
this scenario. Teams from the University of Oulu, Finland, and 
Chemnitz University of Technology, Germany, had to bow out 
because of damage to equipment. Figure 3 (next page), courtesy 
of AirRobot, Germany, shows an AirRobot UAV supporting the 
University of Bremen team’s autonomous vehicle. Figure 4 (next 
page), courtesy of the University of Oulu, displays the Finnish ve-
hicle approaching a mud hole after heavy rains in the Swiss Alps. 

One of the contestants, a team from the University of the Federal 
Armed Forces in Munich, used a Volkswagen Tuareg (MuCAR-3), 
the same type of vehicle that won the 2005 DARPA Grand 
Challenge. They completed the run in the fastest time. Other 

Figure 2

In the second scenario located at an urban setting, vehicles had 
to search for and identify objects located around and inside 
buildings at a crowded marketplace. The third scenario involved 
a combined unmanned ground and air vehicle operation that 
included fire incidents and a search for nuclear, biological, and 
chemical materials. The fourth scenario challenged vehicles to 
perform autonomous reconnaissance, such as security patrol- 
ling, on urban and non-urban routes. Figure 2, courtesy of the 
University of Siegen, Germany, pictures the automatic cameras 
mounted on the University of Siegen team’s vehicle (AMOR), 
which won the automatic reconnaissance scenario.

In the first scenario at a non-urban setting, vehicles had to follow 
a predefined route and locate targets at certain points of interest. 
Heavy rainfall made this task especially challenging. Telerob, a 
German team, won this part of the trial with a remote-controlled 
robot that normally searches for explosives in buses, aircraft, or 
railway cars. Figure 1, courtesy of the University of Wuerzburg, 
Germany, shows the University of Wuerzburg team’s vehicle, 
which finished third in the non-urban scenario.

Embedded electronics 
steer autonomous
cars through
dangerous tasks

http://www.c-elrob.eu
http://www.elrob.org/
http://www.darpa.mil/grandchallenge/index.asp
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competitors were slower but more precise in finding objects 
along the route. MuCAR-3’s camera and Light Detection and 
Ranging (LIDAR) images were processed into 3D images using 
three computers. At 10 rpm, the LIDAR system provided 1 million 
pixels per second (about 10 Mbps). The vehicle had to be driven 
manually across some critical intersections; however, the team 
managed to drive 90 percent of the distance autonomously.

Difficulties to overcome
A group of Polish contenders called Team Robotics Inventions 
encountered a typical European problem. Team members were 
held up by customs and arrived two days late, too little time 
to get their equipment in good working condition. Another 
European dilemma is funding the trial. DARPA sponsors the 
Grand Challenge with several million dollars in pre-challenge 
support and prize money. The ELROB organizing team had a 

budget of € 3,000 (U.S. $2,300). Though these two events have 
similar challenges, the mountain forest terrain in the Swiss Alps 
is more difficult to manage than the Nevada desert.

One important observation during this trial was the fact that 
dirt or water drops on camera lenses can render an autonomous 
vehicle almost useless. Windshield wipers or blowers are needed 
to keep the lenses clean. Backup cameras also help. Sensors and 
algorithms must be improved further before the technology can 
be used in private cars on public roads. Experts are forecasting 
that we can expect to see some of this technology on public roads 
15-20 years from now.

For more information, contact Hermann at
hstrass@opensystems-publishing.com.Figure 3

Figure 4

www.embedded-computing.com/search

http://www.armkits.com


www.embedded-computing.com/search

http://www.emersonembeddedcomputing.com


12 / November 2007     Embedded Computing Design www.embedded-computing.com/search

Products/applications of the future

Embedded computing in our future
By Jerry Gipper

At Embedded Computing Design, we try to examine the technology that makes embedded computing possible and unearth new and innovative 
gadgets. Here’s a look at some of the devices that integrate embedded computing into our daily lives. All of these devices have embedded processors, 
and many are Systems-on-Chip (SoCs) with a Real-Time Operating System (RTOS) or embedded Windows. These are examples of some of the latest 
advances in embedded computing that you can expect to run into soon – some might even make great Christmas gifts.

Looking for a way to stay close to those you love, no matter where you are? Then the 
iRobot ConnectR Virtual Visiting Robot may be perfect for you. The iRobot ConnectR 
is a fun way to see, talk to, and interact with relatives, friends, and pets when you 
can’t be there in person. Combining the latest in Internet communications and robot 
technology, ConnectR lets you virtually visit with loved ones anytime you wish, seeing, 
hearing, and interacting with them in their home as if you were there in person. 

Everyone has digital cameras and 
video recorders, but what do we do 
with all those photos and videos? 
Storing them on your PC makes it 
hard to access for viewing. Most 
homes do not have a great way to 
view these images. Sony solves 
that with the HDMS-S1D Digital 
Photo Album. Showcase your 
finest photography or relive your 
fondest memories in razor-sharp 
high definition. This innovative
digital photo album lets you easily 
view digital pictures on your HDTV 
from the comfort of your living 
room. You can even add pre-set
or custom music to enhance the 
viewing experience.

While we’re on the topic of photos,
wouldn’t it be great to have a better way to
interact with your multimedia and your friends? Surface from
Microsoft turns an ordinary tabletop into a vibrant, interactive computing surface.
The product provides effortless interaction with digital content through natural
gestures, touch, and physical objects. In essence, it’s a surface that comes to life
for exploring, learning, sharing, creating, buying, and much more. Surface can
simultaneously recognize dozens of movements, such as touch and gestures, and
can distinguish actual unique objects with identification tags similar to barcodes.

Security is a big concern for everyone. The BM-ET200 Iris Reader from Panasonic
offers more accurate, faster, non-contact entry/exit control utilizing biometric technology 
for iris recognition. The system can be used to check IDs in a variety of applications, 
including airports and entry/exit control for many types of industries. Simple and easy
to configure, the BM-ET200 generates recognition results in 0.3 seconds.
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Company Website Product type

5V Technologies Ltd. www.5vtechnologies.com Broadband communications 

Abilis Systems www.abiliss.com Adaptive TV receiver chips for mobile consumer terminals

Actel Corporation www.actel.com Processor cores for programmable logic

Actions Semiconductor www.actions.com.cn Multimedia

Adimos www.adimos.com Wireless multimedia

Alereon, Inc. www.alereon.com Ultra Wideband (UWB)

Alpha Imaging Technology Corp. www.a-i-t.com.tw Mobile multimedia

AMD www.amd.com Embedded digital devices and DTV

AMLOGIC www.amlogic.com Audio and video decoding 

Analog Devices Inc. www.analog.com Embedded processing and DSPs

Applied Micro Circuits Corporation (AMCC) www.amcc.com Embedded digital devices

ARC International www.arc.com Core IP licensing

ARM www.arm.com Core IP licensing

Atheros Communications www.atheros.com Wireless and network communications

Atmel Corporation www.atmel.com Application Specific Standard Products (ASSP)

Axis Communications www.axis.com Network cameras

Boston Circuits, Inc. www.bostoncircuits.com Multicore processors for home and business multimedia devices

Broadcom Corporation www.broadcom.com Wired and wireless communications

Broadlight www.broadlight.com Broadband Passive Optical Network (BPON) and Gigabit PON (GPON)

Cambridge Silicon Radio www.csr.com Wireless Personal Area Network (PAN) and LAN solutions

Cavium Networks www.caviumnetworks.com Intelligent processing in networking, communications, storage, and security

CEC Huada Electronic Design Co., Ltd. (HEC) www.hed.com.cn Set-top boxes and smart cards

Celestial Semiconductor, Inc. www.celestialsemi.cn DTV and IPTV 

Centillium Communications www.centillium.com Broadband access and VoIP

Chipnuts Technology Inc. www.chipnuts.com Mobile multimedia

Chips & Media Inc. www.chipsnmedia.com IP licensing and DTV/HDTV

ChipX, Inc. www.chipx.com Programmable logic

Cirrus Logic Inc. www.cirrus.com Embedded processing and analog/mixed-signal ICs

Conexant Systems, Inc. www.conexant.com Broadband communications for the digital home

Crystal Media Inc. http://crystalmedia.com.tw VoIP

Cypress Semiconductor Corp. www.cypress.com Mixed-signal arrays 

DSP Group, Inc. www.dspg.com Portable multimedia, short-range communication, and VoIP

e2v www.e2v.com High reliability

Entropic Communications, Inc. www.entropic-communications.com Home networking

ESS Technology, Inc. www.esstech.com Networked media

Fangtek, Inc. www.fangtek.com Data communication, wireless, voice processing, audio processing, image processing, and games 

Faraday Technology Corporation www.faraday-tech.com IP licensing and ASICs

Focus Enhancements Semiconductor Group www.focussemi.com TV-out video encoders, video scan converters, and Ultra Wideband (UWB) wireless chips

Freescale Semiconductor www.freescale.com Embedded digital devices

Frontier Silicon www.frontier-silicon.com Digital broadcast

Fujitsu Microelectronics www.fujitsu.com Embedded digital devices

GCT Semiconductor, Inc. www.gctsemi.com Wireless communications 

Genesis Microchip www.genesis-microchip.com Display control

IBM www.ibm.com Embedded digital devices

Ikanos Communications Inc. www.ikanos.com Interactive broadband

Imagination Technologies www.imgtec.com IP licensing, multimedia, and communication

Imsys Technologies www.imsystech.com Communications

Infineon Technologies www.infineon.com Network processing, VoIP, home networking

Integrated Device Technology, Inc. www.idt.com Communications and digital media

Intel Corporation www.intel.com Embedded digital devices

Systems-on-Chip

SoC variety spices up NextGen solutions
Systems-on-Chip (SoCs) come in many flavors. They range from general purpose 
processing cores to very application specific devices. In fact, the terms
Application Specific Standard Product (ASSP), Application Specific Custom 
Product (ASCP), and Customer Specific Standard Product (CSSP) are often used 
in many product descriptions. 

Several IP developers are designing complementary IP that can be integrated 
alongside the processing core of your choice. A substantial industry has emerged 
for cores and other licensable technology to be combined into an SoC for unique 
consumer products. Companies that focus exclusively on design are prevalent.

The demand for SoC technology appears very strong, considering all the devices 
that now use SoCs. IP innovation continues to provide a solid base for SoC 
designers to choose from when creating their next-generation solutions.

This table provides a summary of the many SoC suppliers in the market today. 
It is by no means comprehensive. Suppliers that may have been omitted are 
encouraged to contact me at jgipper@opensystems-publishing.com for inclusion 
in our online roundup.

–  Jerry Gipper

mailto:jgipper@opensystems-publishing.com
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Company Website Product type

ITE Tech. Inc. www.ite.com.tw PC chipsets

Jennic Ltd. www.jennic.com Wireless sensor networks

Key ASIC, Inc. www.keyasic.com Embedded digital devices

Kolorific www.kolorific.com Video processing

LSI Corporation www.lsi.com Embedded digital devices, ATM processing, and set-top boxes

Luminary Micro, Inc. www.luminarymicro.com Mixed-signal microcontrollers 

Magnum Semiconductor, Inc. www.magnumsemi.com Consumer entertainment

Marvell Semiconductor, Inc. www.marvell.com Storage, communications, and consumer devices

MediaTek Inc. www.mtk.com.tw Wireless communications and digital media 

MegaChips Corporation LSI Business www.lsi.megachips.co.jp Application Specific Standard Products (ASSP)

Micronas www.micronas.com Consumer electronics and PCs

Mindspeed Technologies, Inc. www.mindspeed.com Communications

MIPS Technologies, Inc. www.mips.com Core IP licensing

Mobileye www.mobileye.com Vision systems for intelligent transportation systems 

Mobilygen www.mobilygen.com Multimedia

NEC Electronics Corporation www.necel.com Embedded digital devices

NeoMagic Corporation www.neomagic.com Mobile multimedia

NuCORE Technology, Inc. www.nucoretech.com Digital and analog imaging 

NVIDIA Corporation www.nvidia.com Graphics and video

NXP Semiconductors www.nxp.com Embedded digital devices

Oki Semiconductor www.okisemi.com Application Specific Standard Products (ASSP) and Application Specific Custom Products (ASCP)

Opulan Technologies Corporation www.opulan.com xDSL, IPTV, 3G infrastructure, Carrier Ethernet, NGN, and FTTx access

P.A. Semi, Inc. www.pasemi.com Embedded digital devices

picoChip Designs Limited www.picochip.com Signal processing

Pixelworks, Inc. www.pixelworks.com Display control

PMC-Sierra, Inc. www.pmc-sierra.com Broadband communications and storage

Quartics, Inc. www.quartics.com Wireless communication 

QuickLogic Corporation www.quicklogic.com Customer Specific Standard Product (CSSP)

Raza Microelectronics, Inc. www.razamicroelectronics.com Information infrastructure

Realtek Semiconductor Corp. www.realtek.com.tw Consumer electronics and PCs

Renesas Technology Corp. www.renesas.com Embedded digital devices

Samsung Semiconductor, Inc. www.samsung.com Embedded digital devices

Sandbridge Technologies Inc. www.sandbridgetech.com Wireless devices

SEQUANS Communications www.sequans.com Fixed and mobile WiMAX 

Shanghai Jade Technologies Co., Ltd. www.jadechip.com Multimedia

Sharp Microelectronics www.sharpsma.com Embedded digital devices

Siano Mobile Silicon www.siano-ms.com Mobile Digital TV (MDTV)

Sigma Designs, Inc. www.sigmadesigns.com DTV and Ultra Wideband (UWB) communications

SigmaTel, Inc. www.sigmatel.com Multimedia

Silicon Motion Technology Corp. www.siliconmotion.com Multimedia and flash memory

SiRF Technology, Inc. www.sirf.com Portable location awareness

SMSC www.smsc.com Connectivity, networking, and embedded control 

Spreadtrum Communications, Inc. www.spreadtrum.com Baseband processing

Staccato Communications, Inc. www.staccatocommunications.com WiMedia Ultra Wideband (UWB)

STMicroelectronics www.st.com Embedded digital devices

Stretch Inc. www.stretchinc.com High-speed video and image processing

Sunplus Technology Co., Ltd. www.sunplus.com Video processing

Taifatech Inc. www.taifatech.com Networking and video

Telegent Systems, Inc. www.telegentsystems.com Mobile TV receivers

Tensilica, Inc. www.tensilica.com Core IP licensing

Teridian Semiconductor Corp. www.teridian.com Analog and mixed signal

Texas Instruments Inc. www.ti.com Embedded digital devices

Toshiba Corporation www.toshiba.com Embedded digital devices

Transmeta Corporation www.transmeta.com Core IP licensing

TranSwitch Corporation www.transwitch.com SONET/SDH, ATM, and broadband 

Tzero Technologies www.tzerotech.com Ultra Wideband (UWB)

VIA Technologies, Inc. www.via.com.tw Embedded digital devices

ViXS Systems, Inc. www.vixs.com Video processing

Wavecom www.wavecom.com Wireless communications

Winbond Electronics Corporation www.winbond.com Consumer electronics and PCs

Wintegra www.wintegra.com Network and packet processing

XGI Technology, Inc. www.xgitech.com Visual computing

Zarlink Semiconductor Inc. www.zarlink.com Communications

Zilog, Inc. www.zilog.com Embedded digital devices

Zoran Corporation www.zoran.com Embedded digital devices
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By Bill Neifert

Systems-on-Chip

While some companies wait for silicon to arrive before beginning their software 
integration efforts, others have adopted a method for performing pre-silicon integration. 
The constant drive to bring products to market earlier has dictated that processes pre-
viously done sequentially must now take place in parallel. 

A new generation of tools is stepping up to meet challenges presented by this design revo-
lution. These tools enable hardware designers and software engineers to work together to 
accelerate the system integration process and improve the quality of the end product.

Pre-silicon system integration options
Hardware designers and software developers can take multiple approaches to perform 
pre-silicon software integration. The most widely adopted method is FPGA prototyping. 
Using either commercially available or custom-designed boards, the newly developed 
hardware device is mapped onto one or more FPGAs and handed off to software 
engineers to perform their integration tasks. FPGA-based prototypes can execute at fast 
speeds, typically well into the megahertz range. 

This speed comes at a price. FPGA prototypes are difficult to debug, and compromises 
that must be made to shoehorn a design into available FPGA resources often force the 
prototyped design to vary from what will ultimately be fabricated. 

Other pre-silicon approaches have limitations as well. Hardware emulators and accelera-
tors tend to simplify the FPGA debug problem, but do so at a substantially higher price. 
They also share a scheduling limitation with FPGA prototypes because the hardware 
design must be completely coded before they will be useful. Cosimulation with an RTL 
simulator offers implementation accuracy at a speed below an acceptable level for all but 
the most patient software designers.

To overcome these shortcomings, Electronic System-Level (ESL) methodologies have 
gained favor as a platform for pre-silicon software development. ESL approaches allow 
designers to model the system’s hardware content entirely in software. When this 
system model is linked together with system software and firmware, a complete system 

integration platform emerges. This plat-
form exists entirely in software and can be 
debugged using off-the-shelf debuggers. 
It also can be inexpensively distributed 
to every member of the software develop-
ment team. 

The pure software nature of these virtual 
platforms is both their greatest strength 
and their greatest weakness. Virtual plat-
forms can be time-consuming to develop 
and validate against the behavior of the 
actual system. 

Conflicting system
perspectives
A typical SoC contains a small percent-
age of new hardware. While numbers 
vary from design to design, a typical SoC 
contains only 20 percent new logic, with 
the remainder being either reused from 
previous generations or purchased from 
third-party providers. This means that 
80 percent of the design already exists 
when a new design is started, and design 
reuse can be leveraged into a virtual plat-
form by taking advantage of automatic 
model generation technology. Automa-
tically generated models are compiled 
directly from the implementation RTL 
into high-speed software objects that 
can be linked into a variety of platform 

Modern System-on-Chip (SoC) designs comprise an intricate combination of multiple hardware and software components 

with complex, difficult-to-manage interactions. A new generation of tools, many of which work with a higher-level

abstraction of the SoC design instead of operating on the actual design, is arising to meet this challenge. While the 

abstraction approach offers multiple benefits, it also presents a few drawbacks, such as removing some implementation 

details and not helping leverage the 80 percent of an SoC design typically reused from previous generations. Automatic 

software model generation from existing Register Transfer Level (RTL) code addresses both of these deficiencies and

enables accurate SoC architectural trade-offs earlier with the availability of a virtual platform for software development. 

Automatically generated
models take on SoC design
complexity issues

www.embedded-computing.com/search Embedded Computing Design     November 2007 / 17
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Figure 1

environments. As shown in Figure 1, auto- 
matically generated models form the foun-
dation of a successful, virtual platform- 
based software development solution.

Simply converting RTL into a software 
form is not an efficient way to meet the 
needs of the software engineer, who uses 
hardware functionality in a different way 
than a hardware designer. Whereas the 
hardware designer is concerned with lower- 
level details and pin transition to make 
system transactions occur, the software 
engineer is focused on the register and 
memory-mapped interface that defines the 
view of the hardware. 

In addition, while the hardware designer 
will debug problems by dumping wave-
forms, the software engineer will use 
iterative debugging in a tool such as gdb 
to diagnose and fix bugs. The difference in 
perspectives about the same system issue 
is a fundamental reason why traditional 
electronic design automation companies 
have had a difficult time crossing the gap 
to meet the software engineer’s needs. 
Done properly, software models of hard-
ware help close this gap.

Debuggability needed for
maintaining accuracy
When considering how to make a model 
of hardware usable for a software engi-
neer, the first requirement is that the model 
represents sufficient hardware detail to 
enable development. To be usable, the 
model must be debuggable. The software 
developer likely will want to simulate the 
same software stream multiple times to 
fully explore various debugging possi- 
bilities and verify fixes. Any software 
model of hardware must run fast enough 
to be functional.

Automatically generated models meet the 
accuracy requirement. They are generated 
directly from RTL code used to imple-
ment the device, so accuracy is easy to 
maintain. A hand-generated model of this 
same functionality may prove difficult 
or impossible to fully validate against 
the actual implementation. Moreover, 
once this validation is performed, it must www.embedded-computing.com/search

http://www.tme-inc.com


Figure 2

be maintained throughout the design cycle and revalidated for any subsequent design 
changes. An automatically generated model must be recompiled any time the implemen-
tation RTL code is modified.

Model debuggability is an important feature for both the hardware designer and soft-
ware engineer. Although a model may be used as a software development enabler, it will 
uncover problems caused by hardware bugs. In addition, some software issues may be 
easier to debug when the hardware’s inner workings are visible. Automatically generated 
models allow software engineers to debug designs by making the register and memory 
space completely accessible via software APIs. 

The hardware designer will require more information about device behavior than is 
available through registers and memories. Given that automatically generated models 
retain the RTL behavior of the original design, they can generate waveforms that enable 
the hardware designer to debug problems found by running software on the model. 
Figure 2 shows how Carbon Model Studio’s GUI simplifies the model creation process.

Accelerating debug execution
Execution speed is important for software development. Speed, however, can be broken 
into two elements. The first is pure runtime execution speed. How many instructions 
can be executed in a second? The second, often overlooked in pursuit of pure execution 
performance, is debug throughput. If a platform executes at 500 MIPS but requires the 
design team to spend three days debugging each problem, the effective debug throughput 
is more in the KIPS range. 

Automatically generated models have attacked both elements of the speed problem 
with commercially available technology, such as OnDemand and Replay from 
Carbon Design Systems.

OnDemand helps speed the execution of virtual platforms containing automatically 
generated models. When an SoC component is compiled with OnDemand, the model only 
executes when it is actively processing a transaction. At the end of the transaction, the 

The difference in perspectives about the same system issue 

is a fundamental reason why traditional electronic design 

automation companies have had a difficult time crossing the 

gap to meet the software engineer’s needs.
www.embedded-computing.com/search
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model automatically disables itself and 
waits for the next transaction. Since inac-
tive models require no runtime overhead, 
the entire system runs at its fastest speed. 
Moreover, since the model correctly ex-
ecutes all the cycles for each transaction, 
it still retains 100 percent accuracy while 
dormant for the majority of the time the 
system is executing software.

Replay accelerates the debug throughput 
of software running on automatically 
generated models. Targeted at the iterative 
debug methods used by software develop-
ers, Replay makes the debug execution 
of software faster than the initial execu-
tion. Models automatically save input and 
output stimulus along with periodic model 
checkpoints to a file during the first 
execution of a software stream. When that 
same software is re-executed, the model’s 
behavior is replayed from previously 
saved responses. If inputs to the model 
don’t match the previous run, the model is 
restored using a saved checkpoint, and the 
model executes normally from that point 
forward. 

Technologies help reshuffle
the design cycle
To meet shrinking time-to-market win-
dows, pre-silicon software integration is 
moving into the mainstream for advanced 
SoC designs. ESL technologies are deliv-
ering platforms, and automatically gen-
erated models are providing the link to 
legacy components and implementation 
accuracy. Together, these technologies 
offer a solution to meet the needs of the 
software engineer as system integration 
takes place earlier in the design cycle. 

Bill Neifert is CTO and cofounder of 
Carbon Design Systems in Waltham, 
Massachusetts. Bill has 13 years of 
electronics engineering experience with 
more than 10 years in electronic design 
automation, including 
C-Level Design and 
Quickturn Systems. He 
has designed high-
performance verification 
and system integration 
solutions and developed 
an architecture and 
coding style for high-
performance RTL simulation in C/C++. 
Bill has BS and MS degrees in Computer 
Engineering from Boston University.

Carbon Design Systems
781-890-1500

bill@carbondesignsystems.com

www.carbondesignsystems.com
www.embedded-computing.com/search

mailto:bill@carbondesignsystems.com
http://www.carbondesignsystems.com
http://www.tme-inc.com


www.embedded-computing.com/search

http://www.versalogic.com


22 / November 2007     Embedded Computing Design www.embedded-computing.com/search

By Bob DeAnna

Embedded Computing Design touched 
on aspects of this networked society in 
the April 2007 article, “Embedded here, 
there, and everywhere,” which clearly and 
accurately speaks to a pervasively con-
nected world that many are just beginning 
to envision. Leading the way are develop-
ers of intelligent home automation, wear-
able computing, and intelligent clothing 
for health monitoring. Telematics is 
another area with tremendous potential for 
intelligent applications, such as automa-
ted, computer-driven collision avoidance, 
adaptive cruise control, lane departure 
systems, and other smart car features. 

Isolated examples of next-generation ap-
plications are plentiful. Yet to grasp the 
true power of intelligent communities, 
applications must be realized on a large 

Today, your toothbrush cannot scold you to floss more. Nor can your smart 

phone actively seek out new mobile social networks in real time or enable

ad hoc gaming with other people in your immediate location. It seems almost 

utopian to imagine a world where junk mail and spam are replaced by

location-based, opt-in advertising. These ads would be proactively delivered by 

intelligent software that knows end users’ interests and needs. A world in which 

autonomous, intelligent devices communicate, collaborate, and network is a 

concept hitherto relegated to the Sci-Fi channel. Yet with recent breakthroughs 

in intelligent middleware, collaborative device communities are possible today 

for the developers bold enough to embrace this new world vision.

Product requirements management tools

scale. The next evolution of mobile device 
communities will require a sophistica- 
ted communications infrastructure that 
allows edge devices – be they business 
or consumer, human or machine oper-
ated, wireless or wired – to participate in 
coordinated knowledge sharing, problem 
solving, and transactions that span dy-
namically assembled device communities, 
communication protocols, and multiple 
companies or consumers. 

Extreme personalization also will charac-
terize these applications, turning mobile 
and embedded devices into wireless 
learning machines that can be trained to 
know a user’s behaviors and habits. Based 
on a user’s location, time, day, work, or 
play, these devices or device communities 
will be able to deduce a user’s needs and 

proactively deliver highly individualized 
content without requiring a user to Google 
for or even think about it.

Next-generation killer applications are not 
light years away. In fact, such applications 
are currently in development, which will 
be discussed later. First, some misconcep-
tions about the state of intelligent software 
today must be identified.

Solving the size, cost, and
performance conundrum
Previous barriers, such as the lack of 
powerful, inexpensive devices, inability to 
communicate over a wide range of wired/
wireless networks, and interoperability, 
are becoming increasingly difficult to 
justify. On the hardware forefront, smart 
phones are perhaps the most ubiquitous 

Device

communities: 

Embedded 

here, there, 

and

everywhere 

is now
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Figure 1

Figure 2

Considered a technology before its time, Voyager Edge from 
Recursion Software is an intelligent agent platform that has 
been commercially available since the late 1990s. Voyager 
Edge extends server-level intelligence (Figure 1) to a wide 
range of device communities, embedded and wireless
operating systems, and software languages using varied 
distributed protocols and messaging capabilities. Device 
communities can be described as any logical collection of 
embedded or wireless devices, mobile Internet devices,
ultra-mobile PCs, tablets, laptops, desktops, sensors, RFID 
readers, servers, and so on. 

Voyager Edge enables peer-to-peer device communication as 
well as peer-to-group messaging/discovery and support for 
federated yellow pages. Recursion Software is currently add-
ing Voyager support for Java Micro Edition (JME) Connected 

devices, and falling prices are making 
even the most sophisticated handsets 
affordable. For embedded devices, OEMs 
are racing to develop increasingly power-
ful and smaller devices, such as Gumstix 
computers that are about the size of 
their namesake package of gum and cost 
about $100. 

Small size comes with the trade-off of 
computing power. One can argue that 

the true hurdle to edge computing is the 
absence of fast, powerful, lightweight 
applications that can run on handhelds. 
Intelligent processing and transactional 
computing cannot occur on dumb clients 
where intermittent server connections, 
proprietary “locked” platforms, and large 
install footprints are prohibitive. 

The inability of today’s popular enterprise 
systems to interoperate and perform well 

in distributed heterogeneous collaborative 
environments is an obstacle that intelligent 
middleware can now overcome. Devices 
that host intelligent software components, 
called agents, can communicate to other 
devices directly (peer-to-peer) or to logi-
cal collections of devices (peer-to-group) 
in any programming language, and do so 
autonomously, with or without network 
connectivity. These devices will bridge the 
gaps in today’s enterprise systems. 

Limited Device Configuration (CLDC), .NET Compact Framework, and 
.NET Micro for communication between devices and sensors that can 
benefit from this type of communication (Figure 2). Support for SML, 
TML, and Machine-To-Machine XML (M2MXML) will soon be added
for XML standards-based communication with sensors, transducers, 
and other wireless and embedded machines.

While it runs natively in Java Standard Edition, JME Connected Device 
Configuration (CDC), and .NET, Voyager Edge also allows for software 
agent development in VB.NET, C#, Managed C++, and Unmanaged C++ 
(via Java Native Interface). Additionally, Voyager Edge enables extremely 
high-performance communications via its own unpublished binary 
protocol, VRMP, as well as to and from nodes using slower, more tradi-
tional communications, such as Simple Object Access Protocol (SOAP), 
Internet Inter-ORB Protocol (IIOP), Remote Method Invocation (RMI),
and XML Remote Procedure Call (XML-RPC).

Expanding server-level intelligence
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stance on opening up the 700 MHz wireless 
spectrum auction is pitting the company 
against some of the largest telephone 
companies in the country. In late July, the 
FCC seemed to have embraced two open 
standards: one regarding open applica-
tions and consumers’ right to download 
and utilize any software applications or 
content they desire, and another regard-
ing open devices and consumers’ right 
to utilize their handheld communications 
device with whatever wireless network 
they prefer. Regardless of how this issue 
plays out, society has never before been 
closer to the possibility of open devices 
and open airwaves. 

Telcos also seem to be losing control over 
the networks available to consumers. Any 
smart phone purchased recently most 
likely supports three wireless networks: 
the traditional Global System for Mobile 
communications/Code Division Multiple 
Access (GSM/CDMA) telco network or 
3G and 4G variants thereof, Wi-Fi, and 
Bluetooth. Some smart phones like newer 
Nokia handsets are starting to ship with 
support for Near Field Communication 
(NFC). 

Wireless applications need a software 
platform that enables them to take advan-
tage of the multiple networks available 
and provides the ability to communicate 
with peer devices or groups. These ap-
plications often must work on multiple 
wireless protocols, such as Wi-Fi, Ultra-
Wideband (UWB), GSM, CDMA, NFC, 
Bluetooth, and ZigBee, as well as associ-
ated networks. The ability to dynamically 
reconfigure a device based on the commu-
nication protocol available to it is a very 
desirable capability. Processing data at 
the source to minimize network traffic, 
handling unreliable and/or limited network 
connections, and adjusting to hardware 
failures or CPU load are helpful capabili-
ties as well.

Additional technology
considerations
Interoperability: past, present,
and future
Interoperability is another key issue when 
evaluating new technologies, as wireless 
systems meld with legacy wired systems 
and developers integrate the enterprise 
software systems du jour, such as Java 
Enterprise Edition (JEE) and .NET, with 
legacy software systems, such as Common 
Object Request Broker Architecture 
(CORBA), Mainframe, and so on. A lack 
of backward compatibility can be frus-
trating for companies or agencies with a 
great deal of legacy code or infrastructure. 
Even organizations with updated software 
stacks must choose between JEE or .NET 

Agent platforms are not new; they have 
been commercially available since the late 
1990s. Agent frameworks deliver superior 
performance over XML or Java RMI so-
lutions because of their ability to provide 
server-level intelligence and complete 
transactions on the edge. 

Additionally, microprocessor makers like 
Intel are providing software development 
kits, such as the Intel Mobile Development 
Kit, that allow intelligent software agents 
to access power, storage, wireless connec-
tivity, memory, and processor information 
about the device. On an agent platform, 

this information can be communicated 
to administrators regardless of the device 
they are currently holding, but even more 
powerfully, can be acted upon to create 
self-managing, self-healing capabilities to 
the network of devices. Thus, processing 
is not interrupted despite network, hard-
ware, or software failures.  

Open spectrum means open 
phones and wireless
The high stakes battle over licensing 
and radio frequencies is currently being 
waged with the Federal Communications 
Commission (FCC) as referee. Google’s 

http://www.fcc.gov/
http://www.fcc.gov/
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architectures, thereby limiting the appli-
cations they can run regardless of their 
needs. 

Easy installation and remote
maintenance
Another common misconception is that 
the communication infrastructure for mul-
tiple user and device communities would 
be difficult to install and maintain. Again, 
agents solve this problem handily. 

Security in a networked world
The security question is ever evolving, 
as are the answers to keeping applica-
tion data safe. This point dovetails nicely 
with the previous concept that frequent 
software updates should occur remotely 
with little to no prompting from the user. 
However, one blanket requirement for 
device communities is that each device 
must have complete control over what 
services/data other devices can request of 
it. Furthermore, users must be able to opt 
in and out of services and communities 
easily. 

Technology resistance: the
only barrier is in the mind
Finally, the only remaining barriers are 
psychological. Some engineers remain re-
sistant to peer-to-peer technology because 
client-server and hardwired software is 
the only model they have ever known. As 
with any radical directional change, it can 
be difficult to make the mental leap from 
dependence on the enterprise to intelligent 
clients that communicate, execute, and 
“live a life” apart from the server.

Other skeptics think developers already 
have a solution for a collaborative 

communication platform: the Internet. 
After 15 years of widespread adoption, 
the Internet has become the mainstay 
for today’s mobile and distributed appli-
cations. So what’s wrong with humans 
browsing and machines accessing Internet 
applications for many of the aforemen-
tioned scenarios? This presents two major 
problems.

First and foremost, the Internet is static 
in the sense that it is not truly real time 
and does not easily lend itself to mobil-
ity. The Internet is on a different time 
horizon – one could argue on a reactive 
timeframe – whereas mobile ad hoc net-
works bring device-to-device networking 
into the “now.” The Internet is a passive 
medium that requires a user to initiate 
action, wait for a response, make deci-
sions, and wait for a decision from other 
users or machines in return. For some 
applications, this limitation is perfectly 
fine. But for mission-critical, time-sensitive 
applications, for example, location-based 
advertising or mobile social/device net-
working, the moment of opportunity could 
easily pass by. Furthermore, collaborative 
device communities require real-time 
location-based device discovery in which 
a device is actively entering, leaving, and 
seeking other devices within the group. 

Second, the Internet does not offer intel-
ligence (yet). Applications use the Internet 
as a relatively easy method to send and 
access similar information across mul-
tiple locations, as a research tool for static 
content, and as the current, comparatively 
slow way to enable applications to inter-
operate (Web services). Intelligence is 
just beginning to enter Web search appli- 
cations with semantic Web prototypes. 
The semantic Web uses software agents to 
perform intelligent searches. For example, 
a semantic Google search could find the 
lowest price of a particular pair of jeans 
at a store nearby a user’s home address. 
On top of this, using a smart phone, a user 
could check the stock, size, and color of 
the jeans and have them bagged and paid 
for by the pickup time. The latter function-
ality demonstrates the all-encompassing 
power of intelligent device networks.

Executing on the edge
It may take some time for everyone to real-
ize the true value of executing on the edge, 
especially for organizations entrenched in 
traditional application server and enter-
prise service bus solutions. But traditional 
enterprise is showing its age under pressure 
from customer demand for faster, person-
alized, collaborative content to the edge as 
well as intelligent sensor and distributed 
knowledge networks that can participate 
in complex event processing. 

Collaborative device 

communities require 

real-time location-based 

device discovery in 

which a device is actively 

entering, leaving, and 

seeking other devices 

within the group.

Though Bill Gates touted the concept of 
Business @ the Speed of Thought, it is 
edge and embedded devices each acting as 
their own intelligent servers and collabo-
rating in a community of servers, not the 
enterprise, that will truly enable knowl-
edge transactions at this speed. 

The only question that remains is how fast 
can you code?
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and Application to 
Transaction Manager 
Interface (ATMI). He has architected and 
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in Java, C/C++, Common Business- 
Oriented Language (COBOL),
Programming Language One (PLI), and 
Assembler on operating systems ranging 
from Multiple Virtual Storage (MVS) to 
UNIX, Linux, and Windows. Bob received 
a BS in Mechanical Engineering from 
Rutgers University and a continuing 
education degree in C/C++ and UNIX 
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Get it right
with a

design approach
Conduct a post-analysis of just about any new product, and its success or failure 

can be traced to a few key architectural and feature decisions. These decisions 

can be particularly crucial when the product is targeting a new market or rep-

resenting a significant evolution for an existing market. The chances of a new 

product’s success can be greatly improved when companies use a phased prod-

uct development process designed to ensure that important decisions are made 

based on the right information in an appropriate time frame. Unfortunately, this 

process may not be employed unilaterally. Peter examines this process and the 

benefits of its strategic application to the recent development of a patient-worn 

wireless medical device designed for use in a hospital environment.

The product development process
Consistent use of a phased product development process establishes a framework for 
expectations within an organization and provides a metric for measuring progress toward 
the introduction of a new product. When executed properly, this process enables strategic 
decisions to be made early, when it provides the greatest benefit to subsequent design 
activity. A typical phased approach might resemble the diagram in Figure 1.

At a minimum, the following activities 
should be completed during these first 
two phases:

n	Product concept description: This 
describes the problem the product 
will solve, its architectural vision, and 
value proposition for the end user.

n	Marketing requirements: This is the 
marketing stakeholder’s declaration 
of what is projected to sell. Typically, 
it outlines the sales price at which 
the product will best perform, the 
margins that price will generate, and 
the volume of units expected to sell 
annually. However, it also should 
document any market preferences 
or insights into other details such as 
the product’s size, weight, operating 
environment, key features, and more.

n	Product requirements: Now it is the 
engineer’s turn to provide a technical 
response to the marketing require-
ments document. This will serve

 as a roadmap for downstream devel-
opment, including verification and 
validation testing.

n	Technical feasibility analysis and 
risks: The old adage “look before you 
leap” comes to mind when describing 
this document. Entering into any new 
product development effort without 
insight into its technical feasibility 
is a high-risk endeavor. This docu-
ment describes any feasibility testing 
completed to date, identifies any 
additional testing, and outlines the 

Product requirements management tools

By Peter Krystad

In this example, key decisions are all made and documented in the first two phases. These 
decisions include how the product will be positioned vs. the competition, high-level 
feature set definition, performance specifications, hardware and software architectures, 
expected compliance with key technical standards, system segmentation, industrial 
design direction, and the user interface strategy.

Figure 1
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Figure 2

These documents convey the strategic decisions that will drive downstream implementa-
tion, which is typically the most time-consuming and costly part of any new product’s 
development. The discipline to complete the first two phases before jumping into detail 
design will help ensure the end product meets the desired performance needs of both 
the customer who buys the product and/or the end user.

Strategic decision-making process
Making strategic technical decisions early in the process can be agonizing, particularly 
when strong opinions and subjectivity may come into play. The key is to ensure that all 
opinions are heard and that all facts are presented fairly and accurately. The approach 
here is shown in Figure 2.

www.embedded-computing.com/search

Input gathering
The objective of gathering input is to de-
fine which issues must be studied further 
or negotiated. This is the place where 
engineers must determine how the issues 
affect each stakeholder in the project. 
What are their concerns? Are there signif-
icant technical issues or risks? How will 
these issues affect the customer and the 
product’s position in its marketplace?

Enumerate technical options
The objective here is to develop a list of 
qualified options – not an exhaustive list, 
but one that focuses on realistic technical 
alternatives. This task is best executed by 
a respected, senior-level individual with 
good technical judgment and the ability 
to remain unbiased in his or her analysis.

Trade analysis
This step involves preparation of a pros 
and cons analysis for each option. A 
side-by-side comparison table will usually 
suffice.

Decision
This is the time for a round table discus-
sion of all the information gathered. It is 
important that all the information gathered 
previously is shared with key stakeholders 
and that they are allowed sufficient time 
to review it prior to this discussion. Expe-
rience proves that this goes more smoothly 
when a leader comes prepared to propose 
a recommendation. The recommendation 
should be soundly based on the informa-
tion gathered during this phase of the pro-
cess and the predetermined requirements. 
It is not unusual for these requirements 
to be challenged once all the information 
is available.

Example: Choosing a wireless 
networking strategy for a
new medical device
A medical device manufacturer wanted to 
develop a new category of patient-worn, 
wireless devices for use in a hospital 

associated risks to the project from a 
technology perspective.

n	Hardware architecture: This pro-
vides a high-level description of the 
product hardware, typically in block 
diagram form.

n	Software architecture: This provides 
a high-level description of the product 
software, also in block diagram form.

n	Industrial design concept(s): At 
this point, two or three concepts are 
generated to suggest the product’s 
final shape and form. The concepts 
also should include possible break-
downs of major modules and how the 
product will fit within the end-user 
environment.

http://www.axiomtek.com


Figure 3

environment. As such, the minimum requirements included a very small physical form 
and the ability to transmit data reliably for extended periods. To address these first two 
requirements, the device also would have to operate efficiently on minimal power.

A project plan developed at the start of the engagement defined specific deliverables for 
each phase of the process. This helped ensure that key strategic product decisions were 
made during the initial planning and architecture phases. All the stakeholders were con-
sulted and agreed to the plan in advance, which allowed them to provide solid direction to 
the engineers, designers, and other personnel tasked with making the product a reality.

One of the most challenging items for discussion was deciding how the product would 
communicate wirelessly. Because the outcome would affect numerous stakeholders, the 
decision had to be strategic in every sense of the word. Figure 3 depicts the important 
considerations involved in this decision-making process.

Business issues
Examining the needs of the developer and its customers, the hospitals, revealed several 
business-related matters.

Time to market
The key to every new product’s success is the ability to develop it in a timely manner to 
contain costs as well as ensure its future relevance in the marketplace. New products are 
the lifeblood and revenue generators for organizations. Product development decisions, 
particularly those involving make vs. buy of hardware and software components, can have 
substantial effects on the total development time. 

Proprietary vs. standards-based wireless protocol
Most medical facilities want standardization because it can provide the leverage needed to 
negotiate lower costs from multiple vendors. The manufacturer’s position varies depend-
ing on whether the strategy is to allow interoperability with other manufacturer’s products 
on the network or if the desire is to maintain a closed network.

Product cost
With pressures to contain health-care costs mounting, the entire industry is increasingly 
focused on minimizing every expense. After all, a penny saved is one that can be invested 
elsewhere to improve patient outcomes. The objective was to make the device as afford-
able as possible.

Legacy protocols
In this case, the client desired to reuse a custom, high-level protocol that was implemented 
in previous devices, specifically designed for the application and proven mature through 
many years of field experience with the code base.

Technical issues
Several concerns arose during the discussion related to the technical needs of the product 
itself.

Data rate
While data rate may be a key metric for other wireless devices, high bandwidth was not 
required for this product. In fact, 5-10 Kbps average throughput was more than adequate 
for this application.

Power consumption
As a body-worn device, patient comfort was a major driver in the product design. The size 
and weight of the battery would have to be reduced to the absolute minimum. This would 
eventually result in a trade-off against the desire for the product to operate multiple days 
without a battery charge.

http://www.embeddedarm.com
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Operating frequency vs.
body absorption
The human body itself creates challenges 
for the application of wireless technology. 
Consisting mostly of water, the human 
body can very effectively block a wireless 
signal. In this case, empirical testing was 
undertaken to determine which frequen-
cies would be attenuated, by how much, 
and what effect this would have on the 
device’s range.

Design complexity
Since the radio subsystem posed one of 
the biggest technical challenges associ-
ated with this project, it was important to 
keep the design as simple as possible. For 
this reason, simple star network topolo-
gies were preferred over mesh or other 
more complex types. Upper-level wireless 
network services, such as standardized 
device discovery and device profiles, were 
considered overkill for the application 
because of their relatively high com-
plexity and marginal contribution to the 
feature set.

Reliability
The radio subsystem had to provide robust 
data delivery that would deliver fair com-
petition for available wireless bandwidth, 
verifiable message delivery (ACK/NAK), 
and link quality monitoring and automatic 
resynchronization with higher link quality 
access points.

Design transparency
Given the technical challenges of the ra-
dio subsystem, it was important to choose 
an approach that allowed iteration of 
the design/implement/test cycle multiple 
times during the detailed design phase. 
Proprietary solutions based on black box, 
unchangeable hardware or software com-
ponents would greatly decrease the ability 
to perform such iterations.

Scalability
The radio subsystem also would have to be 
capable of supporting numerous patients 
within a hospital. In a large hospital, this 
total could be as high as 500 simultaneous 

Figure 4

mobile radio transceivers spread throughout the facility. Additionally, the radio subsystem 
should be capable of working in areas within the hospital where a high patient density 
might exist, such as emergency rooms or admitting areas. It was assumed that dozens of 
radio transceivers might be in range of each other in such areas.

Hospital IT issues
The hospital IT staff that maintains the facility’s internal systems raised several points.

Reliability
System reliability takes on a new meaning with human lives at stake. Most devices do 
not make treatment decisions, but the information they provide is crucial to ensure that 
decisions are made with accurate information and in a timely manner.

Hospital RF environment compatibility
Hospitals are relatively closed environments, but they do contain numerous wireless 
devices that can cause interference. The ability to work seamlessly in the hospital 
RF environment was extremely important. Most hospitals are located in urban areas where 
wireless signal concentration is more intense.

Life-cycle issues
The product’s longevity in the marketplace also concerned the development team.

Code maintainability
Code maintenance can be simplified using well-designed and documented communica-
tions standards. While implementation details may vary, standards can quickly bring a 
developer up-to-speed on the protocol’s design intent and structure. With the inevitability 
of staff turnover, the probability of finding replacements that have experience with a 
particular standard is much higher.

Maturity
Developing and testing a brand new protocol can add substantial risk to a project, particu-
larly since the protocol in this example would have to address complex issues associated 
with bidirectional communication, roaming, fair bandwidth utilization, RF compatibility 
in the widely used Industrial, Scientific, and Medical (ISM) bands, and ultra-low device 
power requirements. 

Figure 4 illustrates all the aforementioned elements of the decision-making process and 
the available wireless options.

Hybrid solution meets everyone’s needs
Implementing these processes resulted in a decision to utilize an off-the-shelf radio with 
a standards-based low-level protocol (PHY/MAC) and reuse a proven custom protocol 
at the higher layers. This hybrid solution blended the needs of the client’s business 
with both the technical needs of the developers and the performance requirements of 

Taking a lean approach to management places all the project

engineers, designers, scientists, and business strategists together 

under one roof, which can drastically cut development time. 



the product. Of course, not every wireless project will result in the same decision. 
Conclusions may vary based on an organization’s strengths or market opportunities.

A lean approach to management
A phased development process helped the developer in this example make the right 
decisions about the end product. Sometimes a marketing and design team needs external 
help to ensure that the process is employed correctly and unilaterally. Comprehensive 
new product development and systems solutions consultants, such as Stratos Product 
Development, integrate well with clients’ internal resources and staff. Taking a lean 
approach to management places all the project engineers, designers, scientists, and 
business strategists together under one roof, which can drastically cut development time. 
This approach, coupled with a proven development process, results in products that 
exceed customer expectations and generate revenue for years to come.

Companies like Stratos that help clients develop dozens of new products every year can 
achieve greater success when employing a phased process designed to ensure that key 
decisions are made based on the right information and in a timely manner.

Peter Krystad is a senior software developer at Stratos Product 
Development in Seattle, Washington, where he leads the company’s 
embedded software team. Prior to joining Stratos, he worked in various 
software positions with Applied Microsystems and Tektronix. Peter has 
more than 20 years of embedded software experience and has served 
consulting clients across a wide range of industries, including medical, 
industrial, and consumer products. Peter holds a BS in Computer
Science from Washington State University.

Stratos Product Development
206-448-1388

peterk@stratos.com
www.stratos.com
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Linux a smart choice
for mobile phones

Linux is enjoying some pretty impressive unit shipment volumes on embedded platforms, par-
ticularly in smart phones. Shipments of more than 45 million Linux-equipped handsets confirm 
the market’s acceptance of Linux as a true embedded Operating System (OS) contender. Linux 
is snuggling up to various Real-Time Operating Systems (RTOSs) because it gives developers a 

low-cost way to access functionality and applications not readily available to typical RTOSs.

MontaVista’s Mobilinux is the mobile OS used in 90 percent of Linux-based smart phones. The 
latest release, Mobilinux 5.0 based on 2.6.21 Linux, enables manufacturers to deliver new 

mobile gadgets, such as GPS devices, portable medical equipment, and wireless point-of-sale 
terminals. This release includes new functions, connectivity and performance improvements, 
NSA-level security, and battery-extending dynamic power management. Built-in support for 

emerging connectivity methods and new I/O types increases functionality by enabling devices to 
communicate with new types of software and other devices.

MontaVista Software  •  Mobilinux 5.0

mailto:peterk@stratos.com
http://www.stratos.com
http://www.tri-m.com
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When I first started programming, I wrote software for a microcontroller-based machine 
that put labels on packets of bread rolls. Next, I wrote embedded network protocol stacks 
for a variety of exotic hardware. A career detour shifted me away from embedded pro-
gramming via desktop GUI-based applications, server software, command-line tools, and 
Web-based applications. Looking back, I realize that embedded software development is 
different from what I originally interpreted it to be for several reasons.

Product requirements management tools

Managers are constantly looking for ways to increase their design 

teams’ productivity. New embedded designs are forcing them to take 

a closer look at what can be done to enhance efficiency during the 

software build process. Today’s designs require numerous configura-

tions on many different platforms, and the traditional build process 

simply doesn’t work. John describes how using Software Production 

Management (SPM) tools can improve the build and release process.

By John Graham-Cumming

For one, embedded programmers are 
required to meet very high standards of 
quality and reliability, and embedded 
software often must run on many types of 
target hardware or hardware with combi-
nations of add-on parts. Also, embedded 
software must be small, because there’s 
little memory to spare, and efficient, 
because hardware designers like to use 
the cheapest and hence slowest processor 
possible. Furthermore, the tools used to 
write and debug embedded software must 
cope with the special hardware involved.

Despite its unique characteristics, embed-
ded software development is not immune 
to the changes occurring in general soft-
ware development. Many development 
organizations have recently tested agile 
or extreme programming methodologies 
that fundamentally change the way 
engineering teams operate.

Embedded software has undergone a re-
naissance, seemingly proliferating every-
where, from handheld MP3 players and 
cellular telephones to children’s toys to 

Software
production
management:
How to realize major
gains in embedded
development
productivity
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the multitude of car computer systems. 
But being everywhere has a price: em-
bedded developers are under even greater 
pressure to maintain the traditional quality 
and reliability of their code while meeting 
rapidly changing market demands.

These demands, whether caused by in-
ternal pressure from developers or exter-
nal pressure from the market, mean that 
embedded teams are looking for tools 
that bring new efficiencies to the software 
development process. One area that has 
been overlooked for years and is thus ripe 
for improvement is the build.

An area ripe for achieving
improvements
The build and release process, or Software 
Production Management (SPM), is the 
one area of software development that has 
lain fallow while companies have invested 
heavily in integrated development envi-
ronments, ICEs, test frameworks, compil-
ers, debuggers, and other tools to enhance 
developer and tester productivity. This is 
not surprising, given that SPM tools, both 
open source and commercial, have only 
recently become available.

In most cases productivity gains made 
possible by automating development have 
largely been realized, and companies are 
looking for improvements in the build and 
release process to maintain or improve 
quality while shortening release times. 
In fact, several organizations’ overlooked 
or inefficient back-end processes are ripe 
for realizing time savings and quality 
improvements.

Many leading-edge embedded develop-
ment teams use SPM tools to automate 
and improve their build, package, test, and 
release processes. Unfortunately, some 
teams assume that once they’ve com-
mitted code, the build process will work 
somehow. The build system is largely 
overlooked and considered a by-product 
of software engineering. The amount of 
planning and continual care applied to 
software engineering itself is considered 
unnecessary or too much work for the 
build system.

Inefficient or ineffective build and release 
systems result in poor code quality (if the 
build is frequently broken, it’s impos-
sible to tell if the underlying code being 
built actually works), slow time to market 
(a slow or fragile build results in delays 
when it breaks, or the build time takes so 
long that it distorts the development pro-
cess), and significantly higher costs.

Embedded software engineering challen-
ges often multiply to create a huge matrix Figure 1

of configurations and target platforms and result in a myriad of production management 
problems for build managers, software configuration managers, and quality assurance 
professionals. Just managing the number of possible configurations and generating builds 
for all of them on a regular basis is, in itself, a very complex task. 

Embedded software teams experience this acutely as they are asked to produce new ver-
sions of code and support an ever-expanding lineup of target hardware. These teams also 
face a general move to iterative development that places additional demands on software 
production. Common best practices such as the nightly build are rapidly being replaced 
as developers demand a build each time they commit code to gain frequent feedback and 
improve software quality. As a result, build managers are faced with managing tens or 
hundreds of builds per day across a complex set of configurations.

And many companies are globalizing, with teams throughout the world working on 
the same code around the clock. Processes and tools must be adapted to accommodate 
collaboration across a 24/7 development organization. When there is no overnight (when 
processes such as build and test have traditionally been run) current, correct code must 
be available all the time, making traditional development methodologies insufficient.

Inside an SPM system
SPM software can be broken down into three major components:

n	Automation to ensure that software production tasks are repeatable and automatic
n	Acceleration to achieve fast software production
n	Analysis to evaluate failures, current state, and trends in production management

Figure 1 illustrates the components of an SPM system and how it can work with other 
tools in the application development life cycle.

Automation
Automation means wrapping existing build processes so that they can be used with the 
SPM system. The SPM system then manages and runs SPM processes such as build or 
test and reports on the status of the processes historically in real time.

A critical aspect of SPM automation is the ability to use existing build scripts and tools 
without rewriting existing code. It’s almost impossible for an engineering team to envis-
age starting from scratch; SPM systems must use existing build infrastructure without 
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changes. Once the SPM processes are automated, the individual steps or processes can be 
shared among teams (perhaps even globally dispersed teams) so that build processes can 
be reused throughout the organization without reinventing the wheel within each team or 
at each site.

Once the number of daily software builds rises above single figures, it becomes very 
hard to answer simple questions about the status of the system, when the build will 
be run, when the build will be finished, or where the output of the build is located. The 
large production systems, which consist of the hardware variants and sufficient hard- 
ware required to run large numbers of software builds, necessitate access control and 
scheduling functions.

Day-to-day management of numerous software production systems will inevitably in-
volve hardware or software failure. Advanced SPM systems must enable users to work 
around such failures or even automatically heal themselves to ensure that critical software 
production processes are not unduly affected.

Reporting is also a critical function of SPM; the status of software production on a daily 
or hourly basis is an indication of the overall health of a software project. Trend analysis 
helps spot recurrent problems, such as a particular process that fails more frequently than 
others, and enables future planning by highlighting, for example, the growth in the size 
or length of a build that will necessitate additional build resources at a later date.

A one-hour goal, or simply the number of builds

per day, drives the need for acceleration techniques ... 

to change hours-long builds to minutes-long builds.

www.embedded-computing.com/search

Such capabilities are typically not available in homegrown or open source SPM systems 
but are found in commercial SPM solutions.

Acceleration
Iterative development, market demands, or the explosion in the software configuration 
matrix drive the need for many builds per day. These could be builds ordered by devel-
opers implementing continuous integration or simply all the builds necessary to create 
software for every target platform supported by the embedded team.

Leading-edge embedded development organizations are giving developers access to full 
software builds, eliminating or sidestepping the nightly build. These developer builds 
are designed to improve quality by spotting problems quickly. As well as being able to 
support hundreds of builds per day, the builds must be fast enough that problems are 
discovered quickly. This means setting a goal such as “all software builds should be 
possible in under one hour.”

A one-hour goal, or simply the number of builds per day, drives the need for acceleration 
techniques, such as the traditional approach of parallel building on commodity hardware, 
to change hours-long builds to minutes-long builds. Traditional parallel build systems, 
such as GNU Make’s -j feature, help but typically have a hard time scaling beyond a 
4x speedup without extensive rework of existing build scripts. Getting under an hour 
means speedups of 8x, 16x, or higher.

Commercial acceleration tools are available to reliably drive build times down through 
parallelization while guaranteeing that the build is correct (the same bits are built 
every time).

Analysis
Lastly, software production processes and even the inner workings of an individual 
software build are very complex, involving thousands of individual steps. Answering 
questions about which step in the software build consumes the most resources, how much 
a faster processor would speed up the build, what the last “good” build was, or how many 

http://www.tri-m.com
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unit tests were successfully completed 
in the process requires visualization and 
reporting tools tailored to SPM.

Software developers have long been famil-
iar with advanced visualization tools such 
as multiway colored diffs, graph visualiza-
tion of branching structures in source code 
control, or entity relationship diagrams. 
Software production processes require 
analogous visualization and analysis tools 
to handle their increased complexity.

At the same time, builds have historically 
been the domain of a few organization 
members; this meant that managers and 
executives had little visibility into soft-
ware production status outside of e-mail 
or self-reporting. Commercial tools are 
starting to bridge that gap, with reporting 
that gives all stakeholders a view into the 
software production critical path.

SPM options
Many embedded developers are finding 
that SPM must be addressed to maintain 
competitiveness. Without investment in 
tools and process improvement, software 
production for embedded development 
projects can be extremely costly and 
time-consuming. Increased demands on 
the accuracy and speed of the software 
production process coupled with legis-
lated requirements to keep audit trails of 
software production require this new class 
of software for managing the back end 
of the software production process. 

SPM can be achieved several ways: do-
it-yourself, open source, and commercial 
solutions. There’s no getting away from 
SPM; teams either build their own sys-
tem out of a hodgepodge of scripts and 
free tools or they look for commercial 
solutions.

Most software organizations start out 
building their own SPM tools from a 
collection of macros, Makefiles, Perl 
scripts, and cron jobs. When the number 
of builds or the number of different 
configurations is low, these homegrown 
tools are manageable. More recently, 
teams have wrapped simple Web-based 
interfaces around their existing infra-
structure to make monitoring or manage-
ment easier. However, as the matrix of 
configurations grows and the pressure 
to build more frequently increases, 
homegrown tools quickly become inad-
equate, hard to manage, and expensive to 
maintain.

A do-it-yourself SPM system would take 
a few days (for the simplest of systems) 
to many months (for a realistic system) 
to develop, which could add up to several 
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650-968-2950
jgc@jgc.org

www.electric-cloud.com

engineer years of work, plus significant ongoing work to maintain the system. That 
estimate assumes the system is built with a solid architecture for adding new features. 
However, when teams start by building their own, they almost never invest in the kind 
of architecture needed to handle everything. As a result, they end up trying to add fixes 
and features to a weak and quirky system. As the fixes accumulate, each new feature gets 
harder and harder to add and maintain. They are unlikely to get anywhere near the feature 
set available in open source and commercial SPM tools without a major re-architecting 
of their system.

Open source and commercial solutions can help with all or part of SPM – everything up 
to providing a complete, enterprise-class system that manages the entire build, package, 
test, and deploy process.

One open source project that can help in some situations is CruiseControl. Mike Clark’s 
book, Pragmatic Project Automation, describes CruiseControl as “cron for Ant, but 
with many bells and whistles.” If developers are working in a Java/Ant environment 
and want something more powerful than cron for running builds and getting status, then 
CruiseControl is a good starting point. It lacks many features that become essential as 
projects and builds grow, but it’s better than writing everything yourself.

While several commercial options are on the market today, when researching an enter-
prise SPM system for embedded development projects, the key functions to look for are:

n	A shared platform for disseminating best practices and reusing common procedures
n	Centralized control for improved auditability
n	Dependency management to untangle the deeply interconnected files needed to 

execute build correctly
n	Faster throughput and more efficient hardware utilization
n	Improved ability to support geographically distributed teams
n	Continuous integration and greater agility
n	Detailed build reporting for better project predictability and visibility

For organizations seeking an enterprise-grade, scalable SPM system, the best option 
today is a robust commercial offering. Electric Cloud, for example, offers a solution 
that automates, accelerates, and analyzes the entire software production process. 
Electric Cloud’s family of products, including Electric Commander, Electric Accelerator, 
and Electric Insight, helps teams make software build, package, test, and deployment 
tasks more repeatable, visible, and efficient as well as dramatically faster.

Gaining a competitive advantage
The back end of the software development life cycle has become a development 
bottleneck that developers didn’t anticipate 10-20 years ago. Compute speed has not 
kept up with the increasing size and complexity of software programs, especially for the 
embedded systems developer, thus creating a major development crunch in the build and 
release phase of an application’s life cycle. Working with slow, unreliable builds is simply 
not an option for organizations that need to get products to market before competitors 
and deliver high-quality products. 

Many teams have invested time, money, and resources into improving development 
productivity, but without a high-performance build environment, these investments are 
not providing their maximum return. Implementing an SPM system, however, can give 
embedded developers a competitive advantage.

John Graham-Cumming is cofounder of Electric Cloud, Inc., an SPM 
solutions provider headquartered in Mountain View, California. Prior 
to Electric Cloud, John was a venture consultant with Accel Partners, 
VP of Internet technology at Interwoven, VP of engineering at Scriptics, 
and chief architect at Optimal Networks. He also is the creator of the 
GNU Make Standard Library and has six pending patents in the build 
space. John holds BA and MA degrees in Mathematics and Computation 
and a Doctorate in Computer Security from Oxford University.
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