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IoT security concerns
By Rory Dear, Technical Contributor rdear@opensystemsmedia.com

The latest buzzword for the naturally increasing connectivity of 
today’s electronic devices, the Internet of Things (IoT), postu-
lates an “always on” interconnected communication future. In 
the U.S. today there are more IoT devices than people, more 
than 100 million more, in fact! With so much focus on what’s 
right about this approach, it would be foolish to ignore what 
could go very, very wrong.

Applications span from those where Internet connectivity is an 
obvious step with an equally obvious benefit, such as a smart 
TV that streams content on-demand or a remote device that 
controls central heating, to more visionary applications, such 
as intelligent refrigerators or Internet-enabled pacemakers 
that enable hospitals to monitor outpatients without physical 
attendance.

By placing increasing trust in machines, especially those inter-
acting with each other, the consequences of exploitation rise 
substantially. Computer viruses have for years varied in destruc-
tivity, from rendering a home desktop PC unusable to tempo-
rarily bringing down entire financial systems; but with the IoT 
we are handing technology the power to cause much more 
damage – systemic and even physical.

There are two layers to the security concern. First is the ability 
for unscrupulous code to gain control and negatively affect 
operation. The device itself is unlikely to have a sophisticated 
encryption capability, or perhaps it does but isn’t enabled by 
default – wireless-enabled printers, whilst supporting WPA 
encryption, are almost exclusively left unprotected by slothful 
consumers. In apartment blocks, increasingly unprotected 
wireless printers are “hacked” to send amusing images to their 
unwitting owners, though of course this is but the most minor 
example of a potential IoT security lapse.

The second layer is the “trusty” wireless router, which is effec-
tively directly connected to any local IoT device and is famous 
for its pervious security. Firmware updates are designed to 
patch security vulnerabilities, but manufacturers have little 
financial incentive to provide this ongoing service without a 
workable funded security upgrade model. Where benevolent 
manufacturers do oblige, it’s rare these can be pushed and rely 
on a consumer checking a website speculatively for updates. 
If no ill effects have been noted, why would they? If it’s been 
compromised – it’s probably too late!

The ramifications of such device exploitations can quickly 
become devastating in critical embedded systems, though I 
hope the severity of these realizations will push the industry to 
address this critical issue. 

Recently in the UK a BBC news article brought widespread 
guffawing with the headline “Fridge sends spam e-mails” (pun 
intended), but it has usefully raised awareness. The spam adver-
tiser is perhaps the most obvious antagonist, looking to hijack 
any available medium as a proxy to spam e-mail accounts – or 
perhaps even directly, an Internet-enabled e-whiteboard would 
be the ideal place to force perhaps illicit advertising 24/7 in a 
family home.

Internet-enabled home automation, particularly involving 
access control and CCTV, would be hugely attractive for per-
haps more traditional criminality, with a new “smart” edge. 
Even without a specific security setup, the integrated webcam 
increasingly found in smart televisions would be very inter-
esting viewing to a whole host of candidates. 

An additional angle bandied about is the potential for govern-
mental exploitation: Another recent UK press article reports 
the app game Angry Birds has been exploited by UK and U.S. 
security agencies to gain personal information. Intriguingly, sales 
of Nineteen Eighty-Four, the Orwellian social dystopian vision 
soared 7,000 percent following the 2013 mass surveillance leaks. 

I wonder if a progressively paranoid public will take increasing 
interest in the potential of IoT devices to enable authoritarian 
privacy invasions, perhaps by the previously mentioned smart 
TV or smart glasses, enabling a live view into an individual’s life. 

Whilst unlikely in the Western world, historically less demo-
cratic governments have taken a very keen interest in what 
literature its citizens are reading. Already Internet-enabled, 
could a compromised e-book reveal anti-government reading 
habits that land you in very hot water? Could your monitored 
smartphone betraying your location at an undesirable event 
via GPS risk similar?

Perhaps I’m getting a little ahead of myself, or maybe these are 
concerns for other countries, not ours. What is true today is the 
entire chain of devices must be secure, and it is the manufac-
turer’s ongoing responsibility to ensure that is so.  
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M2M 
protocols for 
the IoT rollout

By Brandon Lewis blewis@opensystemsmedia.com

It’s a curious fact that the Internet of 
Things (IoT) movement – one that relies 
on pervasive connectivity – suffers from 
an overload of available communications. 
Particularly when surveying the wireless 
Machine-to-Machine (M2M) landscape, 
developers of edge nodes and gateway 
platforms alike are faced with excessive 
connectivity options that make selecting 
the right form of communication chal-
lenging, which often results in trade-offs 
between highly optimized proprietary 
protocols and the interoperability ben-
efits of widely used wireless standards. 

Because proprietary technology lends 
well to specific applications, to date it has 
dominated most short-range IoT connec-
tivity. However, improved standardized 
options such as Bluetooth, ZigBee, and 
Z-Wave are beginning to offset those 
advantages according to analysts at IHS 
(ihs.com), and although the breadth of 
IoT applications will still require a het-
erogeneous mix of connectivity, commu-
nications standards are making inroads 
thanks to smartphone adoption and 
increased use in home automation.

“There wasn’t a lot of thought given to 
this broader, IoT utopia viewpoint where 
you want to have all of these devices 
interconnected and talking to each other 
and sharing data – that has been much 
more prevalent over the last few years,” 
says Bill Morelli, Associate Director, 
Internet of Things & M2M, Digital ID 
& Security, IHS. “Consequently, you’ve 
got a lot of very optimized technologies 
being used for a very specific purpose. 
Now the cost balance is starting to tip a 
little bit on those, and folks are starting 
to see where the open standard tech-
nologies and things like Bluetooth Smart 

can work at a comparable power level 
and are more widely supported. As you 
start getting into issues like consumer-
ization of industry and consumerization 
of enterprise where you have more con-
sumer devices there, folks are starting to 
realize, ‘Wait, maybe I want this device 
to talk to more than just the equipment 
in my factory, so whether it’s through a 
software abstraction layer or because 
I’m using a common protocol, I need to 
start thinking about that.’ It’s going to 
happen slowly but we do expect to see 
that start to transition.”

Consumerization drives short-
range standards
Morelli points out that “consumerization 
of industry” will be a driving factor in 
short-range connectivity, reflecting how 
IoT rollouts are blurring lines between 
“commercial” and “embedded.” For 
standards-based communications that 
emphasize low power this crossover into 
embedded determinism should continue, 
says Les Santiago, Research Director, 
Wireless Semiconductors, IDC (idc.com).

“Note that short range wireless connec-
tivity is the ‘plumbing’ that the IoT/M2M 
space needs to really move forward to 
deliver on its promise of real time and 
Big Data analytics,” Santiago says. “We 
think ZigBee, Bluetooth Low Energy 
(BLE), and Wi-Fi will be contenders for 
the top spots for connectivity. ZigBee 
has certain advantages that the others 
do not have such as the life of the bat-
tery exceeding the life of the device. 
With the billions of end nodes including 
sensors, changing batteries every few 
months is not going to be an option. So 
low power will be a key differentiator for 
these connectivity technologies.”

”The current big leg for ZigBee volume is 
in RF remote controls, which actually led 
to its position in service provider Set Top 
Boxes (STBs) and home automation,” says 
Lee Ratliff, Principal Analyst, Broadband 
& Digital Home, IHS. “Z-Wave missed 
the smart meter, but found earlier suc-
cess in home automation through service 
providers and also with a significant retail 
channel. Still, Z-Wave has a fraction of 
ZigBee volume due to the missing meter 
and remote market segments. Bluetooth 
Smart growth is exploding in wearables 
and is making inroads in PC peripherals, 
health, and home automation. Bluetooth 
Smart unit volume grew 5x in 2013 due 
to native iOS implementation starting 
with the iPhone 4S and continuing with 
all subsequent iPhones. Bluetooth Smart 
is also natively included in Android.”

From 2013 to 2018 IHS projects 
Compound Annual Growth Rates 
(CAGRs) of 65 percent, 22 percent, and 
39 percent for Bluetooth Smart, ZigBee, 
and Z-Wave, respectively, with growth 
in proprietary wireless flattening by the 
end of the sample period.

Shrinking connectivity and 
software abstraction
As IDC’s Santiago notes, IoT connectivity 
will remain fragmented with specific ver-
tical strongholds, especially as technolo-
gies like 6LoWPAN begin competing in 
sensor grid applications. Morelli of IHS 
mirrors this, stating that abstraction layers 
may be the next technology iteration that 
impacts the IoT connectivity quandary.

“Particularly in the next two-to-five years, 
I think a lot of the technologies are going 
to shake out and we’ll see it get down to 
a smaller number than it is today. It won’t 
go down to one or even five, but it’s not 
going to be dozens either,” Morelli says. 
“The other thing we’re going to start to 
see is an increasing focus on software 
layers that can interact with multiple 
types of radios so you can have a factory 
or an industrial environment with several 
different types of systems that are able 
to talk to each other through this soft-
ware layer. That may be something like 
6LoWPAN or another flavor of that.”   

IoT INSIDER 

www.embedded-computing.com 7   

http://www.ihs.com
http://www.idc.com
http://www.embedded-computing.com


 Doing the 
IoT and 
wearables 
yourself

By Monique DeVoe mdevoe@opensystemsmedia.com

We are in the age of the Internet of 
Things (IoT), and sensors are now readily 
available, high quality, and inexpensive. 
This, along with the rapidly expanding 
resources of the maker movement, 
means it’s the perfect time for everyone 
to DIY their own connected devices. 
To maximize application capabilities, a 
number of open hardware options have 
become available for makers that are 
optimized for IoT needs.

Making a piece of the IoT
The DIY community is already developing 
IoT systems, and Newark element14 
used a community feedback approach 
to create an open-hardware platform 
that integrates connectivity, multimedia, 
and low power for an IoT-optimized, 
DIY-ready platform: the Revolutionizing 
the Internet of Things (RIoT) board 
(www.element14.com/riotboard).

“We looked at our element14 commu-
nity, the DIY community, technology 
requirements, and platforms available 
in the IoT space, then identified the 
strengths and gaps and tried to accom-
modate it all on the RIoTboard,” says 
Vandana Lokeshwar, Senior Technology 
Development Manager at Newark 
element14.

Based on a 1 GHz Freescale i.MX 6Solo 
ARM Cortex-A9 single-core processor 
and ARM NEON MPE (Media Processor 
Engine) co-processor for enhanced mul-
timedia functionality, the RIoTboard is 
also equipped with a Freescale Kinetis 
K20 MCU for debug. The i.MX 6Solo’s 
mix of performance and low power is 
coupled with a suite of interface and I/O 

connectivity to enable a range of acces-
sories and add-on peripherals for spe-
cific IoT application requirements.

RIoTboard runs Android Jelly Bean 4.3 
out of the box, currently supports Linux 
3.0.35, and will support upcoming Linux 
versions 3.10.17, 3.13, and Android 
KitKat. Lokeshwar cited RIoTboard as a 
critical enabler of app development as 
it does away with the need for memory 
intensive emulation for app develop-
ment, and provides a platform to load 
and test apps on a fully functional 
Android device. This is important, as 
Android apps in particular are how end 
users are ultimately accessing and using 
data from the cloud.

Creating connected wearables
The wearables market is a specific area of 
IoT development gaining a lot of profes-
sional attention, but is also a place where 
anyone can get their hands dirty. ABI 
Research predicts that one-third of rev-
enue in the wearables market will come 
from companies that don’t exist today, 
a forecast that Freescale is supporting 
through an open-source project called 
the Wearable Reference Platform, or 
WaRPboard (www.warpboard.org).

To address the challenges of connectivity, 
miniaturization, battery life, and usability 
necessary for wearables, Freescale – in 
conjunction with Kynetics and Revolution 
Robotics – worked together to define the 
WaRPboard with a hybrid architecture 
approach. The WaRPboard incorporates 
a Freescale i.MX 6SoloLite processor 
based on an ARM Cortex-A9 core on a 
main application board, while a Kinetis 

KL16 MCU implemented on a daugh-
tercard operates as a sensor hub and 
wireless charging MCU. Xtrinsic sensors, 
including an accelerometer and magne-
tometer, are implemented throughout 
the reference platform to facilitate sys-
tems that may require positioning and 
speed functionality, such as a pedometer.

Emphasizing low power and cost effi-
ciency over graphics performance, 
the i.MX 6SoloLite “was designed and 
architected for consumer devices that 
don’t need high-end multimedia capa-
bilities, but rather need an optimal bal-
ance between power, performance, and 
size,” says Sujata Neidig, Consumer 
Business Manager, Microcontrollers at 
Freescale. The WaRPboard’s 6SoloLite 
runs Freescale’s Android Jelly Bean 4.3 
BSP, which supports Android Launcher 
and application UIs optimized for small 
size displays, while the Kinetis KL16 pro-
vides low-power sensor aggregation.

The WaRPboard development kit, 
including the application board, daugh-
tercard, 1.4" display, battery, and support 
software, will be available in Q2 2014.

DIY IoT
As connectivity continues to consume 
the world, open hardware and the maker 
movement are removing the barriers to 
IoT entry – regardless of the use case.

“The whole Internet of Things is a really 
unique opportunity for the DIY com-
munity (innovators and technology 
enthusiasts), and people are already 
leveraging it,” Lokeshwar says. “It’s 
basically now to a stage that corpora-
tions or professional engineers and 
[maker] groups are pretty much at the 
same level of understanding in terms 
of what the industry needs or what the 
actual solution required is.”   

RIoTboard (left), WaRPboard (right)
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Designing cool, 
energy-efficient 
mobile devices
By Monique DeVoe mdevoe@opensystemsmedia.com

Mobile devices increasingly require more 
performance out of less power, and run 
on processors that are gaining in com-
plexity – with upwards of 100 IP blocks 
and counting on a single chip. These con-
straints and complexities will only increase 
as the industry develops the next genera-
tion of smartphones and other mobile 
devices, creating more of a challenge for 
system designers to optimize energy effi-
ciency and performance in a short time 
to market timeframe. The Arizona State 
University Center for Embedded Systems 
(CES) is working on several projects that 
address these power issues.  

Sarma Vrudhula, Professor at ASU says 
energy consumption should be the top 
focus of computer development.

“Energy efficiency is the central and 
first order metric that needs to be opti-
mized,” Vrudhula says. The goal is to 
maximize performance subject to con-
straints of power consumption, while 
keeping heat – another big problem 
for small, contained mobile devices – 
under control.

“Performance and temperature and 
power consumption are tied,” Vrudhula 
says. “When a chip runs very fast it con-
sumes a lot of power, which is dissipated 
as heat and causes the temperature to 
increase. This can affect the reliability 
of circuits, performance, reduce the life-
time of chips, and cause automatic shut 
down. You can try to maximize long-term 
reliability by running as cool as possible, 
but you can’t run [the processor] too cool 
because it runs too slowly; you have to 
also meet deadlines.”

Keeping power and heat under 
control with good directions
To address these power, performance, 
and heat issues, one of Vrudhula’s 
areas of research is based on dynami-
cally controlling the speed of every 
processor core at runtime. With Intel 
processor boards, Vrudhula was able 
to demonstrate as much as 30 percent 
improvement in energy efficiency with 
a dynamic controller program. The soft-
ware, which can be embedded in Linux, 
controls voltages and frequency of indi-
vidual cores, and ensures the tasks are 
allocated appropriately to maximize 
energy efficiency.  

This year, Vrudhula’s research focuses on 
expanding the dynamic control of multi-
core processors to SoCs. The research 
team will first study the relational effects 
of thermal properties, power, and per-
formance of the SoC on each processing 
element and communication intercon-
nect between elements; then create 
models based on the relationships; and, 
lastly, create an algorithm for optimiza-
tion of these elements. 

Architecting efficient low-
power processor networks
CES research has also created a 
Network-on-Chip (NoC) tool chain 
for developing NoC architecture for 
future processors, a project led by 
ASU Professor Karam Chatha. The 
performance of multicore mobile pro-
cessors is in large part determined by 
the on-chip interconnection architec-
ture that links the IP blocks, referred 
to as an NoC communication sub-
system. This NoC tool chain generates 

a high-performance, low-power on-
chip interconnection architecture to 
address multiple design requirements, 
taking a task that would normally 
involve several weeks of manual effort 
down to minutes. Requirements such 
as multiple traffic classes, multiple use-
cases, deadlock avoidance, multiple 
clock islands, bit-width optimization, 
and router arity constraints can be 
addressed and optimized. The resulting 
synthesized mobile processor inter-
connection architecture is able to get 
better performance and lower power 
consumption in a shorter timeframe.

Managing mobile power with 
efficient communication
ASU Assistant Professor Carole-Jean Wu 
is currently working on a research project 
based on achieving energy-efficient 
mobile computing with data communica-
tion and global power management. The 
project aims to design an energy-efficient 
mobile architecture that takes into 
account user behavior and the “cost” of 
data communication between hardware 
components to allow the processor to 
“wake up” less frequently for data coor-
dination. Wu’s approach is to develop 
a model of the microarchitecture-level 
power and energy characterization based 
on user patterns, and then design an 
efficient smartphone architecture using 
global power management that mini-
mizes data movement frequency and dis-
tance with an efficient memory hierarchy.

Designing efficient mobile 
systems
Research into energy-efficient design con-
tinues to be an important area for CES 
member companies and staff, as power 
constraints affect the capabilities of every 
system. Vrudhula cited the human brain 
as a model of energy efficiency, with 
computers falling around 10-12 orders of 
magnitude behind in efficiency. In time, 
research may be able bridge that gap – 
or at least help our smartphone batteries 
last longer than a day.   

For more information about the CES 
visit ces.asu.edu

RESEARCH REVIEW
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Using NOR and 
NAND flash 
memory in M2M 
applications
By Dan Craig

Expanding M2M capabilities and solu-
tions enable new products and services 
that are transforming the way we work 
and play. M2M solutions are available 
in several form factors and radio inter-
faces, but are most commonly sold in 
module form – discrete or mounted 
on a PCB. Embedded memory typi-
cally enables short-range radio solu-
tions (Wi-Fi, ZigBee, Z-wave, Bluetooth, 
IP500). Usually, the memory subsystem 
– in terms of embedded flash and RAM 
– is contained on the processor. If the 
memory cannot be placed on the pro-
cessor, low-density, external NOR flash 
memory or RAM may be added. 

While many short-range M2M wireless 
solutions are sufficient for consumer-
centric applications (like appliance 
connectivity and home automation), infra-
structure and mission-critical applications 
(health, safety, automobiles, retail, and 
smart city applications) require robust and 
always-on cellular network connectivity. 
In long-range radio solutions like cellular 
M2M, it is not cost-effective to embed a 
high-density memory device on the pro-
cessor chip, so critical communication 
code must be managed in the external 
flash memory and RAM. Figure 1 shows a 
typical cellular M2M module, including a 
software stack. 

M2M cellular modules are available in 
2G and 3G/4G versions. On GSM net-
works, GPRS and EDGE are considered 
2G, and on CDMA networks, 1xRTT 
(or CDMA2000) is considered 2G. 
3G networks are based on the global 
High-Speed Downlink Packet Access 
(HSDPA) standard, which is compat-
ible with common Microprocessor Unit 
(MPU) architectures and enables rich, 
real-time multimedia and browsing 
experiences. Automotive infotainment, 
transportation, and video surveillance 
services are driving higher bandwidth 
requirements that are only available on 
3G and 4G networks. 

As the revenue and capacity of data 
services exceed traditional voice ser-
vices, Mobile Network Operators 
(MNOs) who are deploying billion 
dollar, revenue-generating M2M ser-
vices have every incentive to leverage 
3G and 4G networks in order to utilize 
network resources and finite spectrums 
most efficiently. AT&T has already 
announced plans to take 2G networks 
offline in the United States by 2017, 
and leading M2M module suppliers are 
excluding 2G-certified modules from 
new designs[1]. 2G M2M solutions are 
also reliant upon legacy component 
support and manufacturing assets 
that are starting to become obsolete. 
These factors have helped to position 
3G M2M modules in the sweet spot of 
market growth – with $5 billion in 3G 
and 4G M2M connections forecasted to 
come online over the next four years[2].

Cellular M2M memory 
requirements:  
Small form factor
2G M2M modules have modem speeds 
up to 130 Kbps and use NOR flash 
memory with critical communication 
code storage requirements between 32 
Mb and 64 Mb. Thanks to an Execute-
In-Place (XIP) memory architecture, 
NOR flash read performance (up to 250 
MBps) is fast enough to execute com-
munication protocols directly out of 

Network

The Smart &
Connected Lifestyle

The Smart &
Connected Home

The Smart &
Connected City

The Smart &
Connected Automobile

CLOUD

M2M Connectivity
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the flash memory in 2G solutions – and 
the external RAM only requires 16 Mb 
or 32 Mb PSRAM in working memory 
or extended cache. Today, the sweet 
spot for 2G M2M memory solutions 
is an industrial-grade NOR + PSRAM 
Multichip Package (MCP) contained in 
a 6 mm x 4 mm BGA package. MCP 
solutions are preferred in M2M mod-
ules because they save a significant 
amount of space (more than 50 percent) 
compared to separate flash and RAM 
component alternatives. When M2M 
modules are embedded with a wide 
range of sensors and infrastructure 
applications, size is an important factor.

Automotive- and industrial-
grade memory
M2M modules that support industrial-
grade temperatures (-40 °C to +85 °C) are 
designed for systems that will reside out-
doors or in rugged environments – while 
also facilitating the quick time to market, 
simplicity, and scalability. Residents of 
the northeastern United States have had 
a recent reminder of what minus -40 °C 
(-40 °F) feels like – and those stuck out-
side with mobile and automotive elec-
tronics not functioning properly were 
reminded of how critical industrial- and 
automotive-grade memory support has 
become in M2M designs. 

Performance, density, and cost 
3G and 4G memory solutions have 
much higher performance and den-
sity requirements with Mbps modem 
speeds. 3G has a mix of communication 

protocols, and the combined code den-
sity in software-defined radio configu-
rations more than doubles that of 2G. 
3G also requires at least one backup 
copy of the communication protocol, 
which pushes the minimum memory 
requirement within the 256 Mb to 
512 Mb range. After adding middle-
ware – like Java Virtual Machines that 
accelerate application integration and 
user-allocated memory for new appli-
cations – the requirements of 3G and 
4G M2M modules extend up to 4 Gb 
of flash memory and 2 Gb of LPDRAM, 
often with long-life, industrial-grade 
requirements. At 1 Gb and higher, 
Single-Level Cell (SLC) NAND flash 
becomes an attractive, lower-cost alter-
native to NOR flash (Figure 2, page 12). 

Because NAND flash can’t execute 
code directly due to its slower read 
performance, code is copied into the 
RAM for execution. This is commonly 
referred to as a Store and Download 
(SnD) or compute memory architec-
ture. In an SnD architecture, external 
RAM requirements increase signifi-
cantly to 512 Mb or more to shadow 
and execute code; another $2 to $5 is 
added to the Bill of Material (BOM) for 
either an LPDDR1 or LPDDR2 memory 
device, depending on density and con-
figuration. 3G and 4G cellular architec-
tures are exclusively SnD-based, with 
the LPDRAM interface driving memory 
performance requirements and signifi-
cantly lower power consumption than 
traditional PC-grade DRAM. 

Antenna

Vcc

UART

USB

SPI/I2C/GPIO

Applications

Middleware

System Software

MPU + DSP

Cellular M2M
Module

Flash
Memory

RAM
Memory

RF
Transceiver

Power
Amplifier

RF
Frontend

Block diagram of a cellular M2M module.Figure 1
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Even with the addition of external 
LPDRAM, a 1 Gb SLC NAND + 512 Mb 
LPDRAM memory solution will be in 
price parity with a 256 Mb NOR flash 
+ 512 Mb LPDRAM memory solution. 
Both configurations are considered 
low-cost alternatives in 3G and 4G 
M2M module designs. Given the 4x 
capacity increase required to move 
from a 2G M2M memory solution, 
3G and 4G LPDRAM MCPs require a 
slightly larger package (8 mm x 8 mm 
BGA to 8 mm x 9 mm BGA). 

Product longevity
When choosing a NAND flash memory 
solution, an M2M designer must also 
take into account that the average life 
span of an M2M application is 10+ 
years. NOR flash comes with a long 
history of embedded support in auto-
motive and industrial applications – 
typically with more than 10 years of 
product support and multiple suppliers; NOR also requires 
no external memory management. Unlike NOR, NAND does 
not have a legacy in embedded support, and, more impor-
tantly, NAND characteristics change with each silicon lithog-
raphy shrink. NAND also requires external management by 

the processor, including ECC, bad block, and wear leveling 
management.  

Drawbacks of NAND  
flash scaling
The myriad embedded applications need 
approximately 100,000 program and 
erase (P/E) cycles and/or 10 years of data 
retention in flash memory support. SLC 
NAND hits a cliff when attempting to 
scale below 30 nanometer range (3X nm) 
technology – where ECC requirements 
increase significantly and P/E cycles and 
data retention become somewhat limiting 
for broad embedded use, as shown in the 
Figure 3. However, cellular chipsets and 
wireless OEMS can benefit from the cost 
advantage of NAND flash at higher density 
and it enables adequate ECC For phones 
and modems. 

When 2X nm or lower NAND flash is tar-
geted, the technology is tuned to appli-
cation-specific use cases. For example, in 
a wireless modem, code is primarily read 
at boot with somewhat infrequent over-
the-air updates or restarts in a lifespan 
of three to seven years. In this case, P/E 
cycle requirements are assumed to be 
low (<10,000) over the life of the product, 
and lower-lithography, 2X nm NAND flash 
is assumed to be a good fit for low-cost 
solutions. For M2M devices, security, 
data management, and applications will 

SILICOn M2M Connectivity

$6

$4

$2

64 Mb 128 Mb 256 Mb 512 Mb 1 Gb 2 Gb 4 Gb 8 Gb

IT-Grade Cellular NOR
IT-Grade SLC NAND

SLC NAND flash becomes a good alternative in 3G M2M solutions at less than 1 Gb.Figure 2
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increase P/E cycles markedly and require use case specific 
assessment at design when expanding beyond basic modem 
functionality.

Memory for the future of M2M
The Internet of Things (IoT) and its M2M products are bringing 
some of the most exciting advances in electronics to the fore-
front of our lives. Most new products and rich M2M services are 
being scaled for 3G technology. Designers have several options 
when selecting the right M2M memory solution – from indus-
trial-grade NOR flash to NAND flash MCP solutions. Density, 
performance, size, P/E cycle, and data retention requirements 
are all important factors to consider. 
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RTOS in the 
cloud era: 
Revolution or 
evolution?
By Curt Schwaderer

Decades-old RTOS technology is still going strong, 

and is responding to new trends and advances to 

meet today’s embedded system needs.

Many moons ago the microprocessor gave birth to a new age 
in embedded systems development. Soon after, engineers 
began developing custom task schedulers to manage hard-
ware resources for applications being created to run on these 
new programmable chips. From there, Real-Time Operating 
Systems (RTOSs) began proliferating. These RTOSs, some 
recognizable, others perhaps not – VRTX, pSOS, RMX, OS-9, 
QNX, Nucleus, SMX, LynxOS, Deos, INTEGRITY, ThreadX, 
VxWorks, and others – developed in the 1970s and 1980s 
began replacing in-house task schedulers and made it easier to 
develop embedded products.

These were simpler times; the I/O and network connectivity 
used RS-232 and/or RS-422 serial ports. Sixty-four kilobytes 
of RAM for the entire software build was the norm. Graphics 
were unheard of. Engineers were comfortable with assembly 
language, and C language was largely discounted due to the 
need to highly optimize the software running on these systems.

Fast forward to 2014 – powerful multicore processors, Gigabytes 
of memory, lots of I/O, graphics, and networking options have 
transformed embedded systems into a very different animal. 
Virtualization is being employed in embedded systems as a 
means to consolidate complex architectures and provide sepa-
ration between real-time and non-real-time systems.

For many years, the RTOS has largely flown under the embedded 
radar, but still serves a critical role in many systems that require 
hard computing deadlines be met. A number of RTOS compa-
nies have contributed to the evolution of embedded systems 
over the past ten years with disruptive technologies, helping 
shape the RTOS as we know it today.

Some things never change
The fundamental requirements of the RTOS from years ago 
still apply today – maintaining real-time determinism, high reli-
ability, and time to market.

There will always be embedded devices that require hard real-
time determinism, so real-time characteristics of the RTOS are 
still at the top of the list in importance. As processors have 
increased in performance, more instructions can be executed 
while still meeting traditional real-time deadlines, but deter-
minism has, is, and will continue to be most important.

The RTOS itself must be rock solid in terms of managing 
platform resources, providing error resistant Application 
Programming Interfaces (APIs) and ensuring that the imple-
mentation is reliable and resistant to fatal errors.

“An RTOS is like a network of freeways,” says Ralph Moore, 
President at Micro Digital (www.smxrtos.com). “There may be 
thousands of origins and destinations, but most traffic flows 
through kernel pathways. The smx RTOS has been progressing 
toward greater error checking recovery features in the API to 
make kernel pathways safer. For example, code that goes past 
the curly brace of its main function causes smx to put that task 
into a dormant state to prevent undefined operation.”

Time to market is also a subject of interest, as more finished 
code, complete vertical platform packages, good development 
tools, and robust error checking are the most critical contribu-
tors to accelerating deployment time.

Chris Ault, Senior Product Manager at QNX (www.qnx.com) 
emphasized pre-integration of features for vertical market 
applications. “Expectations years ago stopped at the Board 
Support Package (BSP) and development was measured in 
years. Now more features and capabilities are on the boards 
and added to QNX to provide less development effort.” Ault 
cited the QNX Car platform as integrating GPS, power man-
agement, and smartphone integration, in addition to helping 
to achieve ISO 26262 certification as an example of an RTOS 
with software stack support for the auto industry vertical 
market.

The Deos RTOS from DDC-I (www.ddci.com) is an example 
of an RTOS focused on a specific market through its APIs and 
certifications. Tim King, Product Marketing Manager at DDC-I 
says Deos is tailored for safety-critical applications through 
providing a time- and space-partitioned DO-178 Level A cer-
tifiable RTOS. The “vertical stack” in this instance comes in 
the form of ARINC 653 specification conformance and imple-
menting Rate Monotonic Analysis (RMA) to comply with avi-
onics standards. 

RTOS
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Embedded virtualization
There are two key benefits of embedded 
virtualization. First is the ability to con-
solidate the real-time and non-real-time 
systems in a single platform. Second is 
providing isolation between software 
environments where one side is high reli-
ability and safety critical and the other 
side may run third-party applications and 
be open to possible errors as a result.

TenAsys (www.tenasys.com) and the 
RMX kernel were founded on the notion 
of combining a real-time OS with a more 
robust software environment, thus RMX 
and the INtime package was born. Kim 
Hartman, Owner and VP of Sales and 
Marketing at TenAsys described the 
inception of the INtime environment. 
“The whole thing started with the use of 
80386 and its ability to task switch. Then 
an application called Windows came 
along. TenAsys used the RMX RTOS 
and a run-time package called INtime 
to enable utilization of PC software in 
conjunction with an RTOS environment.” 
The INtime environment is designed to 
work in a virtualized environment in a 
para-virtualized way. The environment 
also makes use of the Intel Architecture 
Virtualization Technology (VT) support to 
make the embedded virtualization envi-
ronment as efficient as possible.

Wind River (www.windriver.com), 
LynuxWorks (www.lynuxworks.com), and 
others are also strong proponents of 
embedded virtualization, and are actively 
providing hypervisors (Wind River 
Hypervisor, LynxSecure) in various forms 
that support separation of OSs, sharing 
or segmenting of resources, as well as 
communications hooks that still provide 
isolation between environments.

These kinds of embedded virtualization 
capabilities enable RTOSs to blend Linux 
or Windows operating environments. 
However, unlike enterprise virtualization 
where separate Virtual Machine (VM) 
environments operate autonomously, 
these virtualized RTOS implementa-
tions require communications pathways 
between the embedded virtualized envi-
ronments in order to exchange data and 
control information.

Multiple CPU architectures
RTOS vendors tend to diverge on the 
tenet of multiple CPU architectures. Some 

RTOS vendors focus on specific proces-
sors while others work to make their 
RTOS available across a large number of 
architectures. Focusing on fewer proces-
sors, in theory, enables a more complete, 
focused solution set for that architecture. 
Supporting a wide range of architectures 
increases the realm of portability and 
allows the user to move to other archi-
tectures as their products evolve.

The OS-9 RTOS was a market leader for 
Motorola VME systems back in the day, 
and was also widely used in early-adopter 
consumer devices like the Radio Shack 
Color Computer, Motorola Pagewriter, 

Compact Disc Interactive (CD-i) players, 
and interactive TV set-top boxes. 
Allan Batteiger, GM of OS-9 company 
Microware LP (www.microware.com), 
believes that supporting multiple CPU 
architectures as well as multicore OS 
virtualization will be important going 
forward. “This requires the RTOS to sup-
port a memory-based virtual Ethernet, 
provide time synchronization between 
the OS environments, and efficient inter-
process communications,” he says.

The OS-9 architecture consists of a 
number of independently compiled 
modules from the kernel, I/O systems, 
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file managers, drivers, applications, and 
libraries that provide the ability to inde-
pendently update a given module while 
the system is in use. The ability to per-
form this kind of granular update/main-
tenance is an important characteristic for 
systems that require high availability.

Multicore
Multicore in embedded is becoming 
mainstream. Multicore processors 
enable embedded virtualization while 

increasing performance, and because of 
it we are entering a new era in embedded 
development.

John Carbone, VP of Marketing at 
Express Logic (www.rtos.com) talks 
about the impact of multicore on 
the ThreadX RTOS. “Multicore has 
prompted us to add support for 
Symmetric Multiprocessing (SMP). This 
has also opened up SoC additions like 
downloadable application modules for 

firmware flexibility and the introduction 
of a new Graphical User Interface (GUI) 
framework that can create professional 
GUIs even on small MCUs.”

Most vendors either have or are devel-
oping a Symmetric Multiprocessing (SMP) 
version of their RTOSs, which only makes 
sense given that processor technology 
has evolved over time to add more cores 
rather than faster CPU clock speeds.

Green Hills’ (www.ghs.com) INTEGRITY 
RTOS provides Symmetric and 
Asymmetric Multiprocessing (AMP) 
options. Similar to LynuxWorks’ 
LynxSecure hypervisor and the Wind 
River Hypervisor, Green Hills offers an 
INTEGRITY Multivisor that provides 
embedded virtualization to host mul-
tiple OS environments on a multicore 
processor for embedded applications.

The “Internet of Things” effect
Wind River’s perspective and roadmap 
for VxWorks is strongly influenced by 
the Internet of Things (IoT) phenom-
enon. Dinyar Dastoor, VP of Product 
Management at Wind River, provided an 
overview. “Driven by the convergence of 
cloud technology, rapidly growing data 
volumes, and increasingly connected 
devices, the Internet of Things (IoT) poses 
new challenges and opportunities,” 
Dinya says. “To address the IoT, an RTOS 
must evolve to deliver more modularity, 
security, and a rich graphics feature set 
being demanded by this new IoT world.” 
The latest version of VxWorks includes 
updates to connectivity and protocol 
standards, and modularity that enables 
scaling across processors and platforms.

John Blevins, Director of Software Tools 
Development at LynuxWorks empha-
sized the influence of the IoT on LynxOS 
evolution, stating that “LynuxWorks is 
responding to the new M2M and IoT 
technology trends by combining new 
security features, networking stacks, 
and open standards with LynxOS RTOS 
products.” Blevins cited cyber-attacks 
and Internet connectivity with M2M and 
IoT systems as driving RTOSs features 
like discretionary access controls, roles 
and capabilities, audit logging, authen-
tication, cryptography, trusted path, and 
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self-test capabilities, all of which he says 
are being added to LynxOS 7.

Andrew Caples, Senior Product Manager, 
Real Time Operating Systems at Mentor 
Graphics (www.mentor.com) also men-
tioned the Nucleus RTOS being driven by 
the IoT trend. “IoT is characterized by low-
end systems that require features typically 
seen on high-end, feature-rich systems,” 
he says. “The RTOS architecture needs 
the flexibility to incorporate a wide range 
of middleware and run on a spectrum of 
low-cost MCUs up to high-end MPUs.” 
Andrew also mentioned the importance of 
power management and how the Nucleus 
Power Management Framework provides 
the ability for software developers to 
access specific processor and I/O power 
modes to conform to power requirements 
of specific embedded devices.

A common theme with RTOS and the IoT 
is power sensitivity and the range of the 
networks and communications proto-
cols needed. Common communications 
standards support goes well beyond just 
Internet Protocol (IP), including CAN, 
Bluetooth, Continua, ZigBee, USB, and 
Wi-Fi as additions beyond Ethernet.

Building a modern RTOS
As embedded systems technologies 
progress and new standards, processors, 
platforms, I/O, and applications emerge, 
the RTOS continues to evolve and adapt 
to incorporate these new capabilities and 

play a vital role in the development 
of the next generation of embedded 
systems. The RTOS is no longer only 
about managing memory, I/O, and 
task scheduling with a few tools 
thrown in. It’s about complete and 
robust integrated development and 
debug environments, rich graphics, 
and network capabilities, security 
features, and the ability to commu-
nicate with other virtualized software 
environments while maintaining real-
time determinism, high reliability, and 
efficiency.

As an engineer who got his software 
start developing RTOS software, I 
can appreciate the complexity and 
talent it takes to satisfy the myriad 
of scheduling, latency, and efficiency 
requirements that an RTOS must 
meet in some of the most demanding 
environments. As I spoke with people 
charged with moving RTOSs forward, 
I came away impressed with how 
robust and interoperable these envi-
ronments have become to accommo-
date these latest technology trends; 
I’m even more impressed that all 
this is being achieved while still pro-
viding the same determinism and reli-
ability required since the inception of 
the RTOS. 

Contact Curt at  
cschwaderer@opensystemsmedia.com.
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The Intelligence in the Internet of Things



LET’S PUT  
PUBLIC TRANSIT 
IN THE EXPRESS 
LANE TO 
TOMORROW.
How do you effortlessly transform a city bus into an intelligent, connected device? You work with Wind River.  

We recently partnered with a leading wireless solutions provider to develop a bolt-on cellular gateway for legacy 

systems. The result is transportation revolution—a fleet of smart vehicles that employ advanced telemetry to provide 

both driver and riders with location-based services and Wi-Fi connectivity, while communicating in real-time with 

transit operations to optimize efficiency and reliability. It’s just one more example how the Intelligence in the Internet 

of Things is moving us boldly toward tomorrow. Welcome aboard.

The Intelligence in the Internet of ThingsTo find out more visit us at iot.windriver.com



Smarter Ways 
to Use the 
Internet of 
Things 
The Internet of Things (IoT) is transforming the way businesses 
operate, differentiate themselves, and increase profits. With 
enhanced situational awareness – the ability to perceive and 
respond to the surrounding environment – IoT adds valuable 
intelligence for complex decision making in a broad range of 
industries, including energy, automotive, healthcare, and more. 

With billions of units generating more than $1 trillion in revenue 
today, the IoT market is already big  – and it’s growing fast. 
Predictions include a double-digit compound annual growth 
rate (CAGR), and IDC forecasts that revenues will double by 
2015. The challenge is to translate the intelligence in connected 
embedded devices into new products and services that solve 
customer problems, drive customer engagement and loyalty, 
and deliver even higher value to the economy.

Macroeconomic trends, as well as trends that impact specific 
industries or groups of adopters, drive IoT momentum. Key 
factors include the following:

 õ High labor costs: It typically costs at least three times 
more for a human to perform a task than a machine. 
Intelligent systems can now perform many tasks that 
require intelligence and situational awareness.

 õ Huge real-time demand for Big Data: Data has become 
the new currency of business, and intelligent systems can 
supply both the raw material and sophisticated, real-time 
analytics that shape and guide more intelligent business 
decisions.

 õ Cloud: Through IoT, businesses can develop new services 
and offer them through software-as-a-service (SaaS) 
models, creating new efficiencies and economies.

 õ Ecological considerations: Machines can perform power 
management tasks with finer precision and faster response 
times than manual, human-dependent systems.

 õ “Instant gratification” culture: Customers want everything 
now – whether it’s just-in-time servicing, real-time order 
fulfillment, or immediate answers to complex questions.

Companies with a stake in IoT have to address a series of ques-
tions. What is the best way to allow the wealth of new appli-
cations, systems, and devices to connect to complex, often 
fragile networks? How can Big Data inform and guide the 
design of systems and devices for better connectivity? How 
can data be exchanged among siloed vertical markets, systems, 

and applications? How can the operational efficiencies of IoT-
enabled systems be scaled to create higher profit potential? 
And how can successes be leveraged more broadly across mul-
tiple vertical markets?

Operators and device manufacturers have very different per-
spectives on the opportunities, but all are looking to develop 
solutions that will scale efficiently, increase revenue, and create 
competitive differentiation, while responding to the needs of 
specific vertical industries. And both are trying to respond to 
the same challenges.

In dealing with these challenges, operators and device man-
ufacturers sometimes take a do-it-yourself (DIY) approach, 
building internal competence rather than outsourcing key 
aspects of new device and service creation for the IoT market. 
All too often, that investment strategy doesn’t match their 
value equation. Customers perceive the highest value in the 
application and the device-specific middleware. In many cases 
research and development (R&D) investments are being made 
lower down in their run-time or embedded stack, where cus-
tomers perceive little to no value.

The net result, in many cases, is an excessive investment in R&D 
that detracts from the creation of the differentiating applica-
tions and services valued by customers, along with delays 
due to complexity and lack of experience. Businesses end up 
driving operating expenditures (OPEX) higher, missing market 
windows, and failing to exploit opportunities.

For most operators and device manufacturers, it makes sense 
to invest at the application level and let a qualified partner focus 
on the non-differentiating, foundational “application-ready” 
technology rather than technical competence with little com-
petitive advantage. The move to a service-centric model is an 
evolutionary process. Many operators have already taken the 
first step by offering connectivity services for IoT applications.

As a global leader in embedded solutions, Wind River® is 
working with industry partners and customers to address chal-
lenges, eliminate barriers, and bring IoT concepts to life. With 
deep experience in a broad range of sectors and mission critical 
applications, we understand end-user requirements and help 
design intelligent components from the ground up to be reliable, 
manageable, and secure. We are perfectly positioned to help 
companies in any industry leverage IoT to improve performance, 
launch new services, and generate new revenue streams.

Advertorial
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Distributed 
cloud storage 
infrastructure 
advances with  
x86 architecture
By Kahlye Lee

With the advent of cloud computing, enterprise and SMB storage infrastructure is 
becoming increasingly decentralized so as to enable the greatest possible management 
flexibility while improving I/O performance, data recovery time, and cost per Gigabyte. 
This has been driven in part by parallel advancements in virtualization technology, which 
helps to create elastic pools of networked IT resources that can be managed dynamically 
in accordance with evolving business needs. 

This accelerating shift to cloud infra-
structure has impelled IT system archi-
tects to reassess the conventional 
storage hardware that has underpinned 
storage platforms to date, and this 
reassessment naturally extends to the 
embedded components that comprise 
these systems – particularly the pro-
cessor platforms.

Conventional storage arrays and 
servers are typically architected around 
centralized controllers or boards that 
process the aggregate storage I/O via 
general-purpose x86 CPUs grouped in 
one-to-many CPU-to-disk drive config-
urations. The processor is the primary 
bottleneck of data flows to and from 
the disk drives within the system, so 
system vendors design in the highest 
performing CPUs possible in order 
to speed I/O, which adds significant 
expense and power consumption in 
the process.

As the hardware infrastructure that 
powers the cloud gets increas-
ingly decentralized, however, a new 
approach to cloud storage networking 
is needed – one that deemphasizes 
consolidated storage models and 
instead gives the flexibility to deploy 
storage resources incrementally in 
building block fashion wherever these 
resources are needed in the distrib-
uted network. This has opened the 
door to a new cloud storage architec-
ture strategy that leverages distrib-
uted intelligent disk drives (flash and 
mechanical) rather than expensive 
centralized storage arrays or servers. 
By equipping each one of these drives 
with a high-performance, power-
efficient x86 multicore processor, the 
aggregate number of processor cores 
in the storage network can exceed 
the amount of cores within legacy 
storage systems, allowing users to 
process more data at the same rate or 
faster – at a lower cost, and less power 
consumption. 

Cloud Computing
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Low-power, high-performance 
parallel processing 
This cloud-optimized storage archi-
tecture is enabled by Accelerated 
Processing Units (APUs) and System-
on-Chip (SoC) processor architectures, 
which combine a general-purpose CPU 
and discrete-class GPU on a two-die or 
one-die chipset, respectively. This facili-
tates high-speed parallel processing 
by utilizing the GPU to parallel pro-
cess computational tasks on blocks of 
data, enabling enterprise-class storage 
throughput across every individual disk 
drive node in the network (Figure 1). 

These highly integrated processor archi-
tectures also minimize design complexity 
and system size compared to similarly 
performing heterogeneous CPU+GPU 
chipsets due to dense integration on 
the silicon, allowing a reduction in board 
layers and size. The APU/SoC-enabled 
computing advantage ultimately makes 
it possible to harness parallel pro-
cessing-caliber performance within a 
standard 3.5” drive enclosure that also 
houses the requisite embedded storage 
and networking hardware elements. 

Perhaps most importantly, APU and SoC 
processors can support Thermal Design 
Power (TDP) profiles that lower system-
level heat generation considerably and, 
more crucially, allow the use of Power 
over Ethernet (PoE) to power the drives. 
PoE is a critical enabling factor for this 
new network storage architecture, and 

it provides a significant performance per 
watt efficiency advantage compared to 
today’s power-hungry storage arrays and 
servers, which depend on high wattage 
power supplies with varying efficiencies 
at different load conditions. In contrast, 
powering each drive with PoE allows the 
adjustment and maximization of the effi-
ciency to a fixed load condition.

Backup and battery power
The use of low-power APU and SoC pro-
cessors within these intelligent drives 
has yielded an additional benefit that 
extends beyond primary storage and into 
the realm of uninterruptable storage and 

fault-tolerant file 
systems. Here, 
too, there are 
inherent benefits 
to a hyper-dis-
tributed cloud 
storage architec-
ture, including 
the ability to 
perform drive-
to-drive data 
mirroring across 
the entire net-
work for data 
r e d u n d a n c y 
and protection 
purposes. Most 
enterprise array 
and server sys-
tems achieve 
this redundancy 
capability via 

Redundant Arrays of Independent Disks 
(RAID) confined within a single system/
cabinet, replicating data across disk 
drives. This heightens the risk of a multi-
drive failure causing irrevocable data loss, 
whereas in a cloud-based decentralized 
storage architecture comprised of dis-
tributed disk drives, the data is efficiently 
replicated across every installed node in 
the network. 

Another critical consideration when it 
comes to data protection is electrical 
power backup. For conventional storage 
array and server systems, backup power 
is provided via large, expensive UPS 
systems and diesel generators. In a dis-
tributed cloud network, however, elec-
trical power backup is enabled at the 
individual drive level. Owing to the low 
power enabled by embedded APUs and 
SoC processors, on-disk battery backup 

Virtual Disk Applicance

Virtual Drive
Dual 1 Gb

Dual 10 Gb
POE power

Battery backup

Runs its own Hypervisor

Swift VM
Hadoop VM

iSCSI VM

Erasure coding
in the drive

RAID over
Network Cluster

Storage VMs can be
MOVED and Snapshotted

Virtual drive with built-in hypervisor.Figure 1
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is now a reality using consumer-grade batteries. This enables a 
reduction in footprint and rack space for datacenters compared 
to conventional battery backup methods.

Flash storage is a key facilitating technology for this mode of 
battery backup – indeed this capability would be difficult, if 
not impossible, to achieve with conventional hard disk drives. 
Flash on the other hand, when implemented with advanced 
caching algorithms that accelerate read/write speeds and mini-
mize NAND degradation during data write cycles, provides the 
highest levels of storage performance and reliability with no 
moving parts. In an extended power outage scenario, these 
drives can support graceful shutdown operations that minimize 
the risk of data loss and/or electrical damage to the drive. 

From hardware to software 
For this disk drive-based cloud storage model to rival conven-
tional centralized storage approaches in practical functionality, 
there are some must-have software capabilities to be provided. 
Virtualization is chief among them, allowing the ability to run 
Virtual Machines (VMs) natively at the disk drive level to enable 
granular resource provisioning for diverse workloads and/or 
multi-tenant usage.

Native support for popular scale-out computing architectures 
is also critical. Open-source software frameworks like Apache 
Hadoop and OpenStack are particularly important for big data 
and cloud storage applications, and must run natively on the 
drive to minimize performance degradation of the compute 
cluster when adding or replacing nodes.

Error-Correction Code (ECC) support is another key factor. 
Traditionally ECC support has been limited to power-hungry 
processor platforms, but the evolution of ultra-energy-efficient, 
compute-intensive x86 cloud infrastructure makes ECC support 
an increasingly important requirement in the low-power pro-
cessor domain. ECC helps to ensure the highest levels of data 
integrity while improving data security via the use of advanced 
encryption algorithms. 

An underlying x86 processing platform helps to ensure tight 
integration with Internet backbone infrastructure, and enables 
support for the rich ecosystem of industry-standard software and 
tools used to architect today’s public and private storage clouds. 

A new cloud storage model
From expensive, monolithic storage arrays to commodity 
servers, legacy storage systems can add significant cost, man-
agement complexity, and power consumption to cloud-storage 
infrastructure, while introducing a host of challenges centric to 
backup and recovery. 

A highly scalable, disk drive-based (flash and mechanical) cloud 
storage model leveraging x86 APUs and SoCs, on the other 
hand, can yield unprecedented power efficiencies, deliver 
breakthrough parallel processing performance and enable 
enterprise-class storage and management capabilities. The 
added ability to support battery-powered backup at the indi-
vidual disk drive ensures the highest levels of business conti-
nuity and data protection. 

Kahlye Lee is VP at Silvercor.

Silvercor  www.silvercor.com  @silvercorinc
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Q
 How is Cisco approaching the 
challenges of Internet of Things 
(IoT) rollouts?

It’s unlike what happened in IT. What 
you notice is that the world of IT, from 
a networking perspective, has gotten a 
lot simpler, meaning it used to be very 
diverse and it’s gotten a lot more homo-
geneous. It used to be in a typical enter-
prise you’d have token ring, you’d have 
FTDI, you’d have ISDN, you’d have sat-
ellite connections, you’d have Ethernet 
connections, you’d have lots and lots of 
different kinds of connectivity. Today if 
you walk into the average office you’ll 
see Ethernet and Wi-Fi. So it’s gotten a 
lot simpler on the IT side, but if you go 
and look at the industrial side you’ve got 
ZigBee, you’ve got Z-Wave, you’ve got 
Bluetooth Low Energy (BLE), you’ve got 
USB connections, you’ve got power-line 
communications, you’ve got HomePlug. 
There are so many ways to connect 
these things, and the reason there are 
is that they’re all solving, for instance, 
“I want to go really far but I don’t need 
to send a lot of data so I don’t need a 
lot of speed,” or “I need to be able to 
send at close range but with very low 
battery consumption.” So range, speed, 

energy, and whether it’s on a licensed or 
unlicensed spectrum are sort of the four 
dimensions, and in those four dimen-
sions you have one end of the spectrum 
versus the other, so you have 16 pos-
sible combinations just out of different 
permutations of that.

[Cisco] makes these routers that we call 
gateways, and gateways are sort of the 
“Swiss Army Knife” of the networking 
world – they talk multiple things on the 
southbound side and they speak dif-
ferent interfaces on the northbound 
side. Typically, a sensor, a robot, some 
kind of device will end up talking to a 
gateway at some point, either over a 
wired or wireless connection. The chal-
lenge will be, while we try to build as 
many interfaces as possible into our 
gateways, we’re always going to come 
up short. Somebody is always going to 
point out, “Well, but you don’t do this 
interface" or "You don’t have this one.” 

Where we can solve for this is, for 
example, increasingly people are very 
comfortable with the USB interface and 
they are saying, “Well, I’ve got a little 
stick that talks my proprietary I/O inter-
face that I happen to enjoy,” and we’ll 
say, “Great, bring your USB stick like you 
would a memory stick in a PC, stick it 
into my router, and if you’ve got a Linux 
driver for that particular I/O interface, 
just recompile it and go.” I tongue-in-
cheek refer to this as Bring Your Own 
Interface (BYOI). That is going to allow 
a lot more innovation to occur. If you’re 
a small startup, you spend an awful lot 
of your cash building this entire gateway 
when all you really cared about was the 
interface. If you could have showed up 
with your interface and stuck it into our 
routers, then you didn’t have to burn all 
of that cash building another gateway.
So I think that’s the problem today. In 
the IoT world, what’s holding it back 
is people are building a completely 
separate network for every single use 
case. How many of these gateways are 
people going to string on every street 

corner? There’s going to be a whole 
Christmas tree of ornaments hanging 
on every street corner. And that’s the 
problem we’re trying to solve for, which 
is to say what if you had, truly, a Swiss 
Army Knife-type capability where you 
put one gateway on every street corner 
and whether you’re doing parking or 
LED street light monitoring or pollution 
monitoring or video surveillance, what-
ever, they just plug in. They just connect.

Q
  How do you handle 
comprehensive security 
in the IoT?

People always think that security issues 
are going to come from hackers coming 
from without, but the problem most often 
is that we have met the enemy and it is 
us, meaning it’s our own employees, it’s 
our contractors, it’s our suppliers that 
increasingly will bring in the threats to our 
connectivity infrastructure. If you’re the 
owner of a factory you should be much 
more careful about the technicians that 
are coming in to service your machines 
than the random hacker from some 
strange country that’s going to try to hack 
your system from the outside. So when 
they show up and say, “Hey, sir, we’d like 
to update the firmware on our device 
here,” that’s when you should say, “Whoa, 
hang on!” because that’s how Stuxnet got 
brought in – it was brought in on a USB 
stick. The problem is that today the secu-
rity model is typically what I call a candy 
bar security model with a crunchy outside 
and a soft gooey center. We need more 
like an onion. We need rings within rings 
of security, and what we’re doing to pro-
tect against that is all kinds of stuff from 
when the device boots it needs to have a 
securely stored, encrypted version of the 
Operating System (OS); during the boot 
cycle it has to avoid being tampered with 
so that somebody can inject malicious 
code as it’s booting and subvert it; we 
need to encrypt all the communications; 
we need to authentic to the device as well 
as the user; we need to combine physical 
and logical security.

Guido Jouret 
General Manager, 
Internet of Things 

Group, Cisco

[ I oT Gateway

Internet of Things
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In the world of IoT, I think we have a 
better opportunity to protect the infra-
structure than we do on the IT side. The 
reason I say that is let’s say I’m in IT and I 
want to protect your laptop. I might say, 
“Well, I’m not going to give you access 
to Gmail, or going to let you access 
YouTube, or let you access Netflix.” But 
increasingly today people bring their 
own device to work and it’s like, “Wait a 
minute, this is my system” or “Frankly I 
need those things to do my job.” It’s very 
difficult to lock anything down. But on 
the IoT side you could say this robot on 
the factory floor should only be talking 
to the Programmable Logic Controller 
(PLC) sitting right there. It has no business 
going to Gmail, it has no business going 
to Netflix – it’s a robot. I think because of 
the fixed roles of devices in IoT we can 
be much more prescriptive. Now that 
we know that it’s a robot we can lock it 
down completely; we can make sure that 
it’s only ever talking to “that” but nothing 
else. We were not able to do that on the 
IT side because it’s like anything goes: 
these PCs are multi-purpose devices, they 
run many apps, they can talk to anything.

Q
 What is the role of Software-
Defined Networking and Network 
Functions Virtualization?

Let’s go back to the example I gave of the 
robot on the assembly line only having to 
talk to the PLC. We’re going to make that 
happen through SDN. We’re essentially 
going to – once we discover the identity of 
a device – reprogram the network to opti-
mize the traffic that needs to control that 
device, but also to secure it. So the more 
we know what a device is and the role that 
it plays, the more we can configure the 
network. So SDN for us is a way of making 
the network itself programmable.

When you talk about NFV, I think what’s 
actually going to happen is the virtualiza-
tion of all compute resources that today 
exist in the industrial world. If you look 
at a typical industrial plant, whether it’s 
a factory or a substation or something 
like that, you find lots of devices that 
are actually kind of computers under 
the hood. So think about a Remote 
Terminal Unit (RTU), think about a PLC, 
think about any kind of intelligent elec-
trical device by the way, and you kind of 
discover that what they’re really about is 
I/O interfaces and compute. And today 

those are dedicated devices that essen-
tially don’t evolve very fast, and it’s not 
just the industrial space. Think of the 
average ATM. What is the average ATM? 
A PC running Windows XP.  

I think our opportunity is to virtualize all 
of those devices. So today the thing that 
exists as an RTU or an intelligent electrical 
device or a PLC or a vending machine, all 
of that compute is going to get turned 
into software and all of that software is 
going to be turned into apps and those 
apps are going to run on the communica-
tion device. Now, why is it going to go 
on the communication device versus the 
communication device getting turned 
into a server? Because primarily job one 
is still “I need to connect.” And back to 
the Swiss Army Knife, you still need all 
of those interfaces so you need a com-
munication device first and foremost. 
The reality is of course the heart of that 
communication device is a computer, 
and increasingly they have space for rent. 
All of those dedicated devices are going 
to get virtualized over time and they’re 
going to become apps. And that’s of 
course an interesting question for com-
panies that make some of those devices, 
because I suspect what they’ll realize is 
their core competency is not the actual 
physical device, it is the logic or the auto-
mation that that device actually exercises.

Q
 For companies looking to get 
involved with the IoT, how would 
you suspect they prepare?

Well, it depends if you’re a small com-
pany or a big company. I would say 
there are a couple of different ways to 
play the IoT market. The first is that the 
market is kind of broken down into three 
layers: you’ve got devices, connectivity, 
and apps. You could make a device, 
for example if today you’re a company 
making things – you’re making washing 
machines, you’re making robots, you’re 
making ATMs – you’re probably going 
to have to figure out very quickly how 
you make your thing a connected thing. 
That I think is just pretty obvious. If 
you’re making a pump, a solar panel, a 
windmill, there’s going to be some addi-
tional service you can sell if you were to 
connect it back home and have it phone 
home so you can then service it. So 
that is for the maker of things. The key 
opportunity is make a connected thing.

For the people that make connectivity 
like Cisco, I think the answer is connect 
more things and find a way to add more 
value to the connectivity, hence, what 
we’re doing with application enable-
ment. If you’re an app maker, I think in 
the app space you can actually play it 
in several layers. There are an existing 
automation apps, control apps, visual-
ization apps where as you are able to 
connect more things your application all 
of a sudden becomes more valuable. So 
you can simply say, “Before I was only 
able to see so far, today I can see a lot 
further. I can see more things, I can see 
more information.” So great, your world 
gets richer, you get more valuable.

There is, however, a completely open 
new space that is yet another way to play 
this whole IoT area, which is a lot of old-
world companies are going to go from 
being data anemic to data bulimic. So 
the BMWs, the Kaiser Permanentes, they 
think they have a lot of data now? You 
just wait. And I think there is an oppor-
tunity for startups to come along and 
say, “Building lots of washing machines 
or solar panels is a very acid-intensive 
industry that costs a lot of money. But 
I can hire some smart people and I’m 
going to concentrate on turning your 
data exhaust into gold. All of that raw 
data that you’re currently collecting, I’m 
going to look for patterns, I’m going to 
look for insights, I’m going to turn those 
insights into foresights, I’m going to turn 
those into predictions, I’m going to turn 
those predictions into automation, I’m 
going to allow you to save you money 
by keeping machines up for longer, let-
ting them operate within better toler-
ances, detecting problems before they 
happen.” So, I could data mine your 
things and turn that into a business. It 
might be that you’re really good at this 
for oil and gas, you’re only ever going to 
be good at this in oil and gas, and you 
can’t then turn that around and do that 
in agriculture or in healthcare. But I do 
think that there’s an opportunity in data-
rich startups exploiting the analytics and 
living almost as a financial services com-
pany offering to invest your portfolio.

Cisco Systems 
 www.cisco.com 
 @Cisco_IoT 
 http://opsy.st/ciscoLI
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Q 
 How does network infrastructure 
factor into the Internet of Things 
(IoT)?

Where we’re seeing a massive explo-
sion of wearable tech, of interactive 
monitoring devices – I think my car has 
six or seven IP addresses and probably 
50 computers in the thing – what’s valu-
able to the consumer isn’t that they have 
a heart monitor on their wrist or they get 
a pedometer built into it, what’s valu-
able is that data goes somewhere, gets 
stored, gets processed, gets analyzed, 
and the results of that analytics get dis-
played to the consumer in a meaningful 
manner. What’s happening is that the IoT 
is creating massive device proliferation, 
the significant amount of feedback loops 
necessary, the storage of a tremendous 
amount of data from an unprecedented 
number of input sources, and then the 
requirement to analyze that data and 
present and project that data in a fast, 
near-real-time, and meaningful manner 
for the consumer. What that creates is 
a tremendous dependency on connec-
tivity, wireless and wired networks, and 
data centers. Generally, most of the com-
panies that are doing anything around 
wearable tech, driverless cars, or even 

compute-intensive vehicles are requiring 
and relying upon cloud computing infra-
structure for that back-end analytics.

Q 
 In terms of provisioning and 
reliability, what are the biggest 
challenges the IoT creates for a 
company like Arista?

The first one is simply the number of 
devices, the number of addresses, the 
number of traffic flows that have to be 
handled. It’s significant. It’s not like any 
one of these devices produce a tre-
mendous amount of data. Some have 
the potential to – there’s no doubt that 
onboard analytics in a vehicle could 
produce a tremendous amount of data 
depending on how much is captured 
and what the update interval is. But a 
pedometer, or the Fitbit Aria scale I have 
at home? On a good day that thing does 
two uploads. It’s not a massive amount 
of data; it’s a massive amount of devices, 
it’s a massive amount of addresses. We 
believe that we’re likely to see a move 
toward more and more IPv6 addressing, 
which may cause some challenges for 
legacy equipment, and may cause part of 
a refresh cycle. In the data center itself 
what we’re seeing mainly is a significant 
expansion in the number of compute 
nodes and the speeds at which they’re 
interconnecting. 

We’re in production in 8 of the 10 largest 
cloud providers and 8 of the 10 largest 
financial services companies, and from 
that we see a tremendous amount of 
transactions, whether they’re credit 
card processing or equity trading on the 
finance side or mobile devices updating 
centralized resource pools of servers and 
storage with their latest statistics. The 
servers are getting much faster, and as 
they get faster they have a greater ability 
to consume data, process data, and 
deliver it back. One of the key inhibitors 
of that can be older networks, to be really 
blunt about it. Gigabit Ethernet (GbE) 
was invented and standardized in 1996-
1997, so we’re talking about a 17- to 

18-year old technology, which is still the 
predominant interconnect technology 
in most legacy data centers. Now these 
top 10 cloud providers we’re working 
with are all rapidly moving to 10 GbE and 
in some cases 40 GbE to really balance 
the transaction processing speed of the 
server with the transaction delivery speed 
of the network. The inhibitor they all 
found then was networks were designed 
around this almost archaic Command-
Line Interpreter (CLI) that really is reminis-
cent of a 1960s, 1970s green screen. That 
is the exact same – literally 80 character 
by 24 character – command line that’s 
used by the majority of network engi-
neers today. So there’s been this shift to 
programmatic APIs. We like to enable our 
customers to program the network, not 
CLI configure a network. 

How do I create a set of interops, a set 
of programmatic abstractions so you can 
tell the network what to do when things 
are being brought online, when things 
are being taken offline, when workloads 
move? So how do we create this ability 
for our customers to program a network? 
That’s what we’ve been spending a lot of 
our time and investment on is that fun-
damental shift in the way people design 
and architect networks and their expec-
tations around them. It’s one of those 
things that’s under the covers, and it’s 
like changing the frame of a vehicle while 
the car is in motion. It’s really challenging 
because we can’t cause downtime. We 
can’t cause outages. But what customers 
are doing in many cases is drastically 
rethinking the role of the network, their 
expectations of a network device, and 
how that network is going to interact and 
be part of IT service delivery.

Q 
 How is Arista working to manage 
the transition from legacy 
networks?

The first thing to really overcome was 
the knowledge gap and learning curve. 
So we actually made our devices have 
the ability to look and feel very similar 
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to one of those CLI-bound devices customers are most familiar 
with. Most errors are caused by humans, so if we can eliminate a 
learning curve what we do is reduce complexity for the people 
operating it so they can get on the bandwagon. Then we started 
creating programmatic abstractions, APIs, using a base Linux 
system that is completely unmodified; it’s what a Linux profes-
sional would expect to interact with, which also means that any 
server-side application that they would want to run on the net-
work – for instance an automation or provisioning system – is 
capable of being run. So now the network starts fitting into the 
framework that they’re comfortable with. And the server teams 
were further ahead than the network teams on automation in 
almost every instance due to the number of devices; for every 40 
servers there’s one network switch, so the network team could 
power along even as the network was expanding or the data 
center was expanding and sort of CLI power through it and work 
a few extra hours, whereas if you’re deploying 40,000 servers, 
you don’t have a choice – you must automate. So that helped. 

Then we made the decision not to build our own silicon and 
to take advantage and leverage the capabilities of the mer-
chant silicon market. So 
that reduced the power, 
it increased the port den-
sity – which reduced the 
number of devices, further 
reducing the power draw – 
and what this really means 
to a large cloud provider 
is they can get more 
servers and more storage 
in that data center. They 
can operate more profit-
ably. They can offer new 
services. So we coupled 
that hardware capability 
of power reduction and 
density increase with an 
Operating System (OS) 
that first off worked the 
way the network customer 
expected it to, but it also 
enabled the server team 
and the network team to 
leverage those more advanced Linux capabilities to drive auto-
mation, to decrease provisioning time through applying auto-
mation frameworks to the network.

Q 
 How does Software-Defined Networking (SDN) fit into 
these new networks? 

To us we really look at SDN as a meta movement more than just 
a feature or technology. What SDN actually really says when 
you take away the “is it OpenFlow” or “is it OpenStack” or 
“is it programming a network,” it’s a call for help. SDN is our 
customers telling us the vendor community, “Please help us, 
we want to do this differently. We need more control in the 
network, we need the network to be programmable, we need 
the network to not cost $5,000 a port.” It is a meta movement 

of customers wanting change in what they rightly perceive as 
having been a very stagnant industry. An industry that was 
resting on it’s laurels from the heyday of the Internet growth of 
the 1990s, and frankly, judging by the stock of our nearest two 
or three competitors, hasn’t done a whole lot since then. The 
stock prices have been relatively flat, and the thought leader-
ship relatively vapid. So when we look at this, our customers are 
clamoring for us all to do something different. And whether you 
call it SDN or whatever term it is, it’s “make the network part 
of the IT ecosystem, play well with others, be open, don’t build 
proprietary infrastructure.”

Q 
 So what do you see the makeup of a 
 network being 5-10 years out? 

Ten years ago the data center network was large chassis that had 
384 GbE ports that would sit at the end of a row and connect 
10-20 cabinets of servers, and they would uplink to another col-
lection of the same chassis. That was the architecture a decade 
ago. Today the architecture is a switch, sometimes two, it’s one 

rack unit that sits in the 
top of a cabinet and 
connects those servers 
together. It’s actually 
part of the deploy-
ment of that cabinet. 
So they’re looking at 
the network and some-
times the storage and 
the servers as inte-
grated compute units 
that go into these cabi-
nets and get deployed 
– a top-of-rack model. 
A two-tiered network 
rather than the three 
or four tiers we used 
to have. So we see 
the network tiers col-
lapsing, we see the 
network getting closer 
to the compute. 

A decade from now you’ll see networks that the CLI is only 
for troubleshooting. Where the networks get automatically 
provisioned by a cloud management platform or another 
orchestration or automation framework. Where 99 percent of 
configuration and change is driven through centralized, pro-
grammatic interfaces through third-party applications that 
actually run the entire infrastructure – not just the network or 
not just the servers, or not just the Virtual Machines (VMs).

Arista Networks 
 www.aristanetworks.com 
 @AristaNetworks 
 www.linkedin.com/company/arista-networks-inc 
 www.youtube.com/user/AristaNetworks 
 www.aristanetworks.com/en/blogs

“… we see the 
network tiers 
collapsing, we 
see the network 
getting closer to 
the compute.”
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Q 
 What is Freescale’s perspective 
on the IoT? 

So when we think about IoT, fundamen-
tally IoT is about embedded processing, 
it’s about connectivity, it’s about sensors 
to bring that information and that intel-
ligence into the system. The other ele-
ment of it in terms of the data analysis 
and so on, that’s where we really look 
to partner with other companies. One 
of the things that we’ve done over the 
last several years is establish a strategic 
partnership with Oracle. The reason why 
Oracle is important is that Oracle is well 
known in the industry for “Big Data” 
cloud services, being able to take a high 
volume of information and being able 
to analyze that. There are millions of 
Java developers all over the world. And 
what we’ve done with Oracle is we’ve 
combined their Big Data with their Java 
capability with the scalability that we 
have inside of the processing elements 

inside of Freescale. So we can take Java 
for example, run it on an i.MX processor 
where you need a lot of horsepower, or 
run it on a Kinetis device where you only 
need a little bit of horsepower, and be 
able to tie those intelligent nodes into a 
managed type of system that can utilize 
Oracle Big Data services, so now it’s very 
easy for an individual to gather all of this 
information and do something with it. 

We have a customer of ours that’s in 
the bar and restaurant services busi-
ness, and what they’ve done is develop 
this system that is based off of a i.MX 
gateway, so it’s pretty much a hockey 
puck-sized box that they’ve installed. 
That gateway is running Java on top 
of i.MX, and because it’s running Java 
it has inherent security built into it and 
ties into the Oracle Big Data network. 
On the installation side the end nodes 
that it connects to are intelligent wire-
less pour spouts. And the way the 
system works is you put the spout onto 
liquor bottles, you tie all this together, 
and now what you do is you give the 
owner of the establishment the ability 
to have real-time access to liquor levels 

as inventory management needs go 
up or down in terms of being able to 
manage that in real time. This is a small 
example of the ability to take an infra-
structure that normally was only avail-
able to multi-billion dollar, worldwide 
companies and bring that down to the 
masses if you will, to really enable the 
whole IoT segment as we talk about it 
today.

Q 
 What do you see as some of 
the biggest challenges moving 
forward on the device side?

Today there is a clear lack of standard-
ization within the IoT space, and what 
I see a lot is I’ll talk to customers that 
oftentimes are building smaller, closed 
proprietary systems. The system basi-
cally looks like an IoT system from the 
perspective that it’s got a bunch of intel-
ligent end nodes, whether it’s for things 
in your house for home automation or 
building control or whatever, and those 
end nodes are tied together running 
through a gateway box going up to a 
proprietary cloud-based infrastructure 
that’s then able to do some analysis, 

“… an infrastructure 
that normally was 
only available to 
multi-billion dollar, 
worldwide companies 
and bring that down  
to the masses…”
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provide services, and so on. From a 
generic model perspective, we see that 
quite a bit. Oftentimes today they’re 
proprietary closed systems. Though 
somebody may be using a hosted server 
to run the cloud, somebody may be 
using a proprietary server to run the 
cloud, but ultimately they’re closed sys-
tems. I think what we’re going to see 
over the next few years is a proliferation 
of a lot of these closed systems, and as 
companies that may have entered the 
IoT space developing closed systems 
look to cost optimize for future gen-
erations; as they look to open up their 
capabilities to interoperate with other 
companies' products, perhaps other 
companies services, perhaps they want 
to develop an ecosystem of services to 
be able to deploy services through the 
cloud onto these intelligent nodes; as 
that momentum builds, that’s where I 
see things like a Java/i.MX platform will 
gain wider and wider adoption because 
the dynamics of cost effectiveness, the 
ability to leverage the Big Data services 
in a cloud from Oracle have cost efficien-
cies associated with that that really are 
hard to overlook. From a hardware per-
spective, we can scale anywhere from 
multicore systems down to very-low-end 
microcontrollers and be able to offer 
that price/performance scalability that’s 
very difficult to find if you’re building a 
closed system.

Q 
 How do you plan on dealing with 
the different types of connectivity 
out there?

When it comes to connectivity what 
you’ll see is we’ll have our hands in 
pretty much all the major connectivity 
elements within IoT with perhaps the 
exception of cellular. Cellular is an area 
where we would look to partner with 
one of the established cellular guys 
that are out there today. With all the 
other connectivity components there 
are multiple ways to integrate connec-
tivity into the portfolio. You can have 
standalone connectivity that you put 
on the hardware, you can have connec-
tivity that separates out the protocol 
stack integrated into the processor, 
or you could have wireless integrated 
with a processor onto a single package. 
Depending on the type of device you 
are trying to build, all of those architec-
tural choices. 

The things that we try to do from a 
Freescale perspective is cover all of the 
different price/performance possibili-
ties there are, so what you’re going to 
see us do is have really integrated ver-
sions, discrete versions, kind of semi-
integrated versions as well that do 
cover all those scenarios.

Q 
 How do you handle the 
application domains that can’t 
inherently speak with each other 
across different devices?

When we look at a market segment we 
always try to be compliant to the industry 
standards that are appropriate there. In 
the medical space today we have a very 
strong focus in medical devices, in home 
health, telehealth, hospital health, in the 
doctor’s office, and so on. As we look 
at the home health opportunities, one 
important standard there to be com-
pliant to is the Continua Health interoper-
ability standard in that market segment, 
and we’ve designed our products to be 
compliant to that. What that means is 
you can go to your local pharmacy today, 
pick up intelligent devices that are in your 
pharmacy, and have those interact with 
our processor gateway system that can 
complete the solution. I think it’s very 
important to make sure that you’re stan-
dards compliant. And the standards are 
different, regardless of whether you’re 
dealing with a home health type of 
system or a smart energy system or home 
automation.

Q 
 What about situations where a 
device designed for one vertical 
domain needs to talk a device 
from another?

We’re starting to see systems that are 
multi-mode. So let’s take a medical/
smart energy example. Say that you 
have a smart energy device that’s con-
nected to the Internet for your normal 
transfer of data for meter reading, and 
let’s say that it has a different function-
ality somehow that’s tied into your med-
ical needs. What you’re probably going 
to find is that there are two different 
communication paths there. Maybe 
from a pure smart energy perspective 
you’re talking Wi-Fi going back into the 
cloud, but to your home health device 
– let’s say you have a wearable device 
– you probably want to talk something 

like Bluetooth Low Energy (BLE). So 
from a connectivity standpoint, you’re 
going to see that there are going to be 
many multi-mode capabilities where 
you are going to have multiple proto-
cols relevant at any one time. I think 
that’s going to be a common type 
of implementation.

The other type of area where we’re 
seeing this being deployed is home 
automation. If you’re building different 
devices that go into a home – call it a 
security panel, thermostat, what have 
you – these devices typically want to 
talk to each other. These systems are all 
becoming intelligent, there’s a need for 
these devices to communicate with each 
other to understand what the status is 
of each device. That oftentimes occurs 
over one communication channel today 
– which could be ZigBee – but you also 
want to be able to communicate to 
maybe an iPhone or Android phone or 
web tablet, and that is most typically 
done through BLE or maybe even W-Fi 
in some cases.

Q 
 So what is your involvement 
in helping drive some of the 
standards that will be needed for 
these different industries?

At this point our focus has been to help 
evangelize what IoT is, what the vision 
for this is, and putting a lot of effort into 
establishing a lot of partnerships, doing 
a lot of the foundational work for the 
iot implementation. There are currently 
a lot of standards bodies out there and 
we are monitoring their development, 
but there is the saying that “every 
company has a ‘standard.’” From an 
industry organization/standardization 
perspective, we’re still in a monitoring 
mode to decide what to do. Often what 
happens with these industry bodies is 
that they are good at defining things, 
but things trail off after that. We want 
to get this to a stage where this is a 
reality and the other parts will follow.

Freescale Semiconductor 
 www.freescale.com 
 @Freescale 
 www.linkedin.com/company/
freescale-semiconductor 
 www.youtube.com/freescale 
 plus.google.com/+freescale/posts
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Connecting to the industrial IoT
Echelon has announced its FT 6050 SoC, which provides flexible wired IP 
connectivity targeted for Industrial Internet of Things (IIoT) devices. The 
FT 6050 is part of Echelon’s IzoT platform for industrial control based on 
the Echelon ISO-standard Free Topology (FT) architecture. The FT 6050 
provides a bridge between existing communications used in industrial 
devices and the IP connectivity the IIoT brings. The FT 6050 will enable 
industrial developers to have a choice of communications protocols such 
as LonWorks, BACnet, or Modbus while also enabling new and emerging 
IP connectivity requirements.

Echelon Corporation  |  www.echelon.com 
embedded-computing.com/p9916840

 Editor’s Choice
embedded-computing.com/editors-choice

Application Developement Cycle

Developement Debugging

Visual Studio

Intime Explorer

Intime Wizards

Debugger

INScope

Optimization Run-time

Fully integrated RTOS aids in 
full dev cycle
The INtime RTOS run-time was developed from its inception 
with embedded virtualization to enable the consolidation 
of real-time and non-real-time systems while ensuring 
their independence. Having a fully integrated development 
environment that accommodates both OS environments 
is essential for easy integration. INtime SDK makes use of 
Visual Studio in conjunction with INtime Wizards for editing, 
compiling, and linking software. The INtime Explorer allows 
the user to browse a system at the object level and the 
integrated debugger provides a robust debug environment 
that traps exceptions when real-time faults are encountered. 
The INscope utility creates timing traces of operations on an 
INtime RTOS and displays them graphically. The SDK pulls all 
the environments together and provides implementation, 
test, and debug support throughout the development cycle.

TenAsys Corporation  |  www.tenasys.com 
embedded-computing.com/p9916846

Fast, easy, and robust 
M2M/IoT design
The xPico Wi-Fi embedded module from 
Lantronix provides easy and fast serial-to-Wi-Fi 
connectivity. Targeted to design engineers 
looking to build M2M/IoT applications and 
solutions, the xPico Wi-Fi is a secure, integrated 
soft access point that allows the ability to 
interface a wide range of M2M applications 
with mobile devices, such as tablets or smart 
phones. In addition to its Wi-Fi capability, the 
device’s small footprint (24 mm x 16.5 mm), low 
power consumption, and full IP stack make it a 
robust solution. And with no host software to 
load and no code to write, xPico Wi-Fi allows 
design engineers to cut development costs and 
speed time to market.

Lantronix, Inc.  |  www.lantronix.com 
embedded-computing.com/p9916844
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AdaCore provides tools and expertise for the development of mission-

critical, safety-critical, and security-critical software. AdaCore's 

fl agship products are the GNAT Pro and SPARK Pro development 

environments and the CodePeer automatic code reviewer and vali-

dator. The GNAT Pro development environment includes all tools 

(code coverage and profi ling, code standard checker, documenta-

tion generator, source code metrics,  etc.) necessary for building 

robust and reliable applications. It provides support for a number of

commercial RTOSs and bare board confi gurations. Customers 

around the world, including major actors in the mil-aero industry, 

trust GNAT Pro and AdaCore.

AdaCore supplies two editions of GNAT Pro that are particu-

larly suited for high-assurance applications: GNAT Pro Safety-

Critical and GNAT Pro High-Security. GNAT Pro Safety-Critical 

supplies tools and specialized libraries that support develop-

ment of software that needs to comply with safety standards 

such as DO-178B/C for avionics, the generic IEC 61508, EN 50128

for railway systems, Def Stan 00-55/56, and other related

standards. GNAT Pro High-Security similarly supports develop-

ment of software that needs to comply with security standards 

such as the Common  Criteria. Both environments work effec-

tively with AdaCore’s SPARK Pro product for applications where 

formal methods may be appropriate.

AdaCore Technologies
877.787.4628

info@adacore.com
www.adacore.com

Linkedin: www.linkedin.com/company/AdaCore   •   Twitter: @AdaCoreCompany

Fast DataTransfers

www.dolphinics.com

http://www.dolphinics.com
http://twitter.com/AdaCoreCompany


 Reduce automation 
cost and 
complexity with 
virtualization kit

Presented by: Intel, Wind River, Avnet

New virtualization technologies are 
giving developers an opportunity to 
reduce the cost and complexity of 
industrial automation. Using multicore 
processors, developers can combine 
previously discrete subsystems into 
a single computing unit, thereby 
reducing the systems footprint and 
streamlining integration, support, and 
maintenance.

 ecast.opensystemsmedia.com/458

Arduino processor basics
By The Geek Group

There’s a wide variety of Arduino boards to choose 
from with different features for different projects. 
This video explores the boards’ various features like 
connectivity options, compatible shields, software, 
as well as pros and cons and how to get started.

 http://opsy.st/ECDMar14Video 
 
 

Roving Reporter: Software flexibility brings legacy 
equipment into the “Connected Factory”
By Brandon Lewis

Factory 
operators are 
now driven to 
connect much of 
their equipment 
– regardless 
of form, fit, or 
function – to the 
cloud in order 
to capitalize on 
the productivity 
benefits of 
the Internet of 
Things (IoT).

 http://opsy.st/ECDMar14Blog 
 embedded-computing.com/blog

High-end graphics performance 
for low-power SFF designs
By Kontron

Current Graphics Processing Units (GPUs) have evolved into 
powerful, programmable vector processors that can speed up a 
wide variety of software applications. With new GPU technology, 
it’s possible to add very high performance to small 
form factor embedded designs and obtain an even 
higher performance-per-watt ratio.

 http://opsy.st/ECDMar14WhitePaper
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What you don’t see
Is as ImpressIve as  
what you do

Technology with a human touch.
More and more customers are not only requiring better graphics, 
more display options and interactivity, but are also demanding higher 
reliability and long-term availability from systems being deployed. 
AMD understands these challenges in the embedded market and has 
developed solutions that combine eye-catching graphics performance 
with a high-value feature set So, whether your application requires 
basic 2D or 3D graphics and HD video on multiple displays, AMD 
Embedded Solutions can help deliver the performance, features  
and scalability to meet your needs. 
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