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Memory advancements are enhancing embedded designs 
by boosting performance, but this improvement also brings 
challenges including timing constraints, signal integrity 
problems, and the need for high reliability in rugged 
environments. This issue’s feature on memory helps 
engineers know how to evaluate critical factors so they 
can choose the best architecture for their designs.
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The increase in the complexity and density of embedded 
 products has created a large market for off-the-shelf, ready-
to-use circuit elements that designers can easily incorporate 
into their products without the development and debug efforts 
 normally associated with new projects. These functional circuit 
elements, commonly referred to as Intellectual Property (IP) 
cores, are described by Hardware Description Language (HDL) 
code and allow manufacturers to reuse circuit elements from 
previous designs or simply purchase functionality from an 
 outside source. 

Specific examples of IP cores include UARTs, DSPs, Ethernet 
interfaces, bus interfaces, and even microcontrollers. IP cores are 
widely available from commercial vendors, third-party suppliers, 
or the open-source community. IP cores are usually fee-based 
and include documentation, verification tools, and support.

In this issue of Embedded Computing Design we take a look 
at analog IP cores from the embedded perspective, along with 
development advantages and expected trends. In the Strategies 
section, Allan Chin, CEO of Stellamar, presents a detailed tech-
nical article that aims to deepen designers’ understanding of 
analog IP cores for embedded computing projects. Recognizing 
that the analog portion of embedded designs can be a bottle-
neck, Allan outlines the current   commercial  marketplace and 
offers suggestions for evaluating and selecting analog IP. 

Another important aspect of every embedded design is memory 
architecture selection. Designers must evaluate system compo-
nents based on bandwidth, performance, long-term availability, 
and data protection. To start the conversation in the Silicon 
section, Josh Lee, CEO and president of Uniquify, reveals the 
changes that designers can expect as the new Double Data 
Rate type four Synchronous Dynamic Random-Access Memory 
(DDR4 SDRAM) specification becomes widely available in the 
near future. Given the higher data rates and lower voltage 
levels for DDR applications, Jitesh Shah, Principal Engineer at 
Integrated Device Technology, presents the technical advan-
tages for changing the chip-to-package interconnect method 
from wirebond to flip chip. Finally, Phan Hoang, VP of R&D at 
Virtium Technology, discusses the requirements necessary for 
memory solutions that must operate in rugged, high-shock and 
-vibration conditions for extended life cycles.

As designers have endeavored to shorten development 
 schedules, reduce recurring costs, and combine multiple 
systems, virtualization has become one of the hottest buzz-
words in the embedded environment. With a recent boost 
from the widespread abundance of multicore processors, 
virtual platforms allow design teams to combine high-level 
Operating Systems (OSs) with real-time, deterministic soft-
ware without performance penalties. For example, in our 
Software section, Chris Grujon, marketing director for 
TenAsys Corporation, explains the benefits of a Real-Time OS 
(RTOS) working alongside a General-Purpose OS (GPOS) such 
as Microsoft Windows in a virtual setting. In this same section, 
I cover some of the history and overall benefits of virtualiza-
tion and highlight a few examples of commercial products 
designed to enhance  security and consolidate embedded 
workloads.

The technical articles in this issue delve into some of the 
 hardware and software development details related to a 
wide range of embedded projects including IP, state-of-the-
art memory products, and virtualization. Our job here at 
Embedded Computing Design is to bring you the latest trends 
and technology updates to keep you ahead of the competition. 
Please give us your ideas on print articles and online updates 
that we can provide to support your design efforts. If you have 
a suggestion for a technical article or video that would be of 
interest to you or other designers, please let me know.

Adding intellect to intelligent systems

Tracking Trends  
   in Embedded Technology

By Warren Webb

@warrenwebb wwebb@opensystemsmedia.com
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What designers can expect 
with DDR4 SDRAM

Q&A with Josh Lee, CEO and President, Uniquify

Double Data Rate type four Synchronous Dynamic Random-Access Memory (DDR4 SDRAM) 
promises to provide a higher range of clock frequencies and data transfer rates over DDR3 plus 
other performance enhancements. But along with these benefits come a number of design 
challenges including narrower timing windows and problems with optimal system yield and field  
reliability. Josh explains how designers can address these stringent timing requirements and  
resolve static and dynamic variation issues during system operation in DDR memory subsystems.

ECD: The final ratified spec for 
DDR4 SDRAM is due any day now. 
What’s in store for designers as it 
becomes more widely available?

LEE: Let’s start with a few definitions. 
DDR SDRAM is a class of memory ICs. 
When we refer to the DDR memory 
subsystem, we are referring to the host 
System-on-Chip (SoC) controlling and 
accessing the DDR memory, the inter-
face and interconnect between the 
host and DDR memory devices, which 
is typically a PCB, and the DDR SDRAM 
device itself.

DDR4 is the latest DRAM interface 
specification from the JEDEC standards 
organization. When the final ratified 
spec becomes available later this year, 
designers will note that DDR4 offers a 
higher range of clock frequencies and 
data transfer rates over DDR3, as well 
as lower voltage.

The topology is expected to be changed 
as well. For example, DDR4 will not have 
multiple Dual In-line Memory Modules 
(DIMMs) per channel. Instead, designers 
should expect a point-to-point topology 
where each channel in the memory con-
troller is connected to a single DIMM. 
Another change will be switched 
memory banks for servers.

It should be no surprise that the en- 
hanced performance promised by DDR4 

will bring more stringent design require-
ments. In particular, the total timing 
window – that is, the sum of timing 
 margins in the DDR SDRAM, PCB, inter-
connect, host SoC, and package – has 
shrunk dramatically from 2.5 nanoseconds  
in DDR1 to only 312 picoseconds in DDR4 
(see Table 1). This narrow margin means 
that designers need to be exacting about 
the implementation of the DDR memory 
subsystem so that it operates error-free 
over a range of operating conditions. 
The DDR memory subsystem also must 
accommodate the inherent variability in 
all of its components.

ECD: With IP being pervasive 
in SoC designs, how important is 
a DDR SDRAM memory controller 
subsystem IP?

LEE: DDR is ubiquitous in today’s 
modern electronic products. If it has 
a processor in it, it probably has DDR 
memory as well. DDR is used in prod-
ucts ranging from automobiles to mobile 
devices, laptops, printers, and home 
entertainment systems. In most systems, 
the DDR memory interface is the fastest 
bus in the system. This also implies that 
it is the most critical area of the design 
when it comes to system yield and 
field reliability.

DDR SDRAM devices are manufac-
tured using leading-edge processes to 
meet stringent timing specifications. 

Controlling the DDR memory subsystem  
and ensuring that timing margins are  
adhered to are the duties of the DDR 
subsystem, part of the host SoC. Rather  
than design from scratch, most de- 
signers opt to use DDR subsystem IP 
that is already qualified, saving time and 
money and reducing the risk of yield 
problems and field reliability.

DDR IP design is critical. Managing 
delays and skews is imperative, and DDR 
IP layout has a direct effect on this. For 
example, the layout of Uniquify’s DDR 
PHY is aligned directly to the host SoC’s 
pad frame to eliminate any skew effects 
due to the physical layout. While this was 
not as important in the early  versions of 
DDR, it is crucial to DDR3 and DDR4 with 
their much narrower timing windows.

ECD: System yield and reliability 
have been considered fundamental 
DDR problems. How is the more 
stringent timing of DDR4 going 
to affect these factors? What 
can designers do to mitigate 
these issues?

LEE: DDR memory chips need to be fast 
and small to keep costs down, which 
means that the onboard timing interface 
must be as simple as possible. Memory 
suppliers offer timing specs and some 
special-purpose registers to assist in cal-
ibrating the timing. However, the main 
job of controlling the timing interface is 
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left up to the DDR memory control sub-
system that is part of the host SoC.

Deep submicron SoC designs integrate 
DDR memory subsystems that operate 
at multi-GHz clock rates, resulting in 
read-write timing margins measured in 
picoseconds. Designers need to be con-
cerned about both static variations due 
to process and dynamic variations due 
to system operating conditions such as 
temperature and voltage.

Designing the DDR memory subsystem 
to accommodate static and dynamic 
variations in system-level timing param-
eters during read and write cycles is 
 challenging. No two systems behave 
exactly alike, which means that the engi-
neering team needs to calibrate the 
DDR timing interface to accommodate 
differences in timing behavior between 
the host SoC, the board and package 
interface, and the DDR memory.

Satisfying these critical timing require-
ments can demand exhaustive rounds 
of incremental system-level parameter 
tuning. This is accomplished by manually 
working through a number of samples 
and picking a set of calibration points 
broad enough to cover the expected 
timing variations. This manual process 
can take several weeks, often affecting 
the project schedule. Even then, the 
resulting silicon often fails to deliver 
optimal system yield in volume produc-
tion or exhibits reliability problems in 
the field.

Uniquify took a different view of the 
problem and developed technology 
for the DDR memory controller IP that 
automatically and precisely measures 
in-system DDR subsystem timing and 

makes on-the-fly adjustments to keep 
the timing interface operating optimally.

ECD: How does this variation 
affect an SoC’s DDR interface? 
What components of variation do 
designers need to contend with?

LEE: Designers need to be concerned 
with static variations caused by process 
and dynamic variations due to system 
operating conditions. For example, 
consider the SoC die itself. Because 
of imperfections in the manufacturing 
process, no two SoCs will be exactly 
alike. Similarly, no two DDR SDRAMs 
will be exactly alike, nor will two PCBs. 
Moreover, all of these components are 
susceptible to variations caused by 
shifting operating conditions including 
temperature and voltage.

Now consider that each system has a 
collection of components with no way 
to predict in advance where each com-
ponent lies on the distribution curve. As 
a result, designers are forced to design 
with a one-size-fits-all approach to 
accommodate the expected worst-case 
distributions of all components in the 
DDR memory subsystem.

ECD: How can designers solve 
static and dynamic variation problems 
during system operation in DDR 
memory subsystems?

LEE: Uniquify’s DDR IP incorporates  
Self-Calibrating Logic (SCL) and 
Dynamic Self-Calibrating Logic (DSCL) 
for real-time calibration to accommo-
date both static and dynamic variations 
in the system operating environment. 
These innovative technologies precisely 
measure DDR memory timing within 

each system and use that information to 
adjust memory timing on-the-fly.

SCL is applied at system power-on and is 
used to compensate for static variations. 
DSCL runs during system operation and 
is used to mitigate dynamic variations 
due to system operating environments 
such as fluctuating temperature and 
voltage. SCL and DSCL help enhance 
device and system yield and reliability, 
reducing the effects of variation and 
maintaining DDR memory system perfor-
mance as operating conditions fluctuate 
during system operation.         

Josh Lee is CEO and president 
of Uniquify.

Uniquify 
info@uniquify.com  
www.uniquify.com 

Follow:       f    in  

DDR type Clock (MHz)/ 
data speed (Mbps) Timing window (ps) DRAM margin (ps) Package/board 

margin (ps) On-chip margin (ps)

DDR1 200/400 2,500 900 800 800

DDR2 533/1,066 938 425 256 256

DDR3 1,066/2,133 469 188 140 140

DDR4 1,600/3,200 312 125 93 93

Table 1 | Each generation of the DDR SDRAM interface specification from JEDEC has different clock speeds and timing margins.
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The DDR interface transfers data at 
both the rising and falling edges of the 
clock signal. This technique has been 
used as a communication link for DDR 
Synchronous Dynamic Random-Access 
Memory (SDRAM), microprocessor front- 
side buses, Ultra3 Small Computer 
System Interface (SCSI), and acceler-
ated graphics port buses. In each cycle, 
data is sampled at the rising and falling 
edges of the clock, and the maximum 
data frequency is  typically twice the 
clock frequency.

The trend in DDR technology is toward 
higher data rates and lower voltage 
levels. For a system to function accu-
rately, its signal integrity performance 
must be optimized and meet certain 
minimum requirements. Although the 

DDR2/DDR3 interfaces are not as fast 
as a Serial Link interface, signal integrity 
issues are significantly more challeng- 
ing and will become an even bigger 
problem with DDR4. This is due to the 
parallel versus serial nature of these 
interfaces. Signal integrity concerns 
such as crosstalk and power supply 
noise are dominant for parallel inter-
faces and steadily get worse as data 
rates increase.

With the industry shifting toward DDR3 
and higher data rates, the data valid 
window or Unit Interval (UI) during 
which data can be reliably sampled 
steadily shrinks, and sensitivity to signal 
integrity issues dramatically increases. 
The package becomes an important 
consideration at these high data rates, 

especially with respect to the chip inter-
connect method. The current IDT DDR3 
package is configured as a wirebond 
die. The following discussion will high-
light the benefits of changing the DDR3 
die to a flip chip type and showcase the 
resultant performance benefits.

DDR interface challenges
First-generation DDR interfaces were 
designed to send and receive data at 
a maximum data rate of 400 Mtps with 
a respective bit period or UI of 2.5 ns. 
These interfaces typically used a 2.5 V 
power supply. Current DDR3 interfaces 
run at 1,600 Mtps, and DDR4-based sys-
tems are expected to run at 3,200 Mtps. 
At that data rate, each UI is only about 
312.5 ps, with the power supply drop-
ping to 1.2 V.

The steady increase in Double Data Rate (DDR) interface speeds requires a package to be as 
transparent as possible to incoming and outgoing signals. While the wirebond chip-to-package 
interconnect offers a major impediment to achieving the desired performance, flip chip will be the 
preferred interconnect method as the industry moves to next-generation DDR technology.

Improving DDR performance by 
switching from wirebond to flip chip
By Jitesh Shah
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This evolution in DDR technology intro-
duces several challenges to physical 
interconnect design:

 › Shrinking bit period: A shorter bit 
period results in a shorter setup and 
hold time frame, making it extremely 
difficult to meet timing between 
clock and data signals.

 › Fast signal edges: To accommodate 
shrinking bit periods, signal edges 
are increasingly getting sharper, 
exacerbating crosstalk and power 
supply noise performance concerns.

 › Lower voltage levels: For a 2.5 V 
supply, a 5 percent noise tolerance 
results in a maximum acceptable 
level of noise of 125 mV across the 
chip power and ground nodes. 
That same 5 percent noise toler- 
ance for a 1.2 V supply translates 
into just 60 mV of acceptable 
noise across the same power and 
ground nodes. Interconnect design 
and selection becomes a critical 
component to meet these tight 
noise tolerances.

The package forms a critical compo-
nent of the total system interconnect, 
and a suboptimal package intercon-
nect selection can significantly degrade 
device performance. The current IDT 
DDR3 device uses wirebonds as a 
means of connecting the chip to the 
package  substrate. The 3D nature of 
the wirebonds makes controlling the 
electromagnetic fields emanating from 
aggressor signals extremely difficult 
to manage. Wirebonds, in general, are 
inductive in nature, and the mutual 
inductance between two neighboring 
wires is a major contributor of signal-to-
signal crosstalk. The inductive wirebonds 
also cause power supply impedance 
to increase with a resultant increase in 
power supply noise at the chip.

Removing these wirebonds and con-
verting the chip-to-package intercon-
nect to the flip chip will eliminate a 
key source of signal integrity concerns 
without affecting the overall package 
form factor. Figure 1 shows a cross- 
section of the two chip-to-package inter-
connect types with all other features 
being equal.

Understanding crosstalk
Crosstalk is caused by the leakage of 
electromagnetic signal energy from one 
conductor to another through mutual 
capacitance (electric field coupling) 
and mutual inductance (magnetic field 
coupling).

Capacitive crosstalk
In a victim-aggressor situation, capaci-
tive crosstalk injects current from the 
aggressor line onto the victim line with 
the magnitude of crosstalk proportional 
to the rate of change of voltage and the 
amount of mutual capacitance between 
the two lines. The injected energy will 
split and flow toward both ends of the 
victim line – both ends being near end 
(close to the driver side) and far end 
(close to the receiver side).

Inductive crosstalk
Crosstalk due to mutual inductive cou-
pling induces voltage on the victim 
line proportional to the rate of change 
of current on the driven line and the 

magnitude of mutual inductance between 
the two conductors. The current due to 
the induced voltage flows in the opposite 
direction of the driven line from the far 
end to the near end (based on Lenz’s law).

In substrate-based packages, cross-
talk can be divided into crosstalk in the 
transmission line section of the package 
interconnect and crosstalk in the 3D 
structures of the package interconnects 
such as vias, wirebonds, and solder 
balls. In the transmission line section of 
the package structure, crosstalk is pre-
dominantly electromagnetic, while in 
the 3D section it is mostly inductive. For 
most packaging applications, far-end 
crosstalk is almost always negative, iden-
tifying inductive crosstalk emanating 
from the 3D sections of the package 
as the dominant crosstalk mechanism. 
With the wirebonds eliminated (mutual 
inductance reduced), the flip chip 
 version of the package shows much 
less far-end crosstalk than the wirebond 
 version, as shown in Figure 2.

Figure 1 | Two types of chip-to-package interconnects include wirebond (left) and 
flip chip (right).

Figure 2 | The flip chip package (red line) produces less crosstalk on the victim line with 
aggressors switching than the wirebond package (green line).
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Crosstalk effects on modal delays
The flight time of a signal through a con-
ductor depends on how the neighboring 
coupled conductors switch. This differ-
ence in flight time is exacerbated as 
crosstalk between conductors increases. 
In a multiconductor system, there are 
three possible switching modes: quiet 
mode, odd mode, and even mode:

 › Quiet mode: If the rise and fall 
times of the victim signal do not 
coincide with the neighboring 
coupled aggressors, or if the victim 
signal is held quiet, this switching 
mode is called quiet mode.

 › Odd mode: If the rise and fall 
times of the neighboring coupled 
aggressors coincide with the victim 
signal, and if the aggressors are 
switching 180° out of phase with 
the switching signal, this switching 
mode is called odd mode.

 › Even mode: When the neighboring 
aggressors’ switch is in the same 
phase as the victim signal and at the 
same time, this switching mode is 
referred to as even mode.

In a coupled system, a signal experi-
encing odd mode switching always 
arrives earliest at the receiver, followed  
by the signal in the quiet mode and 
lastly the signal experiencing even 
mode. This spread in the signal flight 

time between switching signals in an  
I/O bank increases as crosstalk increases. 
In a DDR-type system where a common 
clock is used to sample multiple, par-
allel signal bits, this spread in crosstalk-
induced skew can have a detrimental 
impact on the setup and hold time 
window available for proper clocking. 
And as the data rate increases with the 
associated shrinkage in UI, reducing 
crosstalk to improve setup/hold time 
windows will become paramount.

Figure 3 compares the modal delay 
spreads of the two package types. 
Wirebond delay is more spread out, 
with the total modal delay spread of 
41 ps compared to just 15 ps for the 
flip chip variation. With the UI for DDR4 
applications expected to be half of 
DDR3, this increase in package skew 
for wirebond packages will make timing 
extremely challenging to meet, and 
hence flip chip will be the preferred 
interconnect option.

Power delivery to the chip
Efficiently delivering power to the chip 
requires reducing the input impedance  
of the power delivery network looking 
out from the chip power and ground 
nodes. The package type and chip-
to-package substrate interconnect 
technology are critical components 
of the overall system power delivery  
network. Package impedance is largely 

a function of the loop area formed by 
the power and ground interconnects 
and the type of chip-to-package inter-
connect method used. Eliminating 
wirebonds from this loop reduces loop 
inductance and hence the impedance 
by more than 50 percent, with a resul-
tant drop in power supply noise at the 
chip. The magnitude of noise reduction 
will be a requirement for optimal DDR4 
interface performance.

As the adoption of DDR4 will require 
tighter noise and timing budgets, flip  
chip will become the technology of 
choice for chip-to-package interconnects.  
Inherently inductive wirebonds will affect 
crosstalk, timing, and power supply noise 
performance at these high data rates. By 
providing key advantages over wirebond 
interconnects, flip chip dramatically 
improves important performance metrics 
for DDR interfaces.         
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Principal Engineer 
at Integrated Device 
Technology. 
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Figure 3 | The wirebond package shows greater delay spread than the flip chip package 
in a comparison of modal delay spreads, with odd mode in red, quiet mode in blue, and 
even mode in pink.
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Embedded systems designers histori-
cally have had limited memory products 
for applications that need to operate in 
rugged high-shock and -vibration condi-
tions. That is because advancements in 
memory technology and its associated 
standard Dual In-Line Memory Module 
(DIMM) and Small Outlined DIMM 
(SODIMM) form factors have been 
largely driven by PC, telecom, and server 
market requirements. Memory modules 
designed for these market applications 
typically do not meet crucial embedded 
application specifications that must 
allow for space-constrained layouts 
while also providing high reliability and 
performance with long-term operation 
in rugged or harsh environments. In the 
embedded market, memory products 

must support long product life cycles 
and be cost-effective as well.

Some memory module suppliers  
focus on the needs of the embedded 
market and continue to develop mem- 
ory technology advancements. Memory 
suppliers have come together through 
various standards groups to make these 
advancements in commercially available 
memory modules, giving embedded 
systems designers access to rugged 
devices in a wide range of capaci-
ties. This standardization also brings 
the added benefit of consistent avail-
ability from multiple suppliers, which 
helps OEMs accelerate time to market 
while reducing overall system cost and 
project risk.

Making strides in rugged 
memory technology 
Memory technology innovations have 
made a variety of ruggedized options 
available to embedded system OEMs, 
including lower-profile module designs, 
Error Correction Code (ECC), thermal 
dissipation, extended-temperature 
operation, and the addition of thermal 
sensors to monitor module temperature. 

Embedded system OEMs look to 
Double Data Rate type three (DDR3) 
SODIMM memory modules as the 
mainstay for rugged embedded system 
design. Adding to the ruggedness of 
DDR3 SODIMM is new low-power, low-
dissipation DDR3L memory modules, 
which solve a key embedded system 

Embedded OEMs are looking to the latest memory technologies to solve their specific design 
needs and market demands. But which memory modules provide the most optimal solution 
for excessive shock and vibration or increased thermal dissipation? And what new testing and 
validation techniques are being used to reduce overall design risks and increase reliability? 
Designers must evaluate these factors and other key considerations when specifying memory 
devices for embedded systems in rugged environments.

Ruggedization advancements 
enhance memory module design
By Phan Hoang
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design challenge. JEDEC stipulates that systems running memory beyond +85 °C 
must double the DDR3 self-refresh rate. DDR3L memory modules resolve the double 
refresh rate requirement by selecting the lowest total electrical current, incorporating 
thermal-relief copper pour methodology PCB design, reducing chip count, and utilizing  
1.35 V DDR3 Dynamic Random-Access Memory (DRAM). Compared to current DDR3 
designs, DDR3L memory can save up to +10 °C per module and remove the double 
refresh rate requirement. Supplier-based testing has shown that depending on the 
components used, DDR3L modules contribute to significantly reducing power, thereby 
helping increase performance (see Table 1).

Blade VLP is a lower-profile (17.78 mm) alternative to the JEDEC standard VLP with 
a height of 18.75 mm (see Figure 1). Reducing the height of a DDR3 VLP memory 
module to a lower-profile 17.78 mm solves the space-constrained limitations found 
in many telecom and networking applications, where it is difficult to accommodate 
the memory required for both an industry-standard DIMM or Mini DIMM socket plus 
a standard VLP. This approach allows designers to reduce the total power in systems 
that use multiple memory modules and those that must run above +85 °C, which 
is a typical design challenge in a wide range of AdvancedTCA-based telecom and 
Ethernet blade switch networking applications. 

Designers of telecom and networking blade systems typically face strict limitations 
on system height. In addition, these systems require spacing on top of the memory 
module to enable airflow for effective thermal management. Incorporating a reduced 
height DDR3L VLP memory module helps improve airflow and provides a low profile, 
allowing OEMs to offer higher-reliability products that reduce total cost of ownership. 
Specific DDR3L VLP modules also offer single refresh rates, which are now essential to 
maximize performance in high-temperature systems.

ECC module density Power reduction range

4 GB 17% to 40%

8 GB 26% to 50%

Table 1 | Virtium internal test data shows that, depending on the components 
employed, OEMs can realize up to 50 percent power reduction with an 8 GB ECC 
memory module.

Figure 1 | Virtium’s Blade VLP allows more airflow in the system and utilizes low-power 
DRAM to reduce thermal dissipation up to +10 °C on the DRAM surface.
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Multiple methodologies contribute to 
ruggedization 
To help OEMs meet extreme require-
ments for vibration, temperature, or 
other harsh environmental conditions, 
memory suppliers offer manufacturing 
advancements such as side retainer clips 
to ruggedize DDR3 SODIMM modules 
(see Figure 2). These universally adapt-
able clips can be easily implemented on 
a variety of applications. In the recent 
past, designers typically were limited 
to weaker, commercial-grade retainer 
clips to keep memory modules in place. 
Under certain conditions, these retainers 
can pop open and result in system-level 
failures. Other alternatives that involve 
mounting holes require significant mod-
ification to the mainboard, frequently 
resulting in a nonstandard COTS-based 
design that does not adequately address 
the problem.

In addition, OEMs can take advantage 
of the underfill option that provides 
increased shock resistance of compo-
nents populated on standard FR-4 PCBs. 
Conformal coating is another option that 
can be qualified under MIL-I-46058C 
to provide enhanced protection from  
environmental degradation. 

Along with mechanical enhancements, 
numerous electrical upgrades are avail-
able to OEMs, including extended- 
temperature screening and burn-in and 
the addition of thermal sensors to mon-
itor module temperature. Designers can 
typically select from three temperature 
options in memory modules:

 › Industrial temperature:  
-40 °C to +95 °C

 › Extended temperature:  
-25 °C to +95 °C

 › Standard temperature:  
0 °C to +95 °C

Testing is essential to assure that mod-
ules adhere to temperature specifica-
tions. Thus it is important that a  standard 
set of temperature test parameters 
is defined and that memory suppliers 
 collaborate with OEMs to adjust testing 
methods per specific equipment and 
testing time needs. Embedded systems 

often perform mission-critical opera-
tions, so after testing definitions are 
established and validation is completed, 
it is advisable that memory modules be 
100 percent tested according to the 
defined plan.

The optimal testing method to ensure 
extended-temperature operation is 
accomplished via production testing 
using customer motherboards or on 
approved motherboards with identical 
chipsets and setup. These tests can also 
be performed using specifically devel-
oped ovens that match the size of most 
embedded motherboard form factors, 
enabling temperature testing at full 
system performance. 

System testing is critical to catch defects 
such as ECC errors that cannot be dis-
covered using standard test systems. It 
is important to note that depending on 
the application or system specifications, 
system-level tests might also be neces-
sary using Temptronic ThermoStream 
units for temperature requirements as 
low as -45 °C, or tested using an under-
temperature oven for up to 12 hours at 
+85 °C ambient.

An analysis of the failure modes of 
DRAM in memory modules has deter-
mined that DRAM components with 
suboptimal reliability tend to fail during 
the first three months of use. As newer 
DRAMs advance to smaller process 
geometries, there can be a greater risk 
for chips that contain weak bits (a micro-
scopic defect in an individual cell). This 
is not enough to cause a DRAM failure  
outright, but could exhibit a single-
bit error within weeks after initial field 
operation begins.

Using Test During Burn-In (TDBI) helps 
eliminate any potential early failures and 
improve the overall reliability of memory 
products. Although most DRAM chips 
undergo a static burn-in at the chip 
level, TDBI offers a more comprehen-
sive testing approach that implements 
a 24-hour burn-in test at the module 
level while dynamically running and 
checking test patterns as the module 
is performing under stress conditions. 

Studies conducted by various memory 
manufacturers show that using TDBI 
chambers can reduce early failures by 
up to 90 percent.

New standards and form factors
Multiple industry organizations such as 
JEDEC and the Small Form Factor Special 
Interest Group (SFF-SIG) are actively 
involved in standardizing memory 
devices for today’s embedded systems. 
Standardization brings the added benefit 
of consistent availability from multiple 
suppliers, which helps OEMs accelerate 
time to market while reducing overall 
system cost and project risk.

ECC has become a mainstay in em- 
bedded systems. However, the JEDEC 
membership initially did not recognize 
the need to accommodate ECC when it 
was developing the DDR2 specification 
on the SODIMM form factor because 
most laptop chipsets did not sup-
port ECC at the time. Seeing the need 
for ECC that could be implemented 
on faster DDR2 memory modules in 
embedded systems, Virtium sponsored 
the ECC SODIMM specification within 
JEDEC, which has been extended now 
to DDR3 and DDR4 modules. 

The XR-DIMM specification from 
SFF-SIG is another example of a memory 
device defined to meet embedded 
system needs to reliably operate in 
excessive shock and vibration con-
ditions. Designers of these systems 
needed a small form factor, extremely 

Figure 2 |  Virtium offers two types 
of locking devices that are designed 
for modules with and without heat 
sinks and require no holes or physical 
modifications to the motherboard 
for installation.
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rugged DDR3 module. This standard 
relieves designers from the former limi-
tations of commercial-grade products 
that required soldering, straps, glue, or 
tie-downs to secure the module. 

A collaboration among Virtium, Swissbit, 
and LiPPERT Embedded Computers 
working through the SFF-SIG resulted 
in a module with a pin definition that 
closely resembles that of a DDR3 stan-
dard DIMM. The pin definition lever-
ages a high-performance 240-pin SMT 
connector system that uses standoffs 
with screw attachments to firmly hold 
the XR-DIMM memory module to the 
motherboard. Additionally, the pin 
definition includes a SATA interface 
to enable the development of dual-
function modules that contain both 
DDR3 and NAND flash for a combined 
memory and solid-state drive storage 
implementation from a single socket. 
Future standards for combination SATA 
and DDR3 modules are planned.

Satisfying rugged memory 
requirements
While demands for ruggedized em- 
bedded devices continue to rise, 
memory module suppliers continue to 
make technology advancements and 
associated manufacturing enhance-
ments that meet the needs of OEMs. 
DDR3 SODIMM, DDR3L, and lower-
profile DDR3L are all examples of new 
technologies that help satisfy rugged 
memory requirements. These advance-
ments solve many design challenges, 
including low power, enhanced thermal 
dissipation, and extended-temperature 
tolerance while delivering the perfor-
mance needed for today’s complex 
embedded systems. 

Standards for XR-DIMM and ECC 
SODIMM have also contributed to 
advancing a ready supply of rugged 
memory products. Furthermore, de- 
signers have access to underfill side 
retainer clips and conformal coating 

manufacturing options along with 
advanced testing methodologies to help 
ensure robust designs. 

The challenges to maintain the highest 
reliability and availability in rugged 
embedded system designs will con-
tinue, but memory module advance-
ments are set to keep pace with these 
requirements, helping enable OEMs’ 
continued competitiveness and future 
innovation.        
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Virtualization is rapidly becoming one  
of the hottest technologies in the em- 
bedded space, offering designers a 
host of new hardware and software 
options for product development and 
future modifications. With the proper 
architecture, virtualization can be used 
to combine multiple embedded func-
tions into a single hardware platform 
to minimize development costs, power 
requirements, and the number of system 
components. This consolidation feature 
allows designers to merge existing appli-
cations with diverse operating software 
into a single system without the need to 
modify legacy code. 

Combined with the recent popularity of 
multicore technology, virtualization can 

also boost the performance and respon-
siveness of individual software segments 
by assigning additional processing 
power. Similarly, virtualization allows 
General-Purpose Operating Systems 
(GPOSs) such as Windows or Linux to 
be easily combined with real-time soft-
ware or safety/security-critical functions 
while retaining the required determinism  
and isolation. 

Originally introduced by IBM in the 
1960s for enterprise servers, virtualiza-
tion enables multiple copies of the OS to 
run in parallel on a single CPU, thereby 
reducing the number of machines 
required. Unlike the enterprise environ-
ment where hardware and operating 
software are consistent across platforms, 

the embedded industry employs a wide 
variety of processor architectures and 
I/O structures, so virtualization cannot 
be applied the same way. For example, 
enterprise-level applications typically 
create virtual copies that represent the 
entire machine environment to maxi-
mize CPU utilization. Unfortunately, this 
comes at the expense of responsiveness 
to external events, making this approach 
impractical for time-critical applications. 

The latest virtualization software now 
available for embedded applications 
allows the development team to inde-
pendently allocate system resources 
including memory, additional processors,  
and I/O to each operating environment 
to optimize performance.

Along with multicore technology, virtualization software has become invaluable to developers 
seeking to combine several embedded functions in a single hardware platform that boosts 
system performance and decreases development costs. Warren describes the critical functions 
of hypervisors and processors with hardware-assist features and presents a few examples 
of platforms that show how virtualization can consolidate dissimilar functions while maintaining 
isolation and security.

Virtualization:  
A real weapon for embedded  
software development
By Warren Webb
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Hardware allocation
Virtualization platforms are built by add- 
ing a real-time Virtual Machine Monitor 
(VMM) or hypervisor software layer 
directly above the hardware to create 
and manage individual partitions that 
contain guest OSs. The hypervisor allo-
cates system hardware resources such 
as memory, I/O, and processor cores to 
each partition while maintaining the nec-
essary separation between operating 
environments. 

A critical function of the hypervisor is to 
maintain isolation between partitions 
and continue running even if another 
OS crashes. Multicore processors allow 
hypervisors to create a variety of config-
urations to support embedded develop-
ment. For example, an OS can run on a 
single core or be spread across multiple 
cores to increase performance. Similarly, 
multiple OSs can also run on a single 
core if timing is not an issue. 

Several variations of hypervisor software 
are available for virtualization applica-
tions. Full virtualization is a nearly com-
plete simulation of the actual hardware, 
which allows a guest OS to run without 
modification. Partial virtualization simu-
lates some but not the entire target 
environment, so guest software might 
need some modifications to run in this 
environment. Using paravirtualization, 
guest programs are executed in their 
own isolated domains without a simu-
lated hardware environment. Although 
guest programs must be specifically 
modified to run in a paravirtualization 
environment, having the guest OS com-
municate directly with the hypervisor 
can improve performance and efficiency. 

The latest generations of embedded 
processors include built-in hardware 
functions to increase performance 
and speed up interaction between  
virtual environments. For example, 
Intel Virtualization Technology (Intel VT) 
includes facilities to trap certain VMM 
instructions in hardware and simplify the 
hypervisor functions to reduce virtual-
ization overhead. Intel VT for Directed 
I/O adds hardware accelerators that 
allow secure assignment of specific I/O 
devices to specific OSs to decrease 
the load on the processor and accel-
erate data movement. For example, 

a hardware-based network controller can be used to offload the Ethernet stack  
processing to improve the performance of high-speed networks. 

Another improvement is to implement I/O queuing mechanisms so that operating 
software does not waste time waiting for operations to finish. In addition, special-
ized Intel functions such as Extended Page Table and Page Attribute Table provide 
a hardware-assist to the partitioning and allocation of physical memory among  
virtual machines.

Virtual platform examples
Software vendors offer designers a variety of hypervisor-based products to capture 
the advantages of virtualization for embedded systems. For example, PikeOS from 
SYSGO incorporates paravirtualization technology to create a combination Real-Time 
OS (RTOS) and virtualization environment that enables multiple OS partitions to work 
on separate sets of resources within a single machine (see Figure 1). 

The recently released PikeOS version 3.3 supports a wide range of operating  
software including Linux, ARINC 653, POSIX, Android, and others. PikeOS also runs 
on multiple single- and multicore processor architectures such as x86, PowerPC, MIPS, 
ARM, and SPARC/LEON. Multicore processor support offers flexibility to users who 
can select an execution model ranging from pure Asymmetric Multi-Processing (AMP) 
to full Symmetric Multi-Processing (SMP). PikeOS is certifiable to safety standards 
such as DO-178B/C, IEC 61508, EN 50128, and ISO 26262. The PikeOS microkernel 
architecture is small and compact, resulting in real-time performance that competes 
with conventional proprietary RTOS products.

Virtual platforms that combine safety-critical embedded functions with a large GPOS 
must contain security provisions allowing unaffected partitions to continue operating 
in the event of a software failure or cyber attack. The recently released LynxSecure 
version 5.1 hypervisor from LynuxWorks offers military-grade protection features for 
customers building secure embedded systems. LynxSecure 5.1 provides two types 
of device virtualization including direct assignment of physical devices to individual 

Figure 1 | PikeOS enables virtual and secure execution of high-level OSs and native 
real-time tasks on a single CPU.
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These products demonstrate how 
 virtualization technology allows de- 
signers to consolidate dissimilar func-
tions while maintaining the required 
isolation and security. Along with a 
 multitude of new software offerings, 
companies selling off-the-shelf boards 
and modules are now implement- 
ing hardware configurations that are 
friendly to virtualization applications. 
These boards have onboard memory 
that is easily configured for virtualiza-
tion, along with smaller form factors and 
lower power requirements to  support 
consolidated systems. 

All of these products and design 
advantages point to a long-term, con-
tinuing trend in virtual technology for  
the embedded marketplace. Although 
it might require a change in embedd- 
ed design philosophy, virtualization  
technology has developed into a 
valuable weapon in the developer’s  
toolkit.         

guest OSs for maximum security and secure device sharing across selected guests for 
maximum functionality (see Figure 2).

LynxSecure also offers two virtualization schemes: para-virtualized guest OSs such as 
Linux for maximum performance and fully virtualized guests such as Windows, Solaris, 
Chromium, LynxOS-178, and LynxOS-SE, requiring no changes to the software. 
Another key performance feature LynxSecure delivers is the ability to run both fully 
virtualized and paravirtualized guest OSs with SMP capabilities across multiple cores.
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Figure 2 | The LynxSecure hypervisor from LynuxWorks allows data and applications 
with different security levels to co-reside on a single device without corruption. 
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The origin of embedded virtualization 
technology came about with the idea 
of creating an environment where a 
Real-Time Operating System (RTOS) 
could work alongside a General-Purpose 
Operating System (GPOS) such as 
Microsoft Windows. Embedded virtual-
ization creates a partitioned environment 
in which the two OSs and the applica-
tions on them run on a single platform 
as if they were running on two separate 
platforms. The advantages of doing this 
are clear: system cost and complexity can 
be reduced if fewer processing platforms 
are required to serve the application’s 
computing needs. Product reliability can 
be enhanced as well if systems can be 
built with fewer hardware elements.

Back in the early ’80s, machine builders 
saw the opportunity to leverage the 
PC platform to build control systems 
for their machines. The first such appli-
cations were relatively simple, and the 
focus was mainly to leverage available 
hardware that was substantially lower in 
cost than specialized control hardware. 

As the PC evolved with the addition of 
Windows, numerous application soft-
ware packages were introduced, driving 
a new standard of Human Machine 
Interface (HMI) with supporting graphic 
engines and software tools. Machine 
builders saw the opportunity to use 
Windows to create advanced HMIs that 
could simplify their machines’ setup, 

operation, and maintenance. However, 
Windows-based PCs could not be used 
for portions of an application involving 
time-critical control because Windows, 
by itself, isn’t an RTOS and is not 
capable of performing control functions 
with determinism. Hence, embedded 
system designers would typically add 
a real-time computer subsystem to the 
machine in addition to the PC to deliver 
a full suite of product functionality.

RTOS suppliers, on the other hand, 
have not had the resources to build the 
kind of graphic software tools and sup-
port that are available for Windows. A 
few saw the opportunity to couple their 
OSs to Windows in order to add RTOS 

Virtualization means different things to users with different types of applications. Most forms 
of virtualization employed in IT server environments aren’t of interest to embedded system 
developers because they don’t ensure that processing of time-critical tasks is deterministic. 
Instead, the way for single and multiprocessor platforms to support multiple operating 
environments while maintaining real-time responsiveness is to functionally partition processor 
resources so that they are controlled by specific operating environments, which run directly 
on the processor silicon rather than on virtual machine implementations.

The need for  
embedded virtualization  
in real-time, multiprocessor,  
multi-OS systems 
By Chris Grujon
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functionality to Windows-based systems 
on a single computing platform.

The benefits of combining an RTOS with 
Windows on one machine were obvious 
for embedded systems OEMs, but the 
technical issues associated with doing 
that were very complex. Running two 
OSs on one computer wasn’t a new 
 concept; it had been done 10 years 
before on mainframes with virtualization 
technology. That technology virtualized 
the whole computer platform, essen-
tially creating an interface layer between 
the OSs and the hardware much like 
modern server virtualization technology 
does today. 

The fundamental problem with this 
is that isolating the OS and applica-
tion software from direct access to the 
hardware causes nondeterministic time 
delays when the application software 
needs to interact with its I/O. Real-time 
applications, however, must have direct 
access (sometimes called bare-metal 
access) to the devices that the appli-
cations need to control, so that the 
 software can write or read data to and 
from the I/O devices in a timely, deter-
ministic manner. 

Embedded virtualization solves the 
multi-OS determinism problem
A method must be devised to partition 
the platform resources so that the RTOS 
can gain direct access to I/O and inter-
rupts that are necessary for it to run an 
application deterministically. GPOSs 
like Windows do not allow a co-resident 
RTOS to control its I/O devices. 

Instead, GPOSs typically take control of 
all available I/O on the platform during 
installation. Barring the option of mod-
ifying Windows, which would bring a 
whole new dimension of problems, a 
means of reserving I/O from Windows 
had to be devised. And since this was 
initially done back in the days of single-
core processors (Figure 1), techniques 
had to be developed for the processor 
to switch context from the RTOS to 
the GPOS with minimum overhead. 
These are the principles of embedded 

virtualization, principles that have been 
validated in thousands of successful 
embedded system products.

Interprocess communication enables 
task coordination
Multiple OSs running applications in 
shared but separate environments 
create the need for applications to pass 
data to each other. This could easily 
be performed with a simple block of 
reserved memory, but would require 
some level of housekeeping by the 
applications and would be cumbersome 
to manage in real-time systems, where 
messages need to be delivered and read 
at particular times. 

The communication process needs to 
be structured in such a way that message 
delivery occurs when expected to main-
tain determinism. Communication has 
to take into consideration the priority  
of the message with respect to the 
 priority of other real-time tasks that are 
running at the time, so that the message 
will be delivered at the right time or in 
the right sequence. This is particularly 
important when the communication 

is between an application running in a 
non-real-time GPOS environment and 
an application running on an RTOS in a 
real-time environment. An unprioritized 
event must not be allowed to interrupt a 
prioritized task. 

Multicore processors aid functional 
partitioning
The introduction of multicore processors 
caused some of the rules to change. In 
principle, processors no longer need to 
be shared. Each OS can have its own 
processor core (or multiple cores can be 
dedicated to a single OS); however, in 
practice, OSs such as Windows assume 
that all processor cores belong to them 
at installation. 

Setting up a multicore system so that 
the GPOS is in control of some cores 
and not in control of others requires a 
way to tell the GPOS which cores are not 
available to it. With the proper means 
of resolving this, a four-core processor 
could support several configurations 
of GPOS:RTOS, including 3:1; 2:2, and 
1:3 (see Figure 2). This flexibility allows 
the user to optimize the platform’s 

Figure 1 | A GPOS and RTOS share a single-core processor with communication 
across environments.
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Figure 2 | Embedded virtualization supports different functional partitioning strategies 
on multicore processors.

Windows
Core 0

Windows
Core 1

Windows
Core 2

INtime
Core 3

Windows
Core 0

Windows
Core 1

INtime
Core 2

INtime
Core 3

Windows
Core 0

INtime
Core 1

INtime
Core 2

INtime
Core 3

Config.1 Config.2 Config.3

www.embedded-computing.com  Embedded Computing Design     October 2012  |  23  

http://www.embedded-computing.com


computing resources depending on the 
application’s requirement. Whereas an 
application with a complex Windows 
portion and light real-time requirements 
could be configured with three cores 
running the GPOS application and one 
core running the RTOS, an application 
with multiple real-time control functions 
running simultaneously and communi-
cating with a simple HMI might have one 
core dedicated to Windows and three to 
multiple instances of the RTOS.

With the possibility of running several 
RTOSs at the same time on a multicore 
processor, the communication system 
that was initially developed to com-
municate between the GPOS and the 
RTOS on a single shared processor 
can be extended to enable commu-
nication between multiple instances 
of the RTOS and GPOS. In theory the 
system architecture could be expanded 
to create a network of OSs talking to 
one another, each running application  
elements that are particularly suited to its 
own environment. As with the I/O needs 
of the system, the communications 
structure needs to maintain and support 
the real-time determinism requirements 
of the real-time subsystems. 

Virtualization enables deterministic 
communication across platforms
One embedded virtualization environ-
ment that has proven itself in mission- 
critical applications is the INtime RTOS 
family from TenAsys Corporation. INtime’s  

embedded virtualization technology 
encapsulates the principle of partitioning 
the PC platform to enable Windows and 
the RTOS to run side by side. INtime 
facilitates deterministic communica-
tions between instances of the RTOS 
and Windows with a global object net-
working system called GOBSnet. This 
consists of a built-in communication net-
work that allows multiple applications 
on separate OSs to communicate at the 
process level in a deterministic way. 

Using Ethernet with an addressing 
scheme akin to that of a URL, GOBSnet 
was extended to enable separate system 
functional blocks, called nodes, to com-
municate deterministically with each 
other on the same multicore processor or 
across platforms that are physically dis-
tinct. In this manner, large and complex 
applications can be distributed across 
several nodes (see Figure 3), simplifying 
their creation, debugging, and opti-
mization while leveraging the parallel 
processing capability of multicore pro-
cessors. This allows OEMs to produce a 
range of products at different cost points 
or functionality levels by scaling the 

number of processors or processor cores 
that are employed.

Embedded virtualization techniques 
have been developed over more than a 
decade of use in real-time applications, 
but the full potential of these methods 
to revolutionize embedded system 
design is just now becoming clear with 
the advent of processors that include 
increasing numbers of CPU cores. Along 
with global object networking support, 
embedded virtualization is primed to 
become the standard way of building 
large multi-OS systems.        

Chris Grujon is 
marketing director 
for TenAsys 
Corporation.

 

TenAsys Corporation 
Chris.Grujon@tenasys.com  

www.tenasys.com

Follow:    in    

Figure 3 | Global object networking facilitates communications between cores and 
across computing platforms in a complex embedded application such as an automotive 
test system.
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As digital design has proliferated the 
electronics world, making designs 
faster, easier to test, and more robust, 
the analog portion of embedded 
designs is becoming a bottleneck. To 
meet requirements and timetables in 
the analog portion, engineers gener-
ally have three weapons at their dis-
posal: utilize peripheral analog IC, build 
the functionality internally (make), or 
purchase the IP block from an external 
vendor (buy). Each option has its own 
merits and drawbacks, but none can 
launch a competitive advantage better 
or cause more frustrating confusion than 
analog IP. 

Traditionally, these options only apply 
to ASIC builds, as FPGAs are not com-
patible with analog IP. However, this 
is changing quickly. Some IP compa-
nies now provide all Register Transfer 
Language (RTL)-based Analog-to-Digital 
Converter (ADC), Digital-to-Analog 
Converter (DAC), DC-DC converter 
controller, and clocking functions with 
robust performance.

To meet design objectives, engineers 
must understand the IP vendor’s strategy 
and incentives and match their offerings 
to what is required. The  following dis-
cussion provides a robust roadmap for 

understanding the analog IP landscape 
as well as evaluating and selecting 
analog IP.

Analog IP landscape
The analog IP market has exploded in 
the past 10 years. Demand for ADC, 
DAC, Phase-Locked Loop (PLL), and 
DC-DC converter IP is expected to 
grow at more than 17 percent through 
2015, according to Semico. Two forces 
are largely responsible for this. First, 
the amount of analog talent in the labor 
pool has reduced dramatically. Second, 
competitive pressures are putting pre-
miums on time to market and costs. 
IP is seen as an effective strategy for 
meeting time to market and addressing 
significant bottleneck issues because it 
allows engineers to purchase blocks and 
amortize the cost over multiple projects.

Strategy + business model
Analog IP firms invest heavily in R&D 
to lead on the performance front and 
then market those products for a variety 
of applications. The model works 
great for innovation and for customers 
needing state-of-the-art performance. 
Performance premiums are often not 
necessary for the application. This is 
where proper requirements definition 
comes in handy.

Most analog IP firms charge upfront 
license, per-unit royalty, and related 
maintenance and service fees. Licenses 
can usually be expanded from single use 
to multisite to amortize costs more effi-
ciently (see Figure 1).

Analog IP challenges
Because analog IP blocks are usu-
ally delivered as hard macros, they are 
largely dependent on process tech-
nology and are difficult to modify and 
test. This decreases the number of 
options and can make a customer more 
reliant on a specific foundry. Analog IP 
companies are exerting a great deal 
of effort to migrate their portfolios to 
smaller technologies, but are seeing 
major challenges at 40 nm and below. 
This has long-term implications for 
product roadmaps as costs grow expo-
nentially at smaller technologies. These 
challenges present strategic trade-offs 
for embedded teams.

When ADC, DAC, or DC-DC controller 
IP is developed in all-digital RTL, many 
of these challenges are removed. All-
digital ADC cores, for instance, are 
easily modified for special requirements, 
technology independent, FPGA embed-
dable, and digitally testable. These 
cores are often smaller and lower power 

Understanding and selecting analog IP can be risky, but engineers today have more choices and 
more control than they think. Knowing how to manage the IP selection process can help engineers 
effectively meet objectives and reduce risk.  

Understanding 
analog IP cores 
for embedded 
computing needs
By Allan Chin
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due to the use of a digital fabric. The drawback of this approach is limited resolution 
and bandwidth. At Stellamar, ADCs currently offer up to 16-bit resolution and 400 kHz 
bandwidth. By comparison, analog ADCs offered in mixed-signal FPGA packages 
provide 12 bits and 500 kHz bandwidth.

Steps to evaluate IP/system fit
With a high-level understanding of the analog IP landscape, engineers can  concentrate 
on avoiding the two most common problems when selecting IP: unclear objectives 
and improper requirements definition. To do this, a team considering buying IP must 
thoroughly understand these two dynamics.

Project objectives
Given the trade-off of offering smaller technologies at higher costs, clarity on the most 
important overall project objectives is critical. Analog IP is one tool of many that can 
help engineers meet an objective, and whatever tool is chosen dictates how the team 
allocates resources to meet the objective. 

One of the best tools for prioritizing objectives is the CARVER matrix that Navy SEALs 
use to assess the value of a military target in a quick, no-fail way. This exercise can shed 
light on the most important issues to the design team, including reuse versus custom, 
foundry reliance, and technology portability and prototyping. Try this exercise in a 
group or individually to compare how team members view objectives.

First, list critical objectives for the embedded design project. Be specific. Objectives 
such as low power and small area aren’t nearly as effective as actual numbers. 
Objectives should also include higher-level strategies such as “foundry neutral” or 
“ensures process roadmap.”

Next, score the objectives 1-5 (5 being highest) on each of six criteria: 

 › Criticality: How critical is this objective?
 › Accessibility: How achievable is the objective with internal resources? Purchased IP? 
 › Recognizability: Does the team recognize the objective as important?
 › Vulnerability: What force is needed to achieve the objective? Can it be achieved 

in a certain time frame? Are large amounts of resources needed?
 › Effect on mission: How much closer does this objective get the design to 

meeting the overall strategy?
 › Return on effort (ROI): How much bang for my buck?

Figure 1 | An analog IP business model allows engineers to purchase blocks and 
amortize the cost over multiple projects.
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Table 1 shows an example CARVER 
matrix.

In this example, the team’s overall stra-
tegic objectives are to limit reliance on 
one foundry and ensure the IP can get the 
product to 22 nm. These objectives are 
achievable in the current IP landscape if 
technical requirements can be met, leading 
to the next dynamic of understanding.

Technical requirements
In the old days of in-house IP develop-
ment, engineers would gather require-
ments and build IP blocks exactly 
according to those specs. This often 
increased cost, lead times, and risk 
when targeting a new technology. As 
cost and time-to-market pressures have 
transferred IP production to the “out-
house,” adherence to specifications has 
relaxed. This benefits IP companies who 
market their higher-performance blocks 
for wide-ranging, lower-performance 
applications. 

A vendor has limited ability to meet 
specific requirements in a given 
budget or time frame. Foundry and 
process portability challenges further 
limit optimal choices for the customer. 
These limits have ramifications from 
higher power consumption to price pre-
miums for unnecessary performance. 
Proper requirements definition is key 
to understanding where trade-offs will 
occur and how those trade-offs can be 
counterbalanced.

To start proper requirements definition, 
some key questions need to be asked, 
including:

 › What is being measured, and what 
is needed? 

 › What are the minimum resolution 
and bandwidth needed to 
completely convert the input?

 › What are the power and size 
budgets? 

 › What are the input characteristics?
 › Are there unique timing needs?
 › Is the prototype system 

FPGA-based?
 › How can the design convert from 

FPGA to ASIC?
 › What foundry created the IP? 

What process was used?
 › What are the test requirements?

Standards exist for many functions. For 
instance, audio is still 12 bits and 15 kHz 
bandwidth. Professional audio is higher, 
and knowing this difference can save 
money and time. As another example, 
many DC-type measurements have very 
small bandwidth, often sub-10 Hz, yet 
engineers often choose ADC IP with 
greater than 1 MHz bandwidth because 
of availability. This is like using a sledge-
hammer to drive the head of a pin. It 
gets the job done, but will consume 
more power than necessary. Similarly, 
integral and differential nonlinearity 
degrades the effective number of bits 
for some ADCs. If the requirement is 
12 bits, a 14-bit ADC block might be 
needed to achieve the required 12-bit 
resolution.

IP selection
Armed with prioritized strategic objec-
tives and exact technical requirements, 
the team can start the selection process. 
Websites such as Chipestimate.com and 
Design-reuse.com are good places to 
start. Xilinx  and  Microsemi also pro-
vide robust IP ecosystems that include 
analog IP functions from providers 
like Stellamar.

To attain the level of comfort needed 
to make a selection, the team must 
ask the vendor a number of questions, 
including:

1. Does the vendor have customers 
and success stories?

2. Are the cores silicon-proven?
3. What level of support is  

provided?
4. Can the core be evaluated 

before purchase?
5. What deliverables are  

provided?
6. What is the licensing structure?
7. How long will it take to tailor 

IP to specific needs?
8. How long has the company been 

providing IP cores?
9. How free is the company with 

sharing basic information?
10. What strategic partnerships 

does the vendor have?

By following this roadmap in sequence 
and asking all of the important ques-
tions, the design team should be confi-
dent that third-party analog IP selection 
and integration can help meet strategic 
objectives and add significant value to 
the overall system design.        

 
Allan Chin  
is CEO of  
Stellamar.

Stellamar 
allan.chin@stellamar.com 

www.stellamar.com
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Targets Critical Accessible Recognizable Vulnerable Effect on mission Return on effort Total

Technology independence 5 1 3 2 5 5 21

Meets roadmap to 22 nm 5 2 4 2 5 5 23

6 mW power 2 3 2 3 3 3 16

< .75 mm2 area 2 4 4 4 2 4 20

Resolution 3 3 1 2 2 2 13

Speed 1 3 1 2 2 2 11

Table 1 | A CARVER analysis can shed light on an IP project by rating the importance of design objectives according to six critical factors.

Strategies | IP cores 
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Roving Reporter blog: Mobile health trade-off: Minimize risks to maximize rewards
By Jennifer Hesse

Mobility in health care represents a win-win-win for health care providers, insurers, and patients by simplifying information 
exchange, reducing costs, and improving patient health and outcomes. Embedded technology vendors are also looking to cash 
in on the mobile health (mHealth) trend by offering small, portable, consumer-type devices with fast processing capabilities and 
multiple connectivity options tailored to meet the specific needs of the medical market.

But the potential rewards mHealth promises to deliver come with risks and trade-offs that all involved parties must be willing to 
address, especially considering the high stakes of the health care field. Embedded technology companies are tasked with the 
challenge of designing their connected devices to be secure and resistant to attacks that could jeopardize critical health data.

Read more: http://opsy.st/Rr7Nzy

By Jennifer Hesse www.embedded-computing.com
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Keeping the embedded conversation going

IDF 2012 demo: Micro 
digital signs enable 
interactive shopping
Consumers may 
experience a different 
kind of sticker shock 
the next time they 
go shopping as new 
micro digital signage 

technologies hit the shelves. At the recent Intel Developer Forum 
in San Francisco, Intel researchers showcased small shelf units 
that provide interactive price tags offering multilingual support, 
coupons, and social media capabilities allowing buyers to rate 
products. Based on the Intel Medfield processor platform, these 
micro digital signage units are equipped with motion sensors and 
cameras that could detect and send messages about low stock 
or out of stock inventory, as well as enable videoconferencing 
with customer service representatives right at the point of sale. 
Watch the demo at http://opsy.st/RtVxnz and check out our 
November issue for more coverage on digital signage and  
touch-screen technologies.
See more videos in our library:  
http://video.opensystemsmedia.com. 

▲ Software engineers give C++ high marks
C++ has usurped its predecessor C as the most 
widely used programming language among 
embedded software engineers polled in a recent 
VDC survey. The embedded research firm anticipates 
C++ growth to stay strong as developers of safety-
critical systems continue to embrace object-oriented 
languages and cites the Object-Oriented Technology 
and Related Techniques (OOT & RT) supplement to 
DO-178C, which provides guidelines for templates in 
C++, as a spec that will be particularly influential in 
this trend.

Java use has also risen, thanks to the proliferation 
of Android and its Java-based Dalvik virtual machine. 
VDC expects Java will profit from Oracle’s renewed 
focus on the embedded space and projects that 
the Ada language, which has remained steady 
at the 3 percent mark for the past few years, to 
receive a slight leg-up following the official release 
of Ada 2012.

Survey data was drawn from VDC’s research service, 
“Strategic Insights 2012: Embedded Software & 
Tools Market.”

Read more: http://opsy.st/UpdMJO

Embedded Events TechChannel
Get the scoop on highlights 
from Design East by checking 
out blogs, photos, video demos, 
and more at the Embedded Events 
TechChannel. This microsite is 
dedicated to covering all the embedded industry’s top shows,  
including Design East and Design West, Embedded World,  
ESC, and many other major conferences, summits, and seminars. 
Coverage includes the latest news, products, keynotes, lectures,  
and social networking reports. Follow these hashtags for live 
updates during the shows: #DesignEast, #DesignWest,  
#esc_events, and #EW2013.
Visit the Embedded Events TechChannel at  
http://tech.opensystemsmedia.com/esc/.   

http://www.embedded-computing.com
http://opsy.st/Rr7Nzy
http://opsy.st/RtVxnz
http://video.opensystemsmedia.com
http://opsy.st/UpdMJO
http://tech.opensystemsmedia.com/esc/
http://www.embedded-computing.com
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Extreme Engineering Solutions
608.833.1155    www.xes-inc.com

You Can Do More with Less. 
XPand6000 Series Small Form Factor (SFF) Systems from X-ES support the highest-
performance Freescale QorIQ and 3rd generation Intel Core i7 processors in the 
smallest SFF Systems available, at less than 72 in3 and 3.5 lbs. With COM Express 
processor modules, PMC/XMC I/O, and SSD storage, application-ready SFF Systems 
enable you to focus on your area of expertise. Call us today to learn more.

Tight on space and high in performance. That’s Extreme.

http://www.xes-inc.comYou
http://www.xes-inc.comYou



