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NFC:  
Now for children?
By Rory Dear, Technical Contributor rdear@opensystemsmedia.com

Undoubtedly stretching back to the 
invention of money itself, generations 
of adolescents, arguably tarnished by 
consumerism, have demanded the 
opportunity to earn “pocket money”. 
Some trade this pocket money against 
useful assistance with household chores, 
and others, through a misaligned sense 
of entitlement, expect parental recom-
pense purely for their very existence. 
Whilst currencies have naturally changed 
over this period, it’s only recently that 
anything other than physical notes and 
coins are a valid medium. This restricted 
parents from maintaining any level of 
control over their offspring’s choice of 
purchases and, children as they are, 
always ran the risk of theft or simply 
losing such cash.

A range of “pre-paid” debit cards, 
designed for children and funded by 
their parents, were pushed as the solu-
tion; adolescents no longer had to be 
trusted with cash and parents could the-
oretically see what they were spending 
their pocket money on. The failure of 
these cards is they rely on them remem-
bering their PIN (mine can’t remember 
what they ate for lunch today!) and they 
permit cash withdrawal, which instantly 
denies any opportunity to monitor that 
expenditure. The solution is contactless 
payments through near field communi-
cation (NFC), which in the UK remains 
in its infancy. Contactless debit and 
credit cards are ubiquitous in the UK 
and increasing numbers are utilizing the 
Apple Pay service, though I wonder if 
more through pretentiousness than con-
venience – removing and unlocking my 
smartphone is far more effort than tap-
ping my contactless card. 

You only have to watch children’s TV 
channel commercials to understand just 
how important the adolescent market 
is, and retailers have known this for 
decades. The world we live in today 
where teenagers are desperate to be 
seen as “adult” at younger and younger 
ages means the traditional youth mar-
kets of toys and sweets are now just a 
segment of that market. Young teen-
agers increasingly shop, dine, and visit 
entertainment establishments without 
parental supervision and are demanding 
more pocket money to do so – how do 
parents satisfactorily control this? 

Outside of the upper echelons of 
society, few children are in possession 
of the latest smartphone and those 
prepaid cards, which are increasingly 
NFC-enabled, but still enable cash with-
drawal. Whilst our youth don’t have the 
latest smartphones, they invariably do 
have smartphones. To encompass this 
booming market, smartphone manu-
facturers must push this technology 
into their entry-level range. The latest 
announcement from Android Pay sug-
gests the accessibility of such devices 
isn’t far away. So where does the 
Internet of Things (IoT) and embedded 
come in?

Embedded point-of-sale devices pow-
ered by IoT will operate as transac-
tional front ends, enabling parents to 
both track their offspring’s expenditure 
and also dictate which establishments/
services they are permitted to utilize; 
allowances can be instantly modified 
and privileges granted and withdrawn 
at a press of a button, but that’s not all. 
Where the real money is spent through 

capturing that adolescent market is 
not at the point of sale – children’s TV 
advertising provides no opportunity to 
“buy now” and couldn’t, as the value of 
such goods can far exceed any pocket 
money allowance. 

NFC technology integrated into adver-
tising hoardings, from the most basic 
poster to the gargantuan LCD dis-
plays that increasingly brighten (or 
blight) retail environments, will enable 
youngsters to “register their interest” 
– perhaps adding said product to 
their virtual wish list or not-so-subtly 
bringing the product to their parents 
attention electronically. 

The possibilities reach even wider if a 
way of safely and securely incorporating 
the child’s identification into such an 
NFC chip can be realized. Age-restricted 
services (e.g., entry to a 12-rated movie) 
can be accessed without the hassle of 
arranging a legally sound pubescent 
identification card. It could even request 
permission from a parent’s smart-
phone first – a methodology currently 
employed on Apple’s App Store.

Security must be a critical consideration 
here – a technology designed to pro-
tect your children from a dangerous 
world must not in itself endanger them 
through revealing their identity or pri-
vate details to any unscrupulous party. 
As a society we must also consider how 
commercialized or materialistic we are 
prepared to allow our children to be. 
Evidently, there remain challenges to 
overcome, but the days of the true 
meaning of the term “pocket money” 
must truly be numbered.  
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 Market analysis: 
I’d hate to burst your IoT bubble 
By Brandon Lewis, Assistant Managing Editor blewis@opensystemsmedia.com

Tech bubble. Overhyped. Confusion. All of these have been 
used to describe the Internet of Things (IoT) over the past year, 
and not one of them is a term to use when laying out plans for 
a board of directors. But amid all the excitement, doom, and 
gloom (depending how you see it), it’s important to remember 
that the IoT is not a monolithic industry, but rather a loosely 
defined technology architecture that transcends vertical mar-
kets to make up an “Internet of Everything.” 

Waiting on smart home, Industrial IoT services swell
Given its high volumes and warp-speed life cycles, one of the first 
markets to enter IoT was consumer tech, with wearables and a 
reimagined “smart home” taking center stage. While technology 
continues to advance in search of wearables that are more than 
just smartphone tethers, MarketsandMarkets and other industry 
analysts forecast the smart home market to grow at a compound 
annual growth rate (CAGR) of 17 percent through 2020[1]. Though 
in most cases this represents a more than respectable clip, in the 
context of IoT there is a sense that it is slower than expected.

In large part, disillusionment in the smart home is for want of a 
de facto standard that can unify and manage home automation 
devices, which in truth have been shipping since the 1990s. Until 
then, Bill Morelli, Director, Internet of Things, M2M, and Digital 

at IHS Technology (www.ihs.com) said in an interview, “smart 
devices in the home are going to continue to chug along, but 
we’re not going to see dramatic growth in that market, which of 
course Wall Street, investors, and the press are all going to see 
as an abject failure because if you don’t see 50X growth, then 
why the hell even bother?”

“What’s going to be critical for 2016-2017 when you start 
looking at application areas like smart home is whether we’ll see 
some consumer platforms emerge to help enable it?” Morelli 
continued. “What are we going to see come out of Thread 
and Brillo and Weave and that whole Google push behind IoT 
standards? And then at the other end of the spectrum you’ve 
got HomeKit that Apple is preparing to do a stronger push 
on now that they’ve got some of the pieces in place. If we’re 
really going to see smart home take off it’s got to be more 
than just a bunch of connectable devices in your house. Nobody 
wants 17 different applications to manage all of that. You need 
something cohesive to allow interoperability and management 
of those devices. That’s going to be the thing to watch, and that 
could be make or break for smart home.” 

Outside the consumer sector, interest continues to swell 
around the Industrial Internet, or Industrial IoT (IIoT), with 
Morelli seeing foundational work being laid by organiza-
tions such as the Industrial Internet Consortium leading 
to large potential gains over the next 3-5 years. Akshay 
Sharma, Research Director of Carrier Network and Converged 
Infrastructure at Gartner (www.gartner.com) agreed with the 
revenue opportunity for IIoT, as his company’s 2014 "Internet 
of Things, Endpoints and Associated Services, Worldwide” 
report projects more than $256 billion in annual spending on 
non-consumer IoT services by 2020.

“Of course the media is all over consumer wearables and sensors 
in the home for consumers, but I believe the real opportunity is 
Industrial IoT, as it has a recurring services revenue over and above 
the component revenues of the device itself,” said Sharma. “Most 
consumer items will not generate service spending because con-
sumers will be content to leverage the services provided by free 
apps associated with the products … Industrial IoT services is 
much higher overall spend but has less churn.”  

[1] MarketsandMarkets. Smart Homes Market worth $58.68 Billion by 2020. Web. 
12 Nov. 2015. www.marketsandmarkets.com/PressReleases/global-smart-homes-
market.asp.

Read more at iotdesign.embedded-computing.com.

IoT Units Installed Base by Category, 2013-2020 (Millions of Units)

2013 2020 CAGR (%)

Automotive 96.0 3511.1 67.2

Consumer 1842.1 13172.5 32.4

Generic Business 395.2 5158.6 44.3

Vertical-Specific 698.7 3164.4 24.1

Total 3032.0 25006.6 35.2

IoT Operations and Professional Services End-User Spending, Vertical 
Industries, 2013-2020 (Millions of Dollars)

2013 2020 CAGR (%)

Operations 
Services

14573.0 91045.0 29.9

Professional 
Services

32008.0 165671.0 26.5

Total 46581.0 256716.0 28.2
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Gartner’s 2014 Internet of Things, Endpoints and Associated 
Services, Worldwide report projects a 35 percent CAGR for IoT 
endpoints between 2013 and 2020, culminating in an installed 
base of roughly 25 billion units by the end of the sample 
period. Operational and professional services spending is also 
projected to increase substantially over the same period for 
non-consumer IoT markets.

Figure 1
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A quick tool for 
design ideas 
to hardware

By Monique DeVoe, Managing Editor mdevoe@opensystemsmedia.com

Makers, electronics hobbyists, and professional design engi-
neers always have ideas, and I’m sure all of you have at least 
one sketched out on a piece of scrap paper or in a notebook 
if you’re more organized. But that idea probably isn’t going to 
get very far stuck on paper – those sketches don’t turn into real 
components without a lot of extra effort. However, there are 
brainstorming tools that can actually help you go from ideas to 
real hardware in one place.

I recently came across Digi-Key’s free browser-based electronic 
design tool called Scheme-it (www.digikey.com/schemeit), 
which is basically a very flexible drawing program for elec-
tronic design brainstorming, or what David Sandys, Director of 
Technical Strategic Marketing at Digi-Key calls “an online back 
of the napkin.” In Scheme-it, you can design from the block 
diagram level, with system icons, and even at a traditional 
schematic level. Alternatively, users can start with a “Design 
Starter” that’s already fleshed out and modify it as needed. 

Sketching out dev board ideas
While historically the tool has only included various compo-
nents, in 2015 Digi-Key started to include low-cost develop-
ment boards beginning with the Freescale Freedom platforms. 
(Find development boards to add to your design under 
“Manufacturers” on the left menu.) 

“What we’ve done is we’ve placed the Freescale Freedom 
board symbols in Scheme-it and designers can start [designing] 
really quickly by leveraging all the expansion headers on those 
boards,” Sandys says. 

Digi-Key is planning to add more open-source development 
boards including Arduinos, Raspberry Pis, STMicroelectronics 
Discovery kits, Cypress Pioneer PSoC kits, and others begin-
ning in 2016.

Choosing the right components
To add parts to a design, search for parts by type, vendor, 
or part number. Results pull from Digi-Key’s database of four 
million parts – and users can view the datasheets, application 
notes, white papers, user manuals, and other documentation 
on those parts. The search is already fairly thorough, but by 
the end of 2015 or Q1 of 2016 Digi-Key is adding a parametric 

search capability to make it even more intuitive to find the right 
part with the right features for what you need in your design. 
And if you have questions about a component or how to use 
it in a design, Scheme-it has a chat with Digi-Key’s technical 
team available 24/7.

When you’re done with a design, parts can be ordered directly 
from within the tool. More than one million of those compo-
nents are available to ship immediately, even overnight to U.S.-
based designers. And it’s easy to check to see if those parts 
are available with the shopping cart option so there are no 
surprises about a part’s availability.

“Engineers can feel comfortable knowing they can design with 
the parts, know that the parts are in stock, they’re available, 
and they’re not designing with something they can’t find,” 
Sandys says. “One thing design engineers hate is when they 
start using a part, and then they find that they can’t buy it. They 
spent tons of hours creating a design, working around that 
device, and there’s nowhere to get it.”

Sharing for collaboration
Sharing, either of designs or of ideas to improve the tools, 
is another feature of Scheme-it. Importantly, designs are pri-
vate as a default as well as password protected, so if it’s not 
something you want to share, your design is secure. However, 
there’s a lot to be gained from sharing, especially in open 
source dev kit communities and for collaboration among dis-
persed development teams.

“There’s no better way to explain concepts or collaborate 
or simply ask questions [in an open source community] than 
showing a schematic or a block diagram,” Sandys says. “We 
have an embed widget as well so designers can put the design 
directly into a blog and from that blog people can view the 
bill of materials or open it and play around with [a copy of] the 
design themselves. Designers can also have team members 
from around the world collaborate via a browser.”  

Read about more complex design tools and a 
Digi-Key design contest in the full article at 
opsy.st/DIYCornerSchemeIt.

 DIY CORNER
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How to get ready to design 
for USB Type-C 
By Jacek Duda

There has certainly been a fair amount 
of buzz and discussion about the latest 
USB specification. Apple, for example, 
designed its newest MacBook with a 
single port – USB Type-C – for charging, 
data transfer, and video output. As the 
MacBook demonstrates, with USB Type-C 
we can ultimately see more electronic 
devices that operate on a single, func-
tionally rich cable based on this standard. 

USB Type-C eliminates the limitations 
of legacy Type-A and Type-B plugs, and 
brings with it an array of benefits for 
USB and other protocols. USB Power 
Delivery 2.0 and USB Alternate Modes, 
for example, enable USB Type-C to 
replace display, power, and other 
unique cables. Before long, USB Type-C 

could become the only standard con-
nector available for electronic devices.

What does this mean from a design per-
spective? Designers will need to know 
how to meet emerging specifications, 
and address power delivery and verifica-
tion. The challenges involved can be sig-
nificant, yet manageable with the right 
design techniques. 

One cable, multiple functions
Starting in 2015, USB Type-C has 
replaced all USB connectors. In the 
not-too-distant future, people will likely 
be using one primary type of cable to 
power and charge all electronic devices, 
as well as connect them to displays, 
sound systems, printers, and other 

peripherals. USB Type-C, USB Power 
Delivery 2.0, and USB Alternate Modes 
make this unified and ubiquitous func-
tionality possible. 

Marked by several key characteristics, 
USB Type-C:

 õ Supports reversible plugs with 
two-way insertion; in other words, 
the host and device connectors are 
the same

 õ Enables higher data rates, up 
to 10 Gbps for USB Type-C 3.1 Gen2

 õ Facilitates increased power, up 
to 100 W through support for the 
USB Power Delivery 2.0 specification

 õ Offers bi-directionality, so that devices 
can provide and consume power

IP Design
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USB Type-C functional model.Figure 1



 õ Supports scalable power 
charging, which means that power 
consumption may dynamically 
change depending on the 
application’s needs

 õ Can eventually replace all  
other connectors by using USB 
Alternate Modes 

So far, the DisplayPort, MHL, and PCI 
Express specifications support USB 
Alternate Modes. These modes also 
cover digital audio through an audio 
accessory, smartphone feature exten-
sions (uncompressed video interface 
and high-speed bi-directional data), 
and docking station applications (power 
charging). More specifications will surely 
follow. While this variation is great news 
for consumers, it does present some 
challenges from a design and verifica-
tion perspective. 

USB Type-C design 
requirements and challenges
USB Type-C comes with specific design 
requirements (Figure 1):

 õ Pull-up, pull-down resistors at 
configuration channel (CC) pins

 õ Capability to provide supply at 
VCONN

 õ Connection and marked cable 
detection, cold-socket, and VCONN 
control circuitry

 õ Switches to provide VCONN/Rp to 
CC pins (downstream-facing port 
(DFP))

 õ Control to turn off/on supply to 
VBUS

 õ Switch to connect SS_TX/SS_RX to 
TX1/RX1 or TX2/RX2

Each of the USB specifications – 
Type-C connector and cable, Power 
Delivery 2.0, and Alternate Modes 
– can be implemented individually; 
however, designers will derive much 
more value when using these comple-
mentary specifications in combination. 
So, designers could develop a single-
chip solution for USB Type-C. They can 
also bring together multiple protocols; 
for example, a design can implement 
a common SERDES for both USB and 
DisplayPort specifications. And, Power 
Delivery 2.0 and Alternate Modes can 
be supported under the same con-
troller/stack. With all of these new 
and distinct pieces and their complex 

dependencies, system verification can 
be a huge challenge. There’s a new 
level of integration hierarchy to con-
sider, with alignment and integration 
of system interfaces, along with the 
need to deliver testbench and test sce-
narios for SoC integration.

There are also challenges from a PHY 
design perspective. Adopting the dif-
ferent protocols – including those to 
come – calls for a certain level of flex-
ibility. Yet, the design techniques that 
a designer might apply to address the 
related challenges could further com-
plicate verification. Complying with 
multiple protocols requires a PHY that 
supports a large electrical specification 
range, especially on the equalization 
side, like CTLE or DFE. This, in turn, 
calls for optimizing a single design to 
be area and performance efficient, such 
as via a single analog PHY. 

Going to smaller processes to get a 
digital advantage poses severe limi-
tations on the type of supply volt-
ages that a design can use, as well 
as the type of devices that are avail-
able to meet electrical requirements. 
For instance, at the 28 nm and below 
nodes, only sub-1 V core devices 
and 1.8 V I/O devices are chosen by 
standard SoC or IP providers to be 
competitive. Hence, supporting 3 V 
and above in the existing die becomes 
a big bottleneck, unless multi vt and 
expensive additional mask sets are 
used. Minimizing costs and supporting 
such platforms requires many circuit 
techniques to circumvent the reliability 
issues related to electrical overstress.

Apart from these design challenges, 
verification is more complex. With 
improved test cases and better DFT 
schemes, coverage can be improved. 
Verification cycles are, however, 
reduced when looking at multiprotocol 
options, instead of considering a single 
protocol at a time.

Here, experience in advanced processes 
can help, especially if a designer has 
dealt with lower supply voltages, power 
dissipation in smaller devices, and para-
sitic RC in the interconnect. Technical 
considerations aside, there are the usual 
cost and time-to-market pressures asso-
ciated with any design project.
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How pre-verified IP can help 
What’s needed to overcome these design and verification chal-
lenges? One really can’t go wrong with pre-verified IP, which 
can help simplify design effort and shorten the cycle. The fol-
lowing features and functions would be the most useful in IP 
for USB Type-C. 

First and foremost, the design should integrate all the func-
tionality required by the Type-C connector and cable speci-
fications, i.e., the CC logic, and, optionally, multiplexers to 
enable all the good things a Type-C connector brings, like 
bi-directionality of the cable, connector flip, and simplified 
DFP/UFP role recognition.

To bring flexibility to a design, seek a single PHY that can 
support USB, DisplayPort, and any other existing as well as 
emerging protocols. The additional benefit of multi-lane sup-
port would allow maximum design flexibility while also easing 
inventory management complexities. To address multiple stan-
dards across functional, software, and electrical specifications, 
look for subsystem IP that is already integrated and compliant 
with relevant specifications to ensure compatibility. 

Power management is another key consideration for USB 
Type-C IP. For such designs, the IP must be able to handle 
a wide range of power and be able to communicate with 
external power management IC up to 100 W and internal 
power management IC up to 15 W of 3 A over 5 V, as defined 
by the Medium and High Current Modes of the USB Type-C 
cable and connector specification. 

Why an IP subsystem 
approach is a good idea
Why work with individual com-
ponents if it’s not necessary? 
Choosing this route would 
mean spending time ensuring 
components are verified 
and will work well together. 
Instead, designers can further 
simplify their efforts by imple-
menting a pre-verified, pre-
integrated IP subsystem for 
USB Type-C. 

The ideal subsystem should 
contain key components such 
as controllers for USB and 
other available specifications, 
a multi-protocol PHY, and 
a means to interface to an 
external power delivery stack 
(Figure 2). The subsystem 
approach saves time and 
effort, and results in better 
performance and lower power 
consumption than individual 
components can deliver. This 

also allows designers to configure the number of ports, slots, 
and other host and device functions. 

Cadence has announced a new IP subsystem that supports USB 
Type-C, USB Power Delivery 2.0, and USB Alternative Modes 
(Alt Modes) specifications. The subsystem consists of pre-ver-
ified components, including port controller IP that integrates 
USB Type-C, USB Power Delivery, and USB Alt Modes (with 
support for the DisplayPort specification). 

Using the subsystem, designers can develop single-chip solu-
tions that combine audio, video, USB support, and up to 100 W 
of power delivery on a single external connector. 

The future of USB
USB Type-C is likely to be the dominant connector specification 
for electronic devices. With the cost and time sensitivities of 
these types of devices, implementing USB Type-C IP subsys-
tems into designs can help get to market faster with products 
that better meet expected performance and power targets.

Jacek Duda is Product Marketing Manager at Cadence 
Design Systems.

Cadence Design Systems 
 www.cadence.com 
 @Cadence 
 www.linkedin.com/company/cadence-design-systems 
 www.youtube.com/user/CadenceDesign
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IP Design

Extending networks to SoC IP 
to save power at the IoT edge

SoC architectures have remained largely the same over the last 20 years, 

with designers adding IP via the main CPU bus to create increasingly 

complex, integrated chips. But as SoCs become more mainstream and 

adapt to power, performance, and time-to-market demands of IoT and 

other devices, new approaches are required that enable designers to 

iterate targeted solutions more quickly and effectively. In this interview, 

Drew Wingard, Co-Founder and CTO of IP design house Sonics Inc., 

describes how on-chip networks and high degrees of automation are 

helping vendors optimize IoT edge silicon and prepare for a new era of 

SoC development.

Q
What can you tell us about 
Sonics and on-chip networking 
technology?

The key idea for Sonics as an IP com-
pany is that we should leverage net-
working technologies for trying to 
connect together the various IP blocks 
that make up an SoC. The general-pur-
pose processor in many of these sys-
tems is just the controller and the piece 
that’s visible to the software developer 
for adding applications on top. But the 
reason we build an SoC is usually the 
other components on the chip that keep 
the customer from using an off-the-shelf 
microprocessor as the only processing 
element in the design. We have taken 
that system view that there is a reason 
that people are building an SoC – they’re 
building an SoC with extra-special hard-
ware because they can do something 
more efficiently in this optimized hard-
ware instead of just building an array of 
general-purpose CPUs.

We wanted to use networking tech-
nology because it allows us to do a 

couple of important things. One is, net-
works are very good at isolating compo-
nents from each other, or decoupling, 
and that makes it a lot easier to mix 
and match. To take things that weren’t 
designed to work together and make 
them work together, because as long as 
they know how to work with the inter-
face to the network, they’re protected 
from the rest of the system by the net-
work itself. That’s very different from the 
approach that’s used in most other situ-
ations where people try to use computer 
buses. In the early days of SoCs people 
said, “we should just use this thing that’s 
coming out of the microprocessor, and 
we’ll just hook everything up to that.” 
That builds the opposite design phi-
losophy from Sonics in that everything 
is massively tied to the processor. So if 
you want to change the frequency of 
the processor, then everything that talks 
to it has to run at a different rate. If you 
want to upgrade your next design from 
this generation of ARM processor to 
that generation of ARM processor and 
maybe they changed the width of the 
bus interface to increase the bandwidth 
from 32- to 64- to 128-bit data, now all 

of the IP blocks that attach to that inter-
face have to be reworked. As we get 
to more advanced designs it becomes 
much, much worse, because as we look 
at battery-powered things or even things 
that plug into the wall today, power has 
become a huge concern, and we have 
to partition our designs into different 
pieces so we can slow them down or 
even shut them off. That implies playing 
with different clocking rates all over the 
design; that implies putting in place the 
appropriate electrical circuits to allow us 
to shut some parts off and still be safe 
for the parts that are on. All of those 
things fall apart whenever everything is 
tied together and we assume all commu-
nication is instantaneous and free. 

The other thing we learned very early on 
is that these chips are very different from 
each other in many different ways because 
the top-level network is essentially the 
most personalized part of the SoC – you 
can’t design it until you know what com-
ponents you’re going to hook up and 
what they’re trying to do. Sonics attacks 
that by making our networks incredibly 
configurable with lots of features but lots 

Drew Wingard, Ph.D 
Co-founder & CTO 

Sonics, Inc.

www.embedded-computing.com 11   

http://www.embedded-computing.com


of flexibility since these are integrated cir-
cuits and nobody wants to pay any extra 
area for features they’re not using. 

The core technology behind Sonics is 
this ability to try to adapt to the behavior 
of different IP blocks by using configu-
rability to match the requirements of 
different systems. So we start with this 
very configurable hardware IP, which 
we’ve applied in a number of things we 
build such as on-chip networks, memory 
schedulers, and some power manage-
ment technologies. To set up the config-
uration and to really explore the solution 
space of the chip being built, we couple 
that with a set of methodologies and 
tools, and that’s where a lot of the auto-
mation comes in, which helps designers 
in terms of preparing for the layout 
phase, helps them in terms of optimizing 
their architectures and configuring the 
interconnect and other shared resources 
like external memory bandwidth, opti-
mizing performance, and doing the veri-
fication at the top level of the design. 
We wrap those two things together in 
what we call an Integration Architecture, 
which is a way of thinking about how to 
put these things together.

Q
 How are you seeing chip design 
unfold in IoT designs, and 
what advantages is on-chip 
networking yielding there?

For a lot of these smaller systems it’s a 
really fascinating situation where we’ve 
got devices that have incredibly low 
total compute power that are going 
to be gathering and transmitting rela-
tively simple data, but where that data 
is incredibly valuable in some sense and 
really needs to be protected. There are 
all of these really interesting tradeoffs 
people are making, not at the level of a 
chip, not at the level of a single device, 
but rather to develop a whole intercon-
nected system all the way up through 
the servers in the cloud to whatever 
might be in the fog, all the way to the 
smartphone that might be the local 
access point all the way to the edge 
about exactly where we’re going to do 
which parts of the computation. If we 
do this much here then we can save that 

amount of communication there and 
therefore that amount of communica-
tion power. It’s a really interesting space. 

It turns out that we keep finding new 
reasons why markets like IoT, while 
from a total number of transistors per-
spective may not be as complex, are 
harder in other ways. The whole con-
cept of an SoC where you’re going to 
put the whole system on a single chip 
implies that maybe at the end of the 
day there’s only one chip. “SoC” has 
almost become synonymous with the 
term “application processor,” which is 
putting the biggest digital part of the 
system other than the memory into a 
single chip. In IoT we’re going to get 
pretty close to getting the whole thing 
onto a single chip. Maybe we can’t get 
the sensors onto the same physical die, 
but they may well be stacked in the 
same physical package. But certainly 
we’re going to have to integrate what-
ever compute technology we need, 
whatever wireless communication tech-
nology we need, the interface to those 
sensors, whatever we need in terms of 
persistent memory, whatever we need 
in terms of dynamic memory. All of 
those things are going to have to be 
put onto a single die, and that’s a level 
of heterogeneous integration that puts 
stress on systems because it also has to 
be done at a very low cost.

SonicsGN is a product designed around 
a fundamental new microarchitecture 
that allows us to scale up in frequency 
very high, up to and above 2 GHz, 
even in 28 nm processes technology. 
It’s designed to scale up and down to 
very large numbers of blocks. Like every-
thing we do, it is very power efficient in 
terms of how it uses critical resources 
like clocks. One of the things that’s a 
side effect of the fact that the on-chip 
network spans such a large physical dis-
tance is that we also tend to have very 
long clock wires – because the clock 
tree that has to feed our logic has to get 
out to our logic, and that means it may 
have to span a long distance. So one of 
the things that’s important about how 
we try to minimize our power use is to 
build logic structures that are able to 

automatically determine when they are 
idle so they can reduce that clock distri-
bution power. It turns out that that ends 
up being one of the biggest turns in the 
power dissipation of some of the net-
works that are out there. 

We want to minimize the amount of this 
top-level network that ends up being 
powered all the time. If you look at 
SoC diagrams you’ll see various boxes 
that describe a set of domains, and you 
can imagine that these could be power 
domains where you can gate power off 
to different blocks on the chip. With 
SonicsGN you can not only gate off 
parts of the block but gate off parts of 
the network as well so you can have the 
smallest rational amount of the network 
in the part of the chip that gets power 
all the time when you’re in the deepest 
sleep mode. To make all that work we 
have power management interfaces that 
make it completely safe for an external 
power manager to both get notifications 
from us that we’re idle, but also then to 
request that we power down and pro-
vide notifications of when it’s a good 
time to power something up. 

The other thing that’s interesting is 
that the on-chip network is the only 
piece of hardware that really under-
stands the transactional state of the 
system. Because we own the funda-
mental address decoders that deter-
mine whether a request coming in 
from the LCD controller is going to the 
SRAM and not the DRAM, if the SRAM 
happens to be in a low-power state we 
could notify the power manager that it 
may want to wake the SRAM. It’s like the 
Wake-on-LAN (WoL) that’s built into the 
network interface card of your laptop, 
where we can be watching for things and 
waking up other parts. 

In the spring we announced the ICE-
Grain power architecture, which is that 
power manager. Today, most power 
management is done in software on 
the host processor, which has some 
nice characteristics because software 
is really flexible, but has one really bad 
characteristic in that the CPU has to be 
powered up in order to do any power 
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state transitions. For some of these IoT 
devices, you really don’t want to do that 
because the CPU usually has the highest 
power leakage of anything on the chip. 
The idea with ICE-Grain is to move the 
detection, control, and notification of 
power management into hardware that 
can run autonomously. It still plugs into 
the operating system, but the operating 
system tells it relatively simple things like 
“you’re now in this mode,” and it is up 
to drivers and the ICE-Grain hardware 
to determine when to wake things up, 
when to shut them down, how far to 
shut them down, and to do that auto-
matically. By doing that automatically we 
can do something really cool, which is 
allow people to build chips with many, 
many, many more individual domains 
that can be power controlled, whether 
it be slowing down the clock, stopping 
the clock, shutting off the voltage, or 
scaling the dynamic voltage and fre-
quency down. We can get rid of the 
control processor as the bottleneck that 
prevents making millions of power state 
transitions per second. 

We find that IoT chips actually need 
some of these capabilities, not because 
they have a gazillion transistors, but 
rather because they might need 
to have a bazillion power domains 
because the battery is so small that 
they’ve got to live for months on a tiny 
little battery. So the part of the chip 
that you can afford to leave going all 

the time due to leakage is so small 
that you have to partition this relatively 
small chip into still a large number of 
clock and power domains. It turns out 
that ends up making a lot of the work 
that we’ve done for bigger chips even 
more attractive. 

Q
What can we expect from SoC 
and IP design houses moving 
forward?

The other thing we see in IoT is we 
expect it won’t look like smartphones 
where a very small number of designs 
reach incredibly high volumes. Instead, 
we expect it’s going to be a lot of 
designs of more modest volumes 
that accumulate to be a much bigger 
number, but it does mean for silicon 
companies that in the era of SoCs 
started building huge design teams 
and trying to churn out one SoC every 
year, their model isn’t going to work. 
We’re going to have to go back to 
much smaller design teams that are 
iterating more quickly and more specu-
latively because the level of optimiza-
tion required in IoT applications is so 
much higher. The baseband processor 
for a smartphone is designed to cover 
multiple end appliances. It has to cover 
multiple regions of the world; it has 
to cover different ways of attaching 
things; it has to accomplish, even within 
a single company like Samsung, a whole 
bunch of different form factors with 

different I/O requirements, etc. The 
level of overdesign associated with that 
will not be viable, I argue, within the 
IoT because of the form factor require-
ments and the small battery require-
ments. So we’re going to have to be 
more optimum for the actual device 
the chip is going into. That makes it 
exciting. It also means that in order to 
drive the development cost and design 
team size down to react to very fickle 
markets that only support really short 
design times – where the amount of 
time between when you know, “oh my 
gosh! I really need this thing!” until it 
better be out there is months, not years 
– means that a high level of automa-
tion about how you build these things 
is going to be required, both to keep 
the design team size down, but maybe 
more importantly to keep the design 
time down. And that’s a place where 
we’ve invested heavily. Because of the 
complexity of our solutions we were 
driven into this land of high automa-
tion, but now that we’re being applied 
in simpler contexts the automation ben-
efit itself becomes a very big deal.  

Sonics Inc. 
 www.sonicsinc.com 
 @sonicsinc 
 www.linkedin.com/ 
 company/sonics-inc. 
 ww.youtube.com/user/sonicsinc/  
 videos?view=0

www.embedded-computing.com 13   

SonicsGN on-chip network technology pairs with Sonics’ ICE-Grain power architecture to enable flexible power 
management techniques in resource-constrained devices.Figure 1

http://www.sonicsinc.com
https://twitter.com/sonicsinc
http://www.embedded-computing.com


Increasing interaction 
in a distributed 
development world
By Curt Schwaderer, Editorial Director cschwaderer@opensystemsmedia.com

Today’s Internet-connected 

world has changed the way 

we live, learn, work, and play. 

The embedded industry is 

no different. Geographically 

distributed teams bring new 

challenges with extremely high 

stakes. If teams do not learn 

how to effectively collaborate, 

productivity decreases, products 

fail, and organizations fall apart. 

In this month’s column I talked 

with Mandy Ross and Jon 

Jesse from Sococo about these 

challenges and how a new breed 

of collaboration environments 

can help.

Agile development practice values com-
munication and interaction. Agile defines 
a number of interactions within the team 
like daily stand-ups, sprint planning ses-
sions, and sprint retrospectives. Agile 
also defines interaction with external 
stakeholders – customers depending on 
new features or the organization’s man-
agement. Most of today’s embedded 
organizations are truly global companies 
with engineers and stakeholders dis-
tributed around the world. This causes 
significant strain on agile practices. As 
a result the agile process is severely 
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challenged without effective, new-age collaboration tools and 
environments that can bring people together effectively.

In 2007, three technologists from Iowa, California, and Oregon 
were frustrated with this exact problem. They realized that in 
order to effectively collaborate, they needed a better-inte-
grated collaboration environment that would be more rich 
than just phone lines and provides better real-time interaction 
than email. Sococo (www.sococo.com) was founded to address 
these challenges.

From custom to browser based
Replicating the natural collaboration found inside an office 
environment requires innovative thinking. Sococo decided to 
take a page from the gamification realm. The visual layout was 
conceived by the designer of the Pandemic board games in 
order to innovate a virtual work environment that could inspire 
natural collaboration.

Mandy Ross, Director of Marketing at Sococo and Scrum/Agile 
coach provided an analogy. 

“Think of Sococo like the Clue board game,” Ross says. “Instead 
of finding the who-dun-it, you’re leveraging virtual rooms, capa-
bilities and interacting with people in an office environment.”

Ross mentioned Sococo started as a custom platform from the 
ground up with communications platforms, protocols, and user 
interface application. The challenge became the amount of effort 
needed to maintain and advance the platform. 

“With a custom architecture, release cycles were heavy and 
we couldn’t be as nimble as we wanted to be,” Ross says. “As 
WebRTC matured, it became exactly the right platform from 
which innovative collaboration software could be developed. 
It allows us to hone the user interface, add new features, and 
keep release cycles fast and nimble.”

Collaboration in the virtual office
Just because a variety of voice, chat, video, and screen sharing 
tools exist, doesn’t mean teams are increasing collaboration. 
A corporate culture must be built around the base communi-
cations services. For example, when using chat or email you 
have no idea if the other person is there, and responses may 
not be immediate. This results in multiple repeated ques-
tions and comments back and forth, which waste time. Facial 
expressions can’t be seen. Tone of voice isn’t there. It’s hard 
to know whether everyone on the chat is engaged or if they 
are distracted doing other things.

Sococo starts with a visual floor plan. It’s a key element to facili-
tate the virtual office collaboration culture. Ross mentioned the 
initial successes of the platform. 

“Companies are telling us that when they have Sococo, the 
teams have been much more likely to reach out to someone 
directly rather than sending email, ” Ross says. “The corporate 
world has gotten much more sophisticated since email – the 
delays and misunderstandings involved can cost companies 
thousands in wasted time for just one email thread. Shoving an 
email chain around when you don’t know if or when the right 
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people will see it is not a good way to 
be productive.”

To start, companies can brainstorm their 
own office layout. The virtual office is a 
“gamified” experience, where avatars 
of the people involved are present, can 
move around, and interact. It’s real-time, 
immediate, and provides for a sponta-
neous collaboration experience beyond 
something like a Google Hangout. 
Within the virtual office, you can see 
where people are, grab them, and pull 
the right people together when things 
come up. In addition, you can see who is 
collaborating together in real time.

Each room on the virtual floor plan 
can be labeled – examples are private 
offices, break rooms, IT department, 
conference rooms, and briefing rooms. 
Rooms can be renamed or changed on 
the fly, depending on how organizational 
and team needs evolve. Companies have 
even added social rooms and beaches to 
their map layouts.

The avatars themselves carry various 
badge icons and visual indicators with 
them as well. Flashing avatars show 
talking. There are also indicators for 
video, screen sharing, and availability. 
The integrated audio, video, and screen 
sharing environment with multiple win-
dows provides for understanding how 
engaged people are – tone of voice, 
expressions, and activity within the vir-
tual office are indicators of effective col-
laboration versus a faceless phone line.

There are a number of privacy controls 
included as part of the platform. If you’re 
in your office and close your door, avatars 
cannot enter your room without knocking. 
There is a “busy” badge, which provides 
for complete privacy when needed, 
and a status message that can be easily 
updated for more subtle communication.

When the avatar has a headset and is in a 
room, it’s the indicator that they are able 
to hear what is happening in that room. 
If no headset, they cannot. The micro-
phone and blinking avatar indicates they 
are talking. There is the ability to turn 
on camera video and switch between 
map, video, and screen sharing. One 

interesting thing about the screen 
sharing and display windows is that eye 
icons show up for each avatar looking at 
that specific screen share. These things 
in combination are strong indicators of 
the level of engagement of everyone in 
the meeting or discussion.

Agile and the virtual office
Agile stresses communication over pro-
cesses and documentation. So it stands 
to reason a virtual office collaboration 
environment can help remove many of 
the challenges of geographically distrib-
uted teams and stakeholders.

Ross mentioned this facet of agile has 
been a personal challenge of hers for a 
long time. 

“When I became a telecommuter, I found 
it hard to be effective with just skype and 
conference calls,” Ross says. “If people 
were missing, it was extremely hard to 
gather them up and wasted a lot of the 
team’s time. With an environment like 
Sococo, I’m able to see where they are and 
pull them in immediately. When I first saw 
it as a ScrumMaster, this level of collabora-
tion blew my mind. It really embraces agile 
in a way nothing has to date.”

A sprint description using the 
virtual office
The environment can be set up to have 
a scrum room, planning room, and ret-
rospective room. All of the management 
tools like the product backlog, code 
repository, and product life cycle man-
agement tools are still used, but interac-
tions can be inside of a given room in the 
virtual office.

The first day of the sprint, everyone 
shows up in the planning room and the 
backlog is reviewed, user stories worked 
on and estimated, and the planning for 
the sprint occurs. Everyone in the room 
can interact; if there are a couple people 
who need to talk about something, they 
can quickly move to a different room, 
then pop back. During the planning, 
the ScrumMaster has insight into who 
is looking at what screens, how they are 
participating, and identifying people who 
may not feel comfortable collaborating. 
There is an equitable division of attention 

– by seeing how people are interacting, 
the ScrumMaster can help raise the com-
fort level to encourage everyone to par-
ticipate in the planning so everyone feels 
“bought in” for the sprint.

After the planning meeting if there are 
actions or various people who need to 
meet and solve a problem or execute on 
an action and the ScrumMaster doesn’t 
see that activity (i.e., those people in a 
virtual room interacting) they can pro-
vide a reminder or pull the people into a 
room when the environment shows they 
are available.

Sharing multiple desktops and applica-
tions simultaneously is especially pow-
erful within the embedded development 
community where pair programming, 
code reviews throughout the sprint, and 
demonstrations are a big part of the 
agile cycle.

The sprint review is a time where the 
features completed are demonstrated 
to the stakeholders. Here is where the 
Sococo virtual environment enables 
guests to participate. The only require-
ment of the guest is that they have a 
web browser. The guest has all the same 
capabilities and shows up as an avatar in 
the sprint review room. Demonstrations 
can be performed with all the same 
audio, video, chat, and screen sharing 
capabilities with multiple windows as 
before. One important note for the 
guest – they are restricted to the room 
that the conference organizer allows. 
So guests can’t wreak havoc within the 
virtual office by going elsewhere or 
attempting to bother others that aren’t 
in the room they are in.

Once the sprint review is completed, 
the sprint retrospective happens. Ross 
believes retrospectives are the key to agile. 

“Retrospectives need to have everyone 
engaged and result in actionable items 
for the next sprint,” Ross says. “In a con-
ference call environment there tends to 
be one or two people that dominate the 
conversation. Facilitators must be very 
strong and keep a level playing field. 
The virtual office and retrospective room 
environment helps that dramatically.”
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More on guests in the virtual 
office
Someone wishing to invite a guest into 
the virtual office simply sends an email 
with a link that says the link will bring 
them into virtual room X. The environ-
ment is currently binary – you’re either 
a guest or you aren’t. But there is a 
roadmap to broaden this to include var-
ious access levels and capability profiles. 
Once the link is activated, the person 
can let the guest into the room and the 
meeting can begin.

Security in the virtual office
Chat logs, screen sharing, conversa-
tions, and video can be filled with con-
fidential information or trade secrets. 
Therefore security is a key issue with 
the virtual office.

Communications are SSL based. There 
are a number of encryption schemes 
that keep the communications across 
the network secure as well as within the 
virtual environment.

From the virtual office “go into a room” 
perspective, if someone that wasn’t in 

the meeting at the time the chat, audio, 
or screen sharing was occurring, they will 
not see any of that when they go into 
that room (so the “forgot to wipe off the 
whiteboard” problem is fixed in the vir-
tual office). However, if the person was 
in the meeting room at the time of the 
meeting, they can see all the chat logs 
and other artifacts that were presented 
in the meeting.

The Sococo virtual office environment is 
a connection tool – a way to consolidate 
and integrate all your favorite collabora-
tion tools in order to enhance the expe-
rience and increase productivity.

Virtual office analytics
With so much collaboration going on, the 
environment has a wealth of extremely 
valuable information that can be lever-
aged to create a more vibrant, interac-
tive, and productive company. While not 
currently in the platform, Ross discussed 
the possibility of various dashboard met-
rics for understanding communications 
circles, thought leaders, areas of improve-
ment, and identifying employees that may 
need extra help to increase productivity.

“Perhaps you had a very productive 
sprint,” Ross says. “Looking back at how 
people interacted during that sprint can 
be very helpful to identify key behaviors 
that help. For example, maybe there was 
a lot more screen sharing or video hap-
pening during the sprint. Maybe guests 
were invited in more often. Maybe spe-
cific guests came in shortly followed by 
significant number of tasks completed. 
These kinds of things can be extremely 
powerful within the environment to 
increase productivity and increase 
employee engagement and happiness.”

Improving communication with 
gamification
The number of “purpose-built” com-
munication tools that have emerged 
over the past 10 years is astounding. 
This has enabled people to communi-
cate in various ways, but the true pro-
ductive collaboration environment is 
missing. The gamification of the virtual 
office environment with the right set of 
capabilities and a corporate culture that 
embraces it can cause a leap in the pro-
ductivity of geographically distributed 
development teams.  
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Bosch captures 
connected 

car efficiency 
with Software 

Innovations and IoT

The connected car is here to stay, and major Tier 1s are taking note of how the Internet of Things (IoT) can 

drive meaningful value for automotive end users, be they owners, technicians, dealers, or fleet managers. In 

this interview with Matthew Jennings, Regional President of the Americas for Bosch Software Innovations, 

he describes how his business unit is collaborating with Bosch’s various automotive divisions to help realize 

that potential.

Q
What’s Bosch’s take on the 
convergence of IoT and 
automotive?

It’s not going away, let’s put it that way. 
Bosch’s approach has been to really 
embrace it, and if you look at Bosch’s 

positioning, every major OEM in the 
world is a customer in some form or 
another of Bosch, and Bosch is providing 
a lot of support for connectivity. If you 
look at the CAN bus protocol, which a lot 
of the auto manufacturers utilize for com-
munications within the vehicle, that’s a 

Bosch developed and generated protocol 
that was published in the early ‘80s. If you 
look at some of the acquisitions Bosch has 
done, like ESCRYPT, who provides secu-
rity technology around moving data, I 
think you see a lot of the reasons it makes 
sense for Bosch to really embrace it.

Matthew Jennings 
Regional President of the Americas 

Bosch Software Innovations
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Q
 More and more software is becoming a big part of 
vehicles. How do you think that is going to affect the 
architectures of the future?

There are two big components that need to be addressed.

One, you have to be able to do firmware updates in the 
future because the automotive manufacturers know that they 
can continue to evolve the product and have a longer life 
by being able to do firmware over-the-air updates. You see 
organizations like Tesla doing that on a regular basis and the 
value of that.

Security is also going to be critically important. There have 
been issues of hackers getting into a vehicle’s CAN bus or what 
have you, and those things need to be addressed. Both from an 
electronic control module, but also into some of the car multi-
media and infotainment.

If you look at the Bosch Software Innovations platform, which 
is the basis of the go-to-market strategy for the connected 
vehicle aftermarket for Bosch, we’re very strong in identity 
management, so there’s a lot of robust architecture around who 
has access at what point in time to what amount of data, etc., 
so there’s a lot of control that happens there. Then if you look at 
ESCRYPT technology, which focuses on how you protect data 
when it’s moved and how you authenticate the data on both 
sides, you need to be able to do that as well. 

I think we all know that we all know that the only 100 percent 
secure connected asset out there is the one that’s turned off. 
So you need to drive the right discussions around identity man-
agement and security of the data and communications link to 
pull all of those pieces together to have a level of confidence 
in the security.

Q
Software Innovations is a fairly new division within 
Bosch. Can you give us a little bit of a background on 
SI, it’s capabilities, role, etc.?

Software Innovations is really set up to be the arm providing 
Internet of Things (IoT) platform solutions, both internally and 
externally for Bosch. We have a platform that allows you to 
manage the data, the devices, etc., and we recently did an acqui-
sition early this year of a company called ProSyst, which allows 
you to do the device-layer protocol management to get data 
from the asset, be it a vehicle or what have you, up to the net-
work; we have a rules engine that allows various stakeholders to 
apply their business logic to the data so it’s available in a way that 
they want to consume it; we have a business process manage-
ment (BPM) component that allows you to integrate that data 
into various systems; and then a big data processing piece that 
allows for post analysis of the data as well.

We are engaged with a number of business units inter-
nally, whether that be with our Drive and Controls group, 
Automotive Aftermarket, Automotive Electronics, Bosch 
Engineering, or our Motorsport group. We’re really working 
with them to determine what the connectivity strategy should 
be, both for their business unit but also jointly with their 

external customers, and then working with them to build 
those solutions for external customers as well. So, if you look 
at our Automotive Aftermarket group, which is taking the 
connected car lead for the aftermarket, we’re leveraging our 
platform to go into areas like car sharing, like leasing, like cor-
porate fleets to bring additional visibility and management of 
those assets while they’re in the field. We’ve leveraged com-
ponents of the Software Innovations suite and added solu-
tions capabilities on top of that for Automotive Aftermarket. 
If you look at Automotive Aftermarket they have a number of 
in-car connectivity devices, starting out with 12 V Bluetooth to 
the phone all the way up to ODB-II devices that are installed 
in the vehicle and open road tolling-type devices. So there are 
a number of hardware connectivity platforms there that then 
leverage the Bosch Software Innovations platform to build 
custom solutions for the end market and specific customers.

Q
What can we expect from Bosch in the automotive 
sector moving forward? 

I think there’s going to be a lot of innovation that happens 
around the connected vehicle, and if you look at the exper-
tise that Bosch has to pull more critical information out of any 
electronic control module in the vehicle, like actual mileage 
instead of just estimating mileage based on GPS coordinates, I 
think you’ll see a lot of that come forward and be leveraged in 
really meaningful ways. And when they leverage the Software 
Innovations platform to start to reference other systems in rela-
tion to that, it gets interesting.

In a corporate fleet, for example, it’s one thing know where 
the vehicle is and what its mileage is. But if you think about 
when that corporate fleet is refueled, you can then track the 
credit card system to say, “credit card was used at this location, 
where was the vehicle?” Now you’re starting to have param-
eters around other, more interesting things in managing the 
corporate fleet.

I also think you’ll see the expertise of Bosch come into play 
around gasoline systems or chassis systems. Because Bosch 
is often the developer of those gasoline injectors, or ignition 
modules, or starters, or generators, I think you’ll also see us 
bring expertise to help evaluate that data in the most produc-
tive way so that it’s meaningful to the end user. It’s not only 
the end user meaning the driver of the vehicle and what they 
want to consume from a data and information standpoint, but 
it’s also the end users around technicians, dealers, service pro-
viders, and fleet managers. Those are all end users of this data 
as well, so once the data is produced, each user wants to have 
its own flavor of how to consume and process the data. We 
really need to think about that in the future, and then back up 
into what data is required, what technology, what hardware, 
what software, etc.  

Bosch Software Innovations 
 www.bosch-si.com 
 @BoschSI 
 www.youtube.com/user/InnovationsSoftware
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New technologies driving 
the growth of wearables
By John Weber

The wearable device market is arguably 
seeing the fastest and most exciting 
growth across the entire electronics 
landscape. Just look at the changes for 
unit shipment forecasts presented by 
IDC throughout 2015. IDC’s Worldwide 
Quarterly Wearable Device Tracker pub-
lished in March 2015 predicted a total 
volume of more than 125 million units 
by 2019. The September 2015 update 
from IDC revised the forecast to be 
above 175 million units[1]. Not to mention, 
the IDC report also indicates that from a 
form factor standpoint, wrist wear will 
remain dominant while new formats such 
as “smart jewelry” continue to emerge – 
which does doubly serve as a go-to gift 
idea for tech-loving married guys like me.

The expanding wearables market, while 
predominantly driven by consumers, will 
also include traditional industrial mar-
kets such as medical and military. So, 
in order to meet the requirements that 
these end markets demand, designers 
will need to also consider new and 
emerging technologies. Specifically, 
these include visual solutions comprised 
of displays and touchscreens, software, 
and wireless connectivity. Additionally, 
the designer will further need to con-
sider secondary and tertiary implications 
such as infrastructure and services sup-
port to enable the overall user experi-
ence as wearables ultimately begin and 
end with the end user. 

Data, data, how do I visualize 
thee, data?
The latest releases of smart watches 
provides a glimpse of the potential for 
“visualizing information and content” on 
a wearable device. The average size for 

a smart watch screen is between 32 mm 
and 40 mm (1.25” and 1.6”).

The resolution range for the cur-
rent smart watch offering goes 
from 320 x 320 to 360 x 290, depending 
on the shape of the display. Typical 
applications associated with a smart 
watch feature text, static pictures, and 
basic graphics. There are two primary 
display technologies used today for 
smart watches: active matrix organic 
light-emitting diode (AMOLED) and 
in-plane switching liquid crystal 
display (IPS LCD). That said, 
some enhanced specifications 
will certainly be expected to meet 
medical and military requirements.

The first consideration will be 
slightly larger screens to handle 
detailed graphics and images 
along with the potential for 
overlay applications such as aug-
mented reality. Whether on mili-
tary patrol or monitoring a patient, 
the wearer will want the ability to 
have clear visibility of a variety of infor-
mation in rich detail. Displaying infor-
mation on a screen that is around 3” 
by 5” with either 720p or 1080p high-
definition resolution would certainly 
allow for such rich media and the ability 
to include streaming video.

Larger screens also open up the poten-
tial for multi-touch functionality, thereby 
allowing for more finger-controlled com-
mands or image resizing. Another ben-
efit of the larger, more sensitive touch 
space is the ability to remain responsive 
even when the wearer has gloves on. 
See, now Robocop is back in the game!

Wearable Computing
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Display dimensions and functionality, however, will affect bat-
tery life, and as a result also factor in as a critical design con-
sideration. Using solar collectors on the wearable or harvesting 
energy from the wearer’s movements are potential solutions. 

Ensuring the wearable is able to withstand a rugged or harsh 
environment is another critical consideration when it comes to 
the display. Today’s smart watches are usually built to be splash-
proof but not waterproof. Not only will wearables for medical 
and military applications need to be waterproof, but they will 
have to be sealed to protect against dust and exposure to 
chemicals, gases, and other contaminants found in a military 
operation, research lab, operating room, etc. The design will 
also need to account for extraordinary shock and/or vibration 
associated with such extreme use cases.

Other emerging display technologies 
that will benefit wearables in non-
consumer environments like military 
and medical include flexible screens 
and high brightness displays. Flexible 
screens allow the device to more natu-
rally conform to the wrist and lower 
forearm of the wearer. High brightness 
displays compensate for sunlight during 
daytime and can be adjusted for night-
time or dark environments if a lower light 
setting is needed. With the emergence 
of small, high-performance displays and 
enhanced touch capabilities, look for 
the use of wearables in non-consumer 
applications to grow significantly.

Software considerations
Similar to wearables in the consumer 
market, those used in markets such as 
medical and military must address secu-
rity, user interface, and analytics from 
a software perspective. Some of these 
functions will be embedded within the 
wearable’s code, whereas others will be 
processed in the cloud in conjunction 
with the device.

In the case of security, user authenti-
cation as well as data protection and 
integrity are critical. Using fingerprint 
recognition in conjunction with the touch 
display provides a biometric security 
element that can be coupled with retinal 
scanning, passwords, or other available 
methods used to create a multi-factor 
authentication process. Securing the 
data transport between the device and 
the cloud is accomplished using stan-
dard technologies. Data protection and 
secure processing can efficiently take 
place in the cloud. That said, careful 
consideration must be given to ensure 

that patient information privacy compliance standards are met 
in the case of a medical application. For example, guarding 
against man-in-the-middle attacks.

Encryption is similarly important for military applications in 
order to keep classified data classified and to make sure that 
data cannot be intercepted or manipulated when transported 
between device and cloud. Wearable OEMs can (and most 
likely should) work with software design partners for assistance 
in these areas if they do not have the expertise in-house.

User interface is another important consideration. This is 
particularly important if the application being run on the 
wearable is also delivered on other devices such as a tablet 
or flat panel display. In this situation there is need for the 

Our high performance, feature-rich prod ucts are used in all 
sorts of applications that require reliable and tested storage. 

Available in air and conduction cooled, featuring SATA or 
SAS rotating or SLC, MLC and eMLC solid state drives for 
virtually any application. Features such as Secure-Erase, 
Write-Protect, RAID and NAS available in board and 
system level configurations. 

“ “Elma has the broadest 
selection of storage solutions 

in the embed ded 
computing industry.
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application to include responsive web design. Responsive 
web design accounts for screen size, operating system, and 
environment (fixed or mobile) to format content to match 
the context. Consider one physician who is consulting over 
a patient in a conference room and viewing the patient’s 
information, while another physician in a remote setting is 
tending to the patient while viewing the same information 
on a wearable. This is just one example of why there is such 
great need need for consistency with displayed information. 
The issue of how the information is displayed is absolutely 
a top priority and responsive design is critical in addressing 
the requirement.

Analytics will almost always be processed in the cloud, or in 
an intelligent gateway where a “fog” computing environ-
ment exists. From a software design standpoint, the devel-
oper needs to be aware of the wearable’s entire ecosystem. 
Additionally, if the analytics drive any operational instructions 
delivered to the wearable, the developer will need to ensure 
there is sufficient processing capabilities and memory to exe-
cute the runtime instructions.

The good news for software developers is the existence of 
many development platforms available today. These platforms 
encompass and integrate the various elements of the software 
stack. In some cases, the software tools are ported to refer-
ence design hardware to help accelerate the design process. 
Additionally, there are third-party software specialists to aug-
ment the developer’s internal resources.

Connecting the data
Currently, low power, wide area networking (LPWAN) – which 
includes the long range WAN (LoRA) and SIGFOX protocols – and 
LTE-M are emerging as competing IoT transport standards over 
long distances. They both offer low-cost and broad coverage in 
conjunction with Wi-Fi, GPS, and traditional cellular broadband. 

Consideration should be given to the volume of data and 
how frequently it’s transported. Also, one must think about 
the transmission power relative to the overall power budget 
of the device, and total cost of connectivity including compo-
nents and data rates. For example, SIGFOX, which uses the ISM 
band, is available today but has limited coverage and supports 
relatively low data traffic rates. LTE-M, sometimes called 3.5G 
LTE, is not projected to be network ready until 2017 but offers 
greater coverage and can handle higher traffic volume. Clearly 
there is no one size fits all and developers should engage part-
ners who can provide an unbiased assessment of which model 
fits best with their application.

Exciting emerging market: Bovine wearables
Most of the discussion up to this point has examined the rather 
sophisticated application of wearable technology for humans. 
That said, we would be remiss if we did not mention those 
applications of wearable technology that extend out to a variety 
of new and exciting applications such as livestock tracking and 
health monitoring.

Up until recently, a farmer, shepherd, zookeeper, or really any 
other animal caretaker had to track the location of their ani-
mals using a very sophisticated process: getting in a truck and 
looking for them. And while such activity likely provided the 
occasional “excuse” for farmers who wanted to stay out a bit 
longer to catch a ballgame, wearables, through the combina-
tion of the technologies mentioned (software, security, con-
nectivity, low-power efficient processing, cloud, and sensing), 
may also serve to enable devices to greatly assist farmers with 
tracking their valuable commodity.

In fact, such technological aids may even serve to understand 
to-the-minute health considerations such as whether animals 
need to be milked or are ready to be bred. The only technology 
that really isn’t applicable quite yet are displays because, well, 
cows can’t read or interact with touchscreens. At least, not yet. 
(Though, that does give me an idea for a new software start-up, 
“Moosetta Stone.”)

There’s a lot to think about
The growth in the wearable devices market is significant and will 
occur in both consumer and non-consumer applications such as 
medical and military. The technologies that will play a pivotal role 
in this growth include visual solutions, software, and connectivity.

In addition to the technology considerations, wearable device 
OEMs will require additional support services. These services 
include design support for selecting the right display, inte-
gration support to affix touchscreens to the display, software 
development to augment internal capabilities, and partners to 
assist with the cloud related services.

Avnet Embedded is a proven partner with expertise across of all 
of these technologies and design support services. Additionally, 
Avnet Embedded has trusted relationships with leading tech-
nology innovators worldwide and can leverage them to create 
formidable ecosystems in order to support the wearable device 
OEM. Finally, Avnet Embedded support extends throughout 
the product life cycle including logistics, warranty, data plans, 
and call center services. Having a credible partner who is able to 
expedite time-to-market with the best solution for the business 
objective is the key to successfully harnessing new technologies 
in order to capitalize on the growing wearable device market.

Reference
[1] IDC Research, Inc. “Fueled by Growing Demand for Smart Wearables, IDC 
Forecasts Worldwide Wearable Shipments to Reach 173.4 Million by 2019.” 
http://www.idc.com/getdoc.jsp?containerId=prUS25903815

John Weber is Strategic Solutions Architect at Avnet.

Avnet Embedded 
 www.avnet.com 
 @avnetdesignwire 
 www.linkedin.com/company/avnet 
 www.youtube.com/user/AvnetEMA/videos

  22 Embedded Computing Design  |  December 2015

Strategies Wearable Computing

http://www.idc.com/getdoc.jsp?containerId=prUS25903815


Wearable Computing

From fitness to health, 
location-aware medical 
wearables are about to 
transform our lives
By Uffe Pless

Combining the right features and functions can result in a product that goes well beyond a simple fitness tracker.

According to Juniper Research, some 60 million fitness trackers 
will be in use by 2018, more than tripling the number sold in 2014. 
And if analyst CCS Insight is right, the total wearables market will 
rise to 172 million devices by 2018. Hence, fitness trackers will 
account for more than one third of all wearable devices.

Well-known examples like Fitbit and Xiaomi’s MiBand are clever 
devices for measuring heart rate and activity levels, sometimes 
making a reasonable estimate of how many calories are burned 
for a given activity level. While these wristbands have been sub-
ject to a lot of media attention, more complex wearables have 
been emerging that gather and transmit data from a variety 
of biometric sensors. Their use is no longer limited to helping 
people assess their activity levels and fitness and share that 
information with friends via a combination of mobile phone 
apps and cloud-based services. This relatively new genera-
tion of devices is being put to valuable use by the healthcare 
industry to improve the quality of life, and sometimes even the 
life expectancy, of patients.

But this isn’t just about improving care. The business case for 
investing in mobile healthcare – aka mHealth – is very convincing 
(Figure 1). Again according to Juniper, between 2013 and 2018, 
remote patient monitoring will have delivered $38 billion of 
savings globally, cut the number of hospital bed days required 
by 25 percent, and reduced hospital admissions by 20 percent.

A 2013 report by PWC, commissioned by the GSMA, which 
represents the interests of global mobile radio operators, is 
even more bullish about the savings. It suggests that in Europe, 
mHealth may reduce the care costs for chronic conditions 
by 30 percent to 35 percent by treating 185 million patients 
more effectively. In total, mHealth could provide 100 million 
euros of cost savings in the region and add 93 billion euros to 
gross domestic product, the organization claims.

It’s not just developed economies that stand to benefit. Another 
GSMA report says that mHealth could help save 200,000 lives 
per year in sub-Saharan Africa. Here, the technology is being 

used to support the fight 
against malaria, tuberculosis, 
perinatal conditions, and 
AIDS/HIV, which together 
account for 3 million deaths 
annually. In fact, a 2014 PWC 
report shows that aware-
ness of mHealth technology 
is much greater in emerging 
markets (61 percent) than in 
developed ones (37 percent).

What can be measured
While the presence, or oth-
erwise, of a heartbeat is the 
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most basic vital sign in human healthcare, sophisticated sen-
sors can now capture many other kinds of physiological data, 
including heart rate, heartbeat patterns, respiration rate, blood 
pressure, blood oxygen levels, and more. Wearables may also 
be linked to sensors implanted inside the body.

The healthcare industry is trending toward creating wireless 
networks of body sensors, or wireless body area networks 
(WBAN). It can also be helpful for medical professionals to 
access data about the location of patients, their mobility, and 
if they are accident victims. Location data may come from pro-
prietary wireless systems within a hospital environment, from 
Wi-Fi or cellular radio networks, from satellite tracking systems, 
or from a combination of these technologies. 3D accelerom-
eters are used to detect when a patient is involved in sudden 
unexpected movement that could be the result of an accident.

mHealth wearables, which will develop in many different 
shapes, sizes, and forms, may sometimes be standalone devices 
that simply remind patients to take some form of action, per-
haps taking medication or renewing prescriptions. However, 
the vast majority of them will need to be connected to an appli-
cation that will analyze and communicate data from sensors. 
Applications may be hosted on a patient’s smartphone, but 
the major mHealth benefits will be derived by delivering data 
over the Internet to cloud-based services that are accessible to 
medical professionals.

The aggregation of data from thousands or even millions of 
patients offers the medical professional new insights into med-
ical conditions. For example, U.S.-based iRhythm has devel-
oped a solution for detecting, characterizing and diagnosing 
arrhythmia, or irregular heartbeat. Using sensors taped the 
chests of patients and data then delivered via a smartphone 
or its website, the company has collected more than 51 mil-
lion hours of heart beats from ECG recordings and is using 
the results to better understand arrhythmia, and to refine its 
analysis algorithms.

Location-aware technologies in mHealth
Location awareness adds another dimension to physiological 
sensor data. If a healthcare professional is signaled that a 

patient is in distress or danger, knowing precisely where that 
patient is located, ideally without having to rely on voice com-
munication, can make a life-or-death difference.

One example of a company that’s embracing various tech-
nologies to deliver mHealth is Numera. Its Libris+ mobile 
purse (Figure 2) provides fall detection for vulnerable people, 
principally the elderly. 14.8 million people over 65 fall each 
year in the U.S., with some 20 percent to 30 percent of these 
falls resulting in moderate to severe injuries. Libris+, which is 
normally worn on a halter around the neck, integrates the fall 
detection sensors with global satellite navigation and cellular 
radio (voice and data) to communicate problems to a service 
center and from there to relatives or friends of the wearer so 
that help is summoned quickly and directed appropriately. 
Communication can also be manually activated by pressing a 
button. Electronic weighing scales, blood pressure monitors, 
and blood-oxygen level detectors can also be connected so 
that the Libris+ device can become a local communications 
hub for the user, connected to various physical and physi-
ological sensors.

Combining location-awareness with mHealth
Indoor location data can be derived from dedicated wireless 
sensor networks within a building or from Wi-Fi hotspots. 
Outdoors, satellite navigation provides the most consistent 
global coverage, and its accuracy can be further enhanced by 
adding cellular network or Wi-Fi router location data.

While many people use “GPS” as a generic term for satellite 
positioning or navigation systems, it more accurately describes 
the U.S. satellite tracking system. Global Navigation Satellite 
Systems (GNSS) is the true generic description, as Russia has 
developed the GLONASS system, China has BeiDou, and 
Europe is rolling out Galileo. These systems are often comple-
mented with a satellite-based augmentation system (SBAS), 
which adds data from ground-based reference stations to that 
received from satellites.

Adding GNSS location-awareness to mHealth products has its 
challenges. Users want small, discrete, lightweight devices and 
they don’t want to have to re-charge batteries frequently, so 
very low power consumption is essential. Also, this is essentially 
a consumer market where profit margins are small, resulting in 
severe cost pressures being placed on component suppliers. 
Last, but equally important, mHealth device makers are in an 
innovation race – being first to market with new products can 
be the difference between success and failure, so ease of inte-
gration of location-aware functionality is essential.

A few companies choose to design their own GNSS function-
ality starting with ICs. However, many will take advantage of 
the easier integration, shorter time-to-market, and reduction 
in manufacturing complexity facilitated by ready-made GNSS 
modules. Two examples of such modules are the u-blox EVA-7M 
(7 mm by 7 mm by 1.1 mm) and MAX-7 (9.7 mm by 10.1 mm 
by 2.5 mm). Both can track GPS or GLONASS satellite signals 
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The Libris+ mobile purse provides integral fall detection and 
can also be used as a communication hub for other physical 
and physiological sensors.

Figure 2
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and support SBAS on GPS (Figure 3). The modules don’t need 
a host microcontroller and require very few external compo-
nents, so they’re easily integrated into wearables. They provide 
GPS positioning data with 2.5 m accuracy (4 m on GLONASS), 
or 2.0 m with SBAS enabled.

Connecting to the Internet
In the fitness market, the most common way to achieve Internet 
connectivity is by using a smartphone or tablet with cellular or 
Wi-Fi connectivity. Data from sensors, or sensor modules with 
integrated processors, increasingly use Bluetooth Low Energy 
(sometimes called Bluetooth Smart) to link to the phone or 
tablet because of the ubiquitous Bluetooth connectivity already 
available in these devices. However, connectivity of wearable 
mHealth devices may be more critical, particularly when moni-
toring those who are vulnerable due to age, infirmity, or other 
health problems. Here, a dedicated Internet connection is usu-
ally preferable. If someone forgets to take their smartphone 
with them, or loses it altogether, communication with the 
healthcare provider won’t be disrupted.

GTX’s SmartSole integrates GPS 
tracking and cellular radio into a 
shoe insole. It’s a discrete solu-
tion so it lets healthcare profes-
sionals, or relatives and friends, 
keep track of vulnerable people 
who may inadvertently wander 
into danger. In some instances, 
it’ll enable patients to remain in 
their own homes, rather than 
having to be cared for in institu-
tions. Clearly, people suffering 
from dementia or other brain 
disorders could have difficulty in 
managing to use a smartphone 
or remembering to keep it 
with them, so a fully integrated 
solution is the only reliable 
one. SmartSole (Figure 4) also 
has a better battery life than 
many smartphones, operating 

for 2 to 3 days between charges.

As in the case of GNSS, adding cellular radio functionality 
demands small size, easy integration, reliable performance, 
and low cost. Once again, modules often provide the most 
cost-effective solution. For low data-rate applications, like 
many mHealth ones, 2G networks have usually offered ade-
quate bandwidth and functionality. However, operators are 
now beginning to shut down old networks as 4G infrastructure 
investment accelerates.

To build a degree of future-proofing into mHealth devices, 
which may be designed for longer operating lives than con-
sumer products focused on fitness rather than health, it’s now 
desirable to add mobile connectivity with 3G and 4G modules. 
The initial incremental outlay is likely to be more than recovered 
over the end product’s operating life because fewer updates 
will be needed to accommodate network upgrades. It’s also 
worth ensuring that whatever cellular radio module is chosen, 
the board can be easily upgraded later with no layout changes.

The greater the number of functions that can be accommo-
dated on a single piece of silicon or on a module, the more 
cost-effective the solution. The cost-per-function falls with 
increasing integration. In the near term, we’ll see even closer 
integration of GNSS functionality with a range of connectivity 
options on the same modules, including Wi-Fi, Bluetooth, and 
cellular. As time goes on, we may even see all this functionality 
combined within ICs.

Uffe Pless is a Product Manager for positioning products at 
u-blox. 

u-blox 
 www.u-blox.com 
 @ubloxag 
 www.linkedin.com/company/u-blox 
 opsy.st/ubloxYouTube
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The EVA-7M is a complete GNSS module requiring only an external crystal, antenna, and power connection 
to add position information to an mHealth device.Figure 3

The SmartSole integrates GPS and cellular radio technology 
to ensure that patients who may inadvertently wander from 
a safe location can be traced using a smartphone, tablet, or 
PC with an Internet connection.

Figure 4
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IPv6 over Bluetooth Smart 
takes wearables from 
smartphone to standalone
By John Leonard

The processing power, memory and power efficiency of the latest generation of single-chip Bluetooth 

Smart SoCs promises to make tomorrow’s wearables the first mass-produced IoT product.

Just a decade ago, wearable electronics 
was a niche technology targeted at 
early fitness gadget adopters, and used 
proprietary technology. Now wear-
able devices have become the latest 
hot toys for the mass market. Analyst 
Markets&Markets estimates that the 
“global wearable technology eco-
system’s” value will reach $14 billion 

by 2018, growing at a compound annual 
growth rate (CAGR) of more than 18 per-
cent between 2013 and 2018.

The contemporary market is typified by 
the smart watch – a device that brings 
the functionality of a smartphone to the 
wrist in a convenient and (sometimes) 
stylish package. The current crop of 

smart watches has been made practical 
by the 2010 introduction of Bluetooth 
v4.0, which included Bluetooth low 
energy as a hallmark element. 

Bluetooth low energy (known to the con-
sumer as “Bluetooth Smart”) is an ultra-
low-power wireless link compatible with 
the Bluetooth Smart Ready technology 

Wearable Computing

Smart watches such as Magellan’s Echo can transmit and receive data 
from a smartphone for up to 11 months from a single CR2032 coin cell.
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embedded in most smartphones. In the last several years, major 
technology companies such as Apple, Google, and Microsoft 
have announced native support, including APIs, for the latest 
version of Bluetooth technology. This support makes it much 
easier for engineers to develop wearables that leverage asso-
ciated smartphone-based apps to maximize their usefulness. 

Moreover, Bluetooth Smart requires very little battery power, 
helping conserve the life of the host wearable device’s small-
capacity cell. Smart watches, such as 
Magellan’s Echo, can transmit and 
receive data from a smartphone (while 
also allowing a user to control smart-
phone functions like music replay from 
their wrist) for up to 11 months from a 
single CR2032 coin cell. 

But as impressive as smart watches are, 
their functionality relies on the close 
presence of a smartphone to provide 
heavy computational lifting and Internet 
connectivity. Tomorrow’s wearables will 
be far more powerful products able 
to operate independently of mobile 
devices and function as standalone 
“things” connected to the IoT. Some 
of these products are already in devel-
opment thanks to a new generation of 
powerful Bluetooth Smart SoCs that 
integrate processors with sufficient 
power to communicate directly with 
other devices on the Internet and run 
complex applications, all while boasting 
modest current consumption to extend 
battery life. 

From gateways to bridges
Today, Bluetooth Smart wearables can only connect to the 
Internet using the smartphone as a gateway. The software and 
computational power that manages data transfer to the Internet 
resides on the mobile device (Figure 1). This is an acceptable 
solution for an “Internet of my Things” (personal wireless 
peripherals linked to the user’s smartphone) but impractical for 
future wearables that will need to operate autonomously. 

A key development that will allow Bluetooth Smart devices to 
connect directly to the Internet is the addition of an IPv6 layer 
to the Bluetooth Smart stack. Such an architecture allows the 
Bluetooth Smart device to use the Bluetooth low energy pro-
tocol as a platform to support IPv6 communication. This tech-
nology has been dubbed “IPv6 over Bluetooth Smart.” 

IPv6 is gradually superseding IPv4 as the addressing and com-
munication protocol of the Internet because it provides dramat-
ically more individual IP addresses for the anticipated trillions of 
things that will make up the IoT. IPv6-enabled Bluetooth Smart 
things can talk to other IPv6-enabled things (even if they use 
incompatible wireless technology) without requiring the inter-
mediary services of a gateway (Figure 2).

In addition to using smartphone gateways, next-generation 
wearables will connect to the cloud via inexpensive head-
less routers that act as bridges, relaying information to other 
devices on the Internet without performing any analysis or 
manipulation (Figure 3). These bridges won’t require sophisti-
cated operating systems and so will be inexpensive to produce 
and deploy. In addition, millions of devices that are already in 
service but were previously incompatible with Bluetooth Smart 
sensors – such as set-top boxes or Wi-Fi routers – will be able 
to act as routers.
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IPv6-enabled Bluetooth Smart things can talk to other IPv6-enabled things without 
requiring the intermediary services of a gateway.

Contemporary Bluetooth Smart devices require a gateway, 
such as a smartphone, to connect to the Internet.

Figure 2

Figure 1
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But how easy is it to add IPv6 capability to a Bluetooth 
Smart device? The answer is: far from trivial. Fortunately, the 
Bluetooth Special Interest Group (SIG) has made things a little 
easier with the introduction of the Internet Protocol Support 
Profile (ISPS), compatible with Bluetooth v4.1 and later.

While the IPSP states that the protocol “allows devices to dis-
cover and communicate to other devices that support IPSP … 
using IPv6 packets over the Bluetooth low energy transport” 
per the Bluetooth SIG, what the IPSP doesn’t do is specify how 
IPv6 packets are transmitted over Bluetooth Smart. It simply 
facilitates communication between IPSP-equipped Bluetooth 
Smart devices. Precise documentation on how to transmit 
IPv6 packets over Bluetooth is available from the IETF in a doc-
ument entitled “Transmission of IPv6 packets over Bluetooth 
low energy.”

Multiplying processor power
Previous generations of Bluetooth Smart SoCs, which typi-
cally used embedded ARM Cortex-M0 or -M3 processors, 
were capable of running IPv6 over Bluetooth Smart. Nordic 

Semiconductor, for example, released a complete 
IP stack on top of its Bluetooth Smart software 
running on the nRF51 Series SoC as far back as 
December 2014. With this, developers could use 
an IoT Software Development Kit (SDK) compat-
ible with Arduino and Raspberry Pi platforms to 
create a headless router for use when experi-
menting with Bluetooth Smart devices communi-
cating over a heterogeneous IP network. 

But IPv6-ove-Bluetooth Smart operation, while 
practical for relatively simple applications such 
as temperature or humidity sensors, leaves little 
processor overhead within ARM Cortex-M0 or 
-M3 processors and a shortage of RAM and Flash 
memory to run the kind of complex applications 
demanded by consumers of standalone wear-
ables. Developing such products today would likely 
demand the resources of an additional (external) 
processor and memory, resulting in more design 
complexity, a larger, device and greater power 
consumption – hardly a recipe for a market-leading 
wearable.  

Rather, the next generation of wearables demand 
Bluetooth Smart SoCs with sufficient computing 
performance and memory allocation to run an 
IPv6 over Bluetooth Smart stack with plenty in 
reserve to power a suite of complex applications. 
And the chip will need to do this with a lower 
power consumption than contemporary solu-
tions so that battery life in tomorrow’s wearables 
is not compromised. Just to make things a little 
more complex, the wireless link (which could be 
used to send health, financial, and other sensitive 

personal data) needs to be highly secure. It’s one thing to 
transmit unprotected data across a Bluetooth Smart link to a 
smartphone in your pocket, and quite another to send it tens 
of meters to a (possibly public) router.

Fortunately, IPv6 is fundamentally more secure than IPv4. The 
technology includes, for example, IP Security (IPsec) which pro-
vides interoperable, high-quality and cryptographically based 
security services for traffic at the IP layer (IPsec was optional 
in IPv4 but has been made mandatory in IPv6). IPsec provides 
authenticity, integrity, confidentiality, and access control to 
each IP packet through the use of two protocols: Authentication 
Header (AH) and Encapsulating Security Payload (ESP). The 
downside is that the extra security adds to the processor’s load.

However, some recently introduced Bluetooth Smart SoCs are 
capable of meeting the demands of powerful wearables com-
municating via IPv6 over Bluetooth Smart. Nordic’s offering, 
which was released in sample volumes to developers in 
June 2015 and will enter volume production by the end of the 
year, is the nRF52 Series. 
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With the addition of IPv6, Bluetooth Smart devices will be able to connect to 
the Internet via headless routers (in addition to gateways).Figure 3



At its heart, the nRF52 Series SoC has a 64 MHz ARM 
Cortex-M4F processor that delivers up to 60 percent more 
generic processing power, adding up to ten times the 
floating point and twice the DSP performance compared 
with ARM Cortex-M0/M3-based Bluetooth Smart solutions. 
To make the most of the processor’s performance, ensure 
support for complex applications, and allow for comprehen-
sive over-the-air firmware updates, the SoC includes 512 KB 
Flash and 64 KB RAM. 

The ARM Cortex-M4F processor goes about its business highly 
efficiently. Using the industry-accepted EEMBC benchmark, 
the processor in the nRF52 Series delivers 90 CoreMark/mA 
performance, which enables twice as much processing for the 
same power consumption as an ARM Cortex-M0/M3 device. 
Combined with an ultra-low-power 2.4 GHz Bluetooth Smart 
radio with -96 dB RX sensitivity and 5.5 mA peak RX/TX cur-
rents, Nordic’s nRF52 Series Bluetooth Smart SoC offers devel-
opers a powerful single-chip solution for Internet-connected 
wearables with lower power consumption than previous-gen-
eration SoCs. 

Speaking the same language
The IoT is in its formative years and many technical chal-
lenges remain before its promise is realized. But most industry 
observers agree that proliferation will rely on the “things” 
making up the network speaking the same language in order 

to limit complexity and cost. IPv6 is the preferred protocol 
for Internet communication, and manufacturers of wire-
less products of various flavors – including Bluetooth Smart, 
IEEE 802.15.4 and Wi-Fi – are adapting their technologies to 
include IPv6 transport layers.

Wearables, as an established market with a growing con-
sumer base, is a technology sector that’s poised to make 
the leap from the Internet of my Things to IoT proper by 
taking advantage of a slew of new Bluetooth Smart SoCs. 
These single-chip solutions have the processing capability 
to support IPv6 over Bluetooth Smart communications and 
complex software without requiring the resources of a smart-
phone. Such capability opens up thousands of new appli-
cations for wearables beyond the current smart watch and 
fitness bracelet niches.

John Leonard is a product marketing manager at Nordic 
Semiconductor.

Nordic Semiconductor  
 www.nordicsemi.com 
 @NordicTweets 
 www.linkedin.com/company/nordic-semiconductor-asa 
 www.facebook.com/nordicsemiconductor?fref=ts 
 www.youtube.com/user/NordicSemi

Intelligent device manufacturers across industries are evolving into soft-
ware companies. For many of them, hardware is becoming commod-
itized and up to 80% of their R&D people are now software engineers. 
Because these manufacturers only recently became software compa-
nies, they don’t necessarily know how to monetize and manage software.

Software and connectivity are driving change. As a result, pure software 
companies that used to focus only on on-premise software are looking to 
add SaaS businesses with recurring revenue models to their existing revenue 
streams. For intelligent device manufacturers, software and connectivity is 
driving the conversation about how to monetize the IoT – from what organi-
zations are doing today to create revenue from connected devices to upcom-
ing plans and best practices from peers and competitors.

Real-time connectivity has helped pure software vendors realize many 
benefits, including: user-centric licensing, usage data collection, business 
model flexibility, license enforcement and intellectual property protection. 
For hardware manufacturers, software and connectivity are driving similar 
trends, including:
 » Packaging – Creating multiple feature sets for a single hardware footprint.
 » Integrity – Allowing customers to use devices only how they’re  

 intended to be used.

 » Security – Enforcing licensing to protect  
 revenue streams and protecting IP from theft.
 » Lifecycle – Managing hardware in the field (e.g., updates, version control,  

 entitlements).
 » Ecosystems – Opening solutions to enable partners into your   

 ecosystem to help monetize and manage.

All of these rely on software monetization platforms with features focused 
on licensing, entitlement management, usage metering and security. By 
embracing software monetization, intelligent device manufacturers take 
part in the IoT evolution by enabling new business models, managing the 
licensing lifecycle, collecting usage data, improving operational execution 
and automation, protecting and monetizing their software, and especially 
creating an excellent customer experience.

Because the intelligent device industry is in such an evolutionary state, it’s 
critical for newly minted software companies to avoid the rigid constructs of 
traditional licensing and software monetization and embrace solutions that 
enable them to be truly flexible and future-proof.

Gemalto
www.gemalto.com

Monetization
Strategies for the IoT
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Embedded and Secure
Russell Doty, Senior Manager of Red Hat Product Strategy

Security is on everyone’s mind 
nowadays, and it’s no different in 
the world of embedded devices. 
Securing an embedded device 

used to mean offering a level of physical protection from the ele-
ments, vandalism, breakage, and theft. Hacking usually referred 
to someone physically penetrating the device and compromising 
its software. What’s changed? The Internet of Things. Embedded 
devices are now being connected to a network and, as a result, are 
both more vulnerable and put more assets at risk. 

The existing security concerns don’t go away, but a whole new layer 
is added, calling for a new approach. Since the entire network is now 
vulnerable due to connected devices, the approach Red Hat recom-
mends is to place a class of devices, i.e. gateways, between the edge 
and the back-end systems. 

In our experience, when a gateway plays the role of a security gate-
keeper it has several questions about each device it is talking to:

 » Is the device who it says it is? Each device can be 
expected to provide information on itself such as device 
type, model, capabilities, and serial number.  Certificates 
such as X.509 certificates installed on each device allow 
the gateway to verify identity.  

 » Has the device been compromised? Techniques such as 
signed software images, boot time integrity checking in 
the device, and self check mechanisms are needed. 
Cryptographic signatures, commonly implemented using 
certificates, should be used to verify all aspects of the device. 

 » Is the device trustworthy? The gateway should assume 
that all devices are untrustworthy. All input from devices 
should be sanitized before it is processed. It shouldn’t 
be possible for a device to take over the gateway. Flow 
control and QoS mechanisms should be used to prevent 
devices from launching DoS (Denial of Service) attacks. 

 » Are messages vulnerable? In many cases the 
communications between devices and the gateway 
should be encrypted. This provides three benefits: 
potentially sensitive information is not exposed, a Man-
in-the-Middle attack can’t modify information flowing 
between a device and the gateway, and the identities of 
the device and the gateway can be verified. 

In addition to securing the connections between the gateway and 
the edge devices, the gateway itself should be hardened. Since the 
gateway is effectively a general purpose server, many proven tech-
niques are available and should be used.

 » Install the software that you need and uninstall all 
software you don’t need. In particular, make sure no 
software development or debugging tools are installed 
on production gateways. 

 » Proactively manage, maintain, and update the gateway. 
Studies have shown that security patches were available 
for over 75% of successful attacks! 

 » Secure Boot allows verification of the hardware and low 
level software. 

 » Use a TPM (Trusted Processing Module) for greater 
confidence in the hardware and software. 

 » Perform regular updates and patches of the software to 
include security fixes, bug fixes, and (where appropriate) 
new features. 

 
Your devices aren’t connected now? Rest assured, they will be, and 
soon. Now that the potential for connectivity is ubiquitous in the 
form of satellite communications and wireless access, the busi-
ness case for bringing devices online to leverage automatic data-
collection capabilities, is easy to make. Get ready, be prepared, 
and start developing a layered security approach to designing, 
deploying, and maintaining 
embedded devices.

www.redhat.com
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" Embedded devices are now 
being connected to a network 
and, as a result, are both 
more vulnerable and put 
more assets at risk."
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Rugged design SSD with full-disk 
256-bit AES encryption
Innodisk announced the 3MG2-P series of flash and DRAM storage 
products boasting high sequential and performance, iCell power 
protection, wide operating temperature (-40 °C to +85 °C), 
and also now features full 256-bit AES encryption across the 
entire disk. The 3MG2-P series provides a combination of high 
IOPS, reliability, and data security suited for industrial control, 
aerospace, and defense applications.

Highly integrated SoC with 
features for IoT applications
The Ingenic X1000 is the first of the X Series of highly 
integrated systems-on-chip (SoCs) featuring the MIPS-
based XBurst CPU operating up to 1 GHz. Standby power is 
rated at 0.2 mW with dynamic power use at 0.09 mW/MHz. 
The X1000 includes a floating point unit, with multimedia 
and audio acceleration instructions for lossless audio 
decoding. The SoC also includes a multimedia processing 
block security subsystem, and USB, UART, SCC, SDIO, SPI, 
and SMB I/O and peripherals.

Imagination Technologies 
www.imgtec.com 
embedded-computing.com/p373089

Innodisk 
www.innodisk.com 
embedded-computing.com/p373088

3-axis accelerometer boasts 
industry’s smallest, most power 
efficient design
The MC3635 3-axis accelerometer from mCube land grid array 
package comes in at 1.6 mm x 1.6 mm in size and consumes 
less than 0.9 µA of current at 25 MHz output data rate (ODR). 
A power wake mode consumes 0.3 µA at 1 Hz ODR and a new 
“sniff” mode (actuator detects no movement for a period of 
time) that consumes 0.4 µA at 6 Hz. The combination of small 
size and ultra-low power makes the device ideal for inclusion in 
“Internet of Moving Things” (IoMT) and wearables applications.

mCube 
www.mcubemems.com 
embedded-computing.com/p373090

 Editor’s Choice
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Abundant interface and expansion options
Wide range of processor options - Intel and AMD
Minimum 7 years product longevity
High-level graphics performance
Designed for high reliability

Embedded Mini-ITX Covers All 
Your Application I/O Needs
Ideal for use in industrial automation, 
vending, retail and medical 

AmITX-SL-G AmITX-BE-G

6th Gen Intel® Core™ i7/i5/i3 
Desktop Processor 

2x DDR4 SODIMM vertical sockets 

Intel® Gen 9 Iris Pro Graphics support

1x PCIe x16, 1x PCIe x1 and 2x Mini PCIe, 
11x USB and 3x SATA Gbps ports

AmITX-BT-I

Intel® Atom™ E3800 SoC and 
Celeron® Processor

Low power solution (5W-10W) 

6x COM ports (3x RS-232/422/485)

Extreme Rugged operating temp. from 
-40°C to + 85°C (opt.) 

AMD® Embedded R-Series APU 

ADLINK Technology, Inc
Tel: +1-408-360-0200
Toll Free: +1-800-966-5200

Email: info@adlinktech.com 
www.adlinktech.com

2x PCIe expansion slots

4x DisplayPort support  

Rich I/O (2x LAN, 13x USB, 4x COM, 
2x MiniPCIe, mSATA, PCIe x16 & x1)


