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Editor’s
Foreword

Jerry GipperTransitions
2008 promises to be an interesting year. With the impending 
elections, we are being bombarded with presidential and other 
political campaigns leading up to November. The war on terror is 
continuing to fill the headlines. And the world is finally realizing 
that something must be done about global warming. 

What is all this going to mean to the embedded computing 
industry? Will we see the market grow, remain steady, or 
experience a decline? I’ve got to believe that embedded 
computing will play a role in possible scenarios for every one 
of these situations.

The Internet has changed the way we learn about candidates 
and their political parties. It has made information sharing 
instantaneous, allowing all of us with Internet access to become 
deeply informed and able to share our opinions with the world. 
Polling sites are becoming more dependent on electronic voting 
machines full of interconnected embedded electronics that 
demand secure data management.

Electronics play a major role in the hands of our fighting forces. 
Weapons, surveillance, transportation, communications, and 
medical support all have very heavy elements of embedded 
computing technology. More is demanded everyday. Research 
spending remains strong. New programs that utilize electronics 
continue to emerge.

New market reports from Forrester Research indicate that a green 
consumer market is emerging, with 12 percent of consumers 
willing to pay more for consumer electronics that use less 
energy or come from environmentally conscious companies. I 
have discussed in the past (October 2007 Embedded Computing 
Design) the role that embedded computing technology has in 
making our world more energy efficient. Embedded computing 
is having a very visible impact, both positive and negative, on 
our environment.

Nearly every industry you can name is transitioning from analog 
to digital, from mechanical to electrical, and from isolated to 
connected. Pick your favorite industry and you will see examples 
of this transition everywhere. These transitions will continue to 
create huge markets for embedded computing despite the events 
I mentioned. In fact, these highly visible events will continue 
to accelerate the transition to computer-based intelligence and 
embedded computing.

Embedded Computing Design is in transition as well. Our focus 
is sharpening on embedded computing technologies in consumer 
electronics. Our coverage on hardware, software, and processes 
will dig deeper into electronic devices we encounter every day.

We are expanding coverage in the field of test technology with 
our new Unit Under Test department. Testing is an integral 
part of the design, manufacturing, and support of embedded 
computing platforms. Testing occurs at all phases of a product’s 
life cycle. It consists of hardware in the form of various test 
instruments and software written by system designers and in 
commercially available software packages. Test automation and 
test tools are very hot topics as today’s designers try to improve 
their efficiency and quality of work. We have some interesting 
coverage lined up on these hot topics that should be of interest to 
designers and design team management.

We are incorporating additional columns that promise to provide 
more information to help you make strategic decisions related 
to embedded computing. Ingenuity @ Work features companies 
aiming to solve challenging industry problems. Consortia 
Perspective gives us a chance to hear from the organizations 
shaping the embedded computing industry’s technology 
standards and markets. And Market Highlights analyzes trends 
and issues facing a variety of market segments dependent on 
embedded computing technology.

Some of the hot topics on our calendar for 2008 include:

Application-specific Systems-on-Chip (SoCs) f

Design for Energy Efficiency (DfEE) f

Electronic Design Automation (EDA) f

Intellectual Property (IP) f

Multicore/Many-core processors f

Multimedia chipsets and software f

Security in embedded f

Virtual development tools f

Virtualization: Operating Systems and I/O f

Embedded computing has become a major focus for many 
electronics suppliers, large and small. It is the place to be in 2008.
Feel free to share your comments through e-mail or visit our 
blog (www.embedded-computing.com) to add your comments.

Jerry Gipper, Editorial Director
jgipper@opensystems-publishing.com

Editor’s Foreword
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Reflective technology looks good on paper
Electronic ink, or ink that carries a charge allowing it to be 
updated through electronics, is ideally suited for EPDs as 
it is a reflective technology viewable under a wide range 
of lighting conditions, including direct sunlight, and 
doesn’t require front/backlight or power to maintain an 
image. Leading electronic ink and EPD technology de-
veloper E Ink Corporation manufactures an electronic ink 
that converts into film used as an optical component to 
make EPDs. 

E Ink’s electronic ink can be mated to a wide variety of 
“backplanes” that can be flexible or rigid, depending on 
the application demands. The company has a formidable 
array of relationships with companies developing all kinds 
of “backplanes” and packages.

Future technology developments will enable many new 
applications through ultra-thin, lightweight, rugged, flex-
ible, full-color displays.

Beyond today’s generation of technology, which offers 
the visual look of paper in terms of contrast, brightness, 

and viewing angle, future versions will integrate E Ink’s 
flex-ready products with plastic electronics currently un-
der development by several companies. Integrating 
these two technologies will create a display that not only 
has the look of paper, but also closely resembles its form 
– thin, light, flexible, and rollable.

The vision of E Ink is to combine these attributes to create 
RadioPaper, a lightweight, flexible display with the read-
ability of ink on paper plus the added benefit of digital 
technology to download newspaper headlines or a best-
selling novel at the user’s command. In the future, cloth-
ing, buildings, and information appliances all will have 
the ability to communicate. Ultimately, electronic ink will 
permit most any surface to become a display. 
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The problem: Many of today’s con-
sumer and industrial applications 
spanning handheld devices, watches, 
clocks, and informational/promotional 
signs have to use display technology 
that is too thick, heavy, and costly.

E Ink Corporation

Founded: 1997, based on research  
started at the MIT Media Lab

Headquarters: Cambridge, MA

URL: www.eink.com

An Electronic Paper Display (EPD) has 
a paper-like high-contrast appear-
ance, ultra-low power consumption, 
and a thin, light form. Revolutionary 
electronic ink from E Ink Corporation 
enables a variety of these electronic 
paper products.
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Ingenuity @ work
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Technology 
Passport

Hermann Strass
eBiking all the rage 
with savvy travelers

Alternative transportation
In Europe, riding a bike is a common mode of transportation, not 
just a high-hype pastime for yuppies. The Netherlands is known 
to have the highest rate of bikes per population, and Denmark is 
not far behind. Considering that gas prices are more than double 
those in the United States, Europeans have a major incentive to 
use bikes rather than cars whenever possible.

Not too far into the future, many people may be riding around 
in eBikes (electronically assisted bicycles). The market for elec-
tronic bicycles, estimated at more than 18.5 million bikes in 
2007, is growing at an annual rate of 25 percent. These eBikes 
are equipped with a battery pack that frees riders from pedal-
ing and provides assistance, especially when going uphill.  
Because of their convenience, environmental friendliness, and 
high performance/cost ratio, eBikes have enjoyed increased  
demand from bicyclists around the world.

Electronic bicycles also are becoming very popular in Beijing 
as the 2008 Olympics draw near. To diminish extreme pollution 
from vehicle exhaust, the Beijing city government and Olympic 
Games organizers plan to forbid private and most commercial car 
and truck traffic starting at least two weeks before and during the 
Olympics. Beijing is a very large city with a population nearing 
18 million; getting from one place to the next is typically longer 
than a short walk. For long-distance travel within the city, eBikes 
might just be the best way to get around. Companies like Giant 
Manufacturing Ltd. of Taiwan, one of the world’s largest bike 
manufacturers, offer “normal” and electronic bikes worldwide.

Intelligent pedaling
Microcontroller technology is playing a major role in eBikes’ 
success. With more than 10 percent market share in microcon-
trollers, Infineon, Germany, claims to be the leader in engineer-
ing new electric bicycles. The company’s microcontrollers in-
crease battery pack energy efficiency and manage all functions 
of an eBike control system. An 8-bit microcontroller controls 
the motor operation and ensures the most efficient energy usage. 
With one fully charged battery, an eBike with a load of up to  
100 kg (220 lbs) can travel approximately 40 km (25 miles) at 
an average speed of 25 km (15 miles) per hour. Figure 1, cour-
tesy of Infineon, shows a trendy eBike, model PeerLess, which 
includes a removable battery pack for easy recharging.

Equipped with high-performance peripherals, such as high-speed 
analog-to-digital converters (8 channels, 10-bit accuracy) and 
dedicated motor control units, the Infineon XC866 family of mi-
crocontrollers offers an optimized solution for eBike controllers. 
The XC866 enables abundant functions to meet various end-user 
requirements, such as power management, remote unlocking,  
e-brake, and an intelligent dashboard. The bike operates under 
severe weather conditions as specified for automotive use from 
-40 °C to +125 °C. The XC866 also includes a Local Interconnect 
Network (LIN) serial bus controller for in-vehicle communica-
tion and networking between intelligent sensors and actuators.

The next generation of eBike control units will be equipped with 
a new version of the microcontroller that has more memory. This 
extended memory capacity will allow for more intelligent op-
erations and eliminate the need for three hall sensors used for 
the motor position feedback required by the current control al-
gorithm. In addition to providing system cost savings, the sen-
sorless solution will significantly reduce eBike manufacturers’ 
maintenance efforts, as approximately 80 percent of eBike mal-
functions today are caused by sensor failure.

For more information, contact Hermann at 
hstrass@opensystems-publishing.com.

Figure 1

Technology Passport

Fo
r S
ing
le P
rin
t O
nly

mailto:hstrass@opensystems-publishing.com


 Embedded Computing Design    January 2008 / 11

One-Stop Shopping Bring Us Your List
Everything you need for your CompactPCI® Applications

Platforms. Blades. Software. Support.
Many solutions. One vendor.

Phone: 585.256.0200 www.pt.com/amp E-mail: info-request@pt.com

Performance Technologies’ CompactPCI® products and solutions are the industry’s
most capable and complete open-standards offerings for telecom, aerospace and
defense, and commercial applications. We create innovative and robust solutions
that enable you to get your products to market faster.  

Our integrated solutions include: 

Advanced Managed Platforms™: These flexible, scalable platforms are ideal for a
wide range of compute-intensive applications. Coupled with exceptional support
services, we have what you need to quickly and cost-effectively develop and
deploy your system.

High-Performance Blades: Single and dual-core SBCs, Ethernet switches, intelli-
gent shelf management, voice processors, serial and T1/E1 communications I/O,
and RAID storage blades.

NexusWare®: Our CGL 3.2-registered and POSIX-compliant Linux distribution
includes a full operating system, development tools, protocols, HA middleware, and
SA Forum-compliant APIs. Best of all, NexusWare's total integration with our blade
and platform solutions means you have shorter development cycles.

Contact Performance Technologies today and bring us your product development
shopping list.
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The embedded engineer’s 
guide to the technology 
consortia galaxy
Exploring the benefits of association membership
By Jerry Gipper

Special Feature

Editor’s note: Embedded Computing Design is launching a 
new column in our next issue that will give you a chance to 
learn about new consortia that are important to embedded 
computing technology and the industry. This information will 
help you determine which organization is a match for your 
technology and/or business strategy. Photo credit: NASA/JPL/Space Science Institute
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Getting the most out of your membership
Once you’ve decided to become active in a technology consortium 
that could impact your business, you need to ask yourself one im-
portant question: How is my company going to get the most out 
of this membership? Whether it’s a standards organization, eco-
system alliance, or trade association, membership requires a sig-
nificant commitment to contribute varying amounts of time and 
money. Some of these organizations require a lot of involvement 
or have high membership fees, and you better believe someone is 
going to request justification for the membership costs.

To start with, be sure you are familiar with the benefits each 
consortium offers. Usually these are listed in the membership 
agreement, posted on the organization’s website, or otherwise 
conveyed to members. Get the list and study the advantages. 
Sometimes the benefits vary by membership level, with the high-
er tiers getting additional or enhanced perks. You should make 
sure your membership level grants you the benefits you expect 
from the organization.

Types of benefits
Benefits usually involve influencing and accessing technology 
that is important to the membership of an organization. Other 
advantages focus on creating awareness through marketing and 
communication programs.

Influencing technology and standards
Members get a strong say in the direction the organization takes 
and the technical aspects of the standards it develops, and can vote 
standards down or request they go back to the committee or work-
ing group. Members also can request specific needs they would 
like to see addressed in a standard. By participating in technical 
activities, members aid the future development and promotion of 
key existing and new standards. Members are allowed to partici-
pate in technical working groups or committees as contributors 
or chairs to refine and enhance the specifications. Participating 

in standards development usually grants 
members access to specifications for inter-
nal use prior to their release to the embed-
ded computing community.

Marketing
Members typically can participate in mar-
keting activities promoting the organiza-
tion’s technology. Some consortia have 
marketing steering committees that deter-
mine the organization’s marketing agenda. 
Broad participation increases the effective-
ness of marketing dollars, expands market 
awareness of members in the market seg-
ments, and extends the reach of members’ 
promotional funds.

Most organizations have a number of 
promotional activities going on at any 
one time, for example, panel discussions 
at trade conferences, press releases, and 
workshops. Membership tiers may con-
trol the amount of access a member has 
to these activities.

Market research is an important benefit of membership. Many 
organizations sponsor primary research for members’ benefit, 
which helps improve intelligence on emerging technologies and 
potential impact on the market.

Conferences and trade shows are often more effective under 
the sponsorship of a consortium. Members can obtain lists of 
leads on booth visitors, conduct demonstrations, and distribute 
marketing literature at conference venues. Members often can 
get discounts on event costs through their memberships. Many  
organizations make executives available for customer meetings 
at various events.

Some organizations may provide assistance with preparing 
success stories based on your company’s products and ser-
vices. Consortia often provide press release assistance, coor-
dination, and distribution as well as technical and PR support 
for quotes and interviews. Permission to use the organization’s 
name and logo in literature and at trade shows is very impor-
tant to many members. Most consortia provide technical and 
PR contacts who will gladly field calls and questions if you 
need an external source for customers considering the organi-
zation’s technology.

Websites
Like everything else that profits from having an online presence, 
consortia websites hold the key to a wealth of benefits for mem-
bers. Items often offered to members include:

Access to restricted members-only websites f

Inclusion of a member profile and product listings f

Member news spotlights f

Access to discussions groups and mail reflectors f

Hotlinks to member Web pages from appropriate areas of  f

the organization’s website

Participation in technology consortia can render many 
benefits. Designers and managers should study the industry 
in which their company operates and become involved in the 
organizations that best fit with their strategic intent. 

To aid in that search, Embedded Computing Design has 
identified and verified a list of trade associations and special 
interest groups that those involved in embedded computing 
technologies should consider. Many of these consortia are 
connected in ways that may affect the decision process. They 
work together to solve the challenges of interoperability, 
awareness, innovation, and new market development.

With the landscape changing constantly, we will continue to 
identify new organizations and update our information on 
existing ones. Visit www.embedded-computing.com to view 
the most current listings and learn more about how these 
organizations interact.
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Governance
Some levels of membership include a seat on the board of di-
rectors or the right to propose issues for discussion at board of 
directors meetings. Also, many consortia staff key positions such 
as technical director via elections from among member firms. 
Being involved in the governance of a consortium enables mem-
bers to identify opportunities of interest and ensure the future of 
standards in which they are interested.

Voting rights
Members typically acquire voting rights by active participation 
in meetings and conference calls. Members often vote on matters 
put to any general vote and on specification ratification. Retain-
ing the voting rights benefit is a key incentive to keep members 
active in the organization.

Ecosystem
Most consortia have ecosystems that include their members. 
Members can help create and obtain access to an ecosystem of 
companies focused on a common goal of developing, promoting, 
and aiding adoption of the organization’s technology. They can 
benefit from the organization’s liaison with other organizations 
currently working on and promoting complementary technolo-
gies. Members can reduce development and technical support 
costs for new product developments by participating in the eco-
system with other members. Often members can network and 
partner with other members to create platforms that demonstrate 
comprehensive, industry-leading products. 

Successful memberships
The secret to getting the most out of your membership is to 
make sure a relationship manager is assigned to interface with 
the consortium. This person should be responsible for tracking 
activities and ensuring that the right people from your company 
are engaged with the appropriate groups within the organiza-

tion. Assignments should be made 
to technology, marketing, and PR 
working groups as needed. The 
relationship manager should be 
aware of all interfaces and activi-
ties with the consortium. 

The relationship manager also 
should be very familiar with 
membership benefits and work 
with the team to map out how 
these benefits can be leveraged 
to the advantage of both par-
ties. The relationship manager 
should then consistently moni-
tor the progress to stated goals, 
making changes as necessary.  
Assigning one individual to be the 
relationship manager is the single 
most important step you can take 
to assure the best return on your 
membership investment.

Successfully managing your re-
lationship with a consortium will 
help you reap the single greatest 
membership benefit – being rec-
ognized as an industry leader and 
innovator. 
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• Single Board Computers 
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Tel +33 2 98 57 71 76 • www.interfaceconcept.com 
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Each embedded application is unique. That’s why VersaLogic offers an extensive line of embedded products with 
choices of size, performance, and features. That’s also why VersaLogic works closely with customers to tailor 
standard products to meet their needs. Product customization is available in quantities as low as 100 pieces!

More importantly, embedded customers have many common needs. Meticulous quality standards, dedicated 
customer support, and reliable product delivery are just a few that VersaLogic provides. That’s why customers from a 
wide range of industries rely on VersaLogic for their embedded computer needs.  

Could you use uncommonly-good support? Call today to see if your unique application is a good match with 
VersaLogic’s unique approach to service and support. We may have more in common than you think!

Call 800-824-3163. Visit www.VersaLogic.com.

What Do These Embedded Applications 
Have In Common?

(800) 824-3163 • info@VersaLogic.com

Rated a “Platinum Vendor” 
by Venture Development 
Corporation (2002-2006) for 
excellence in customer service.
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Printed Circuit Board technology

The connectivity solutions available today 
present about as many drawbacks as benefits. 
Copper cables cost less but have major reach 
and size performance limitations. Active 
copper cables offer slightly increased perfor-
mance over copper cables but are reach con-
strained and limited at higher data rates such 
as 10 Gbps. Fiber and optical modules per-
form best but can be very costly at 10 Gbps  
data rates.

When compared to electrical interconnects 
over copper cabling, OACs offer several 
feature advantages for high-productivity 
clusters and data centers minus the short-
comings of other connectivity solutions. 
High-performance fiber-optic technology 
connects servers, switches, and storage with 
high bandwidth. Through a slim cable, this 
technology banishes ground loops that often 

cause intermittent performance with copper 
cabling and eliminates EMI between adja-
cent cables in cable trays. Long 300-meter 
reach liberates cluster design from the con-
straints of short-reach copper links.

High-performance fiber-optic technology 
encourages highly interconnected cluster 
topologies at any size and permits clusters 
to become larger, noncontiguous, dispersed, 
and more conveniently arranged. Low pow-
er consumption simplifies thermal manage-
ment, lowers cooling costs, and supports 
high connector density (unlike 10GBASE-T,  
for example, which consumes so much 
power that thermal dissipation rather than 
connector size limits the density at which 
transceivers can pack along the edge of a 
card). In addition, OACs’ extremely low 
latency in the transceiver supports clusters, 
handles message-based or request-response 

Optical Active Cables free 
data centers from connectivity 
constraints
By Paul Duran

Figure 1

When selecting connectivity solutions for data centers, IT 

managers face trade-offs between performance, operational 

expenditures, and capital expenditures. The many disad-

vantages of today’s connectivity options, including copper 

cables, copper active cables, and optical modules, often 

outweigh the advantages of each solution. An alternative 

option entering the market – Optical Active Cables (OACs) 

– delivers the performance of optics at much lower costs. 

These cables are well suited for point-to-point connectivity 

in data centers at data rates of 10 Gbps and beyond. 

Hardware
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transaction traffic such as database or automated financial trad-
ing applications, and performs intensive simulations and host 
supercomputer applications.

The active cable format delivers a plug-and-play solution that en-
capsulates and hides the optical nature of the link and encloses 
fibers within a rugged cable that handles like Cat 5e. Figure 1 
compares the bend radius of copper versus fiber cables.

Form factors
The electrical interfaces of the 
Quad Small Form Factor Plug-
gable (QSFP) cable end (four per 
connector) conform to the SFP+ 
Multisource Agreement for 10G 
optical modules. Now emerging 
as the de facto electrical standard 
for 10G ASICs to which essential-
ly all products are being designed, 
the SFP+ interface will almost 
certainly be adopted as the stan-
dard electrical interface for each 
lane in Quad Data Rate (QDR)  
InfiniBand. Figure 2 shows a QDR 
InfiniBand QSFP HCA card. 

The SFP+ interface places the high-level link functions on the 
switch, network interface card, or host channel adapter, making 
the cable end protocol and data rate agnostic. The OAC  can then 
benefit by supporting 4 x 2.5 Gbps, 4 x 5 Gbps, and 4 x 10 Gbps 
data rates (corresponding to single, double, and quad data rates 
in InfiniBand terminology), and seamlessly transport InfiniBand, 
Fibre Channel, Ethernet, and custom-defined traffic. Moreover, 
transitions are simplified and reduce the risk of upgrading clus-
ters and data centers through their versatile support of multiple 
data rates and transport protocols. 

OACs provide the performance advantages of 
module form factors such as the QSFP. QSFP 
connectors functionally resemble SFP/SFP+, 
except they support four 10G channels instead 
of one per connector. QSFP is hot pluggable, 
funnels 40 Gbps through connector cages that 
occupy just 19 mm along the edge of a card, 
and offers the greatest bandwidth density of 
any standard interconnect option. QSFP en-
ables racks to be fully populated, resulting in 
compact, condensed clusters with efficient 
rack layouts. Ultimately, this efficient layout 
eliminates the need to expand facilities to in-
crease computing power. Figure 3 compares 
the connector width of copper CX4 versus a 
QSFP OAC connector.

Embracing fiber
Flexible, light, thin optical cabling simplifies 
cable management by allowing cables to bend  

and conform to racks. Alleviating the excessive stress that heavy 
copper cables place on floors, racks, cable trays, and connectors 
by 10- to 20-fold amounts to several tons for a small cluster and 
potentially entails structural reinforcements to upgrade to 10G+ 
data rates using copper interconnects. Another benefit of thin fiber 
cabling is that it clears obstructive cable clutter from the space 
around racks by reducing cable volume 5- to 10-fold, permitting 
air to circulate freely and cooling hot servers and switches more 
effectively. Moreover, fiber cable fits into existing cable trays and 
floor spaces designed to accommodate 1G connections (copper 

links upgraded to 10G+ will 
typically require larger conduits 
because copper cables that 
support 10G are much thicker 
than their predecessors) and 
ensures better reliability.

Compared to conventional 
10G optical modules, OACs 
deliver a plug-and-play solu-
tion that overcomes designers’ 
hesitancy to embrace fiber, 
precludes the need to cut, pol-
ish, and verify fiber interfaces 
on-site, and encloses the fibers 

hermetically within a rugged cable that handles like Cat 5e. 
Fiber connectors are also eliminated because fibers are perma-
nently attached to the cable end. Closed form factors obviate 
interoperability issues, enabling tighter optical operating mar-
gins that further reduce cost. Optical modules are assembled 
from dozens of discrete components to precise tolerances for 
interoperability reasons. OACs, on the other hand, only need 
to interoperate between each end, thereby increasing produc-
tion yields. Ultimately, OACs provide a lower-cost alternative to  
optical modules. 

Figure 2      

Figure 3  
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The best of both connectors
Luxtera’s recently announced 40 Gbps (4X10Gbps) OAC (see 
Figure 4), Blazar, extends the advantages of optical modules and 
copper cables. The cost-effective OAC delivers a high-bandwidth 
interconnect that can span distances from 1-300 meters. Blazar  
includes two permanently attached connectors that contain 
optical transceivers. Residing entirely within the sealed, self- 
contained product, the optics are protected from dust, scratches, 
moisture, and imperfect installation and do not contain sepa-
rate optical modules or fibers. Blazar utilizes a single CMOS  
Photonic die (as opposed to multiple discrete components found 
in traditional optical modules) and a single continuous wave laser 
that integrates the functionality of four SFP+ optical modules. 

Four parallel multirate optical data lanes, each carrying from 
1-10.55 Gbps full duplex, share the cable and terminate at four 
tiny optical transceivers fabricated on a monolithic CMOS chip 
embedded within each connector. The connectors plug into stan-
dard QSFP ports and exchange data with the host channel adapter 
or switch card through four standard SFP+ 10G electrical inter-
faces supporting InfiniBand, Ethernet, Fibre Channel, and other 
transmission protocols, as illustrated by the 10/40 GbE QSFP 
switch pictured in Figure 5. This disruptive design offers higher 
reliability, lower cost, and higher perfor-
mance over traditional modules and copper 
active cables. 

While QSFP provides the highest front-
panel bandwidth density of any standard 
data center connector format, the 40 Gbps 
OAC offers IT managers a better choice for 
data center connectivity by combining the 
benefits of both optical modules and copper 
cables and then some. 
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Figure 4

Figure 5

Paul Duran is a director of marketing for  
Luxtera, based in Carlsbad, California. Paul 
has more than 15 years of experience in the 
communications industry. He obtained his 
BSEE/MSEE degrees from MIT and his MBA 
from Arizona State University.

Luxtera
760-448-3520 ext. 195
pduran@luxtera.com
www.luxtera.com
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As electronics technologies advance rapidly and demand for por-
table products increases, carry-along medical instruments and 
compact and wireless devices are becoming more prevalent in 
hospitals, health care centers, and first responder vehicles. Small 
form factor products like these are based on compact PCBs with 
tightly spaced digital and analog circuits placed directly next to 
each other.

The complexity of compact medical electronic devices substan-
tially increases PCB layer count because of increased product 
functionality. With advances in technology, these small devices 
now perform considerably more electronic functions than their 
desktop predecessors. Consequently, the number of layers is in-
creasing to perform signal routing, among other functions. Newer 
compact medical devices generally require PCBs that comprise 
10-12 PCB layers, sometimes more. 

Devices shrinking
Layers and routing get more complicated as device sizes de-
crease. Active devices are shrinking in size and come packaged 
in advanced packaging, such as Ball Grid Array (BGA), Quad 
Flat Pack (QFP), and Chip Scale Packaging (CSP), adding to 
the complexity and difficulties associated with small form factor 
PCBs. More fine-pitch BGAs are being used in compact medical 
devices. MicroBGA devices range from 0.5 mm pitch down to 
0.3 mm, making assembly procedures extremely challenging. 

Passive devices such as resistors and capacitors are also shrink-
ing. Five years ago, 1206 and 0805 package types were used 
frequently. Today’s 0402 and 0201 packages are half to quarter 
the physical size of those earlier device packages. These smaller 
packages enable smaller layouts, but make assembly difficult 
and require considerable precision through expensive, pick-and-
place, surface-mount lines and other ancillary rework stations. 

First-pass yields expectations
Considering the total number of daunting product challenges, the 
PCB design, fabrication, and assembly process becomes highly 
complex. Therefore, the prudent medical electronics OEM must 
carefully review first-pass yields to determine how many prod-
ucts are passing. Likewise, the Electronic Manufacturing Ser-
vices (EMS) provider team must embrace the mantra of doing the 
design, fabrication, and assembly right the first time. 

First-pass yields are more important to the design and assembly of 
compact medical electronic devices for the simple reason that they 
are more difficult to manufacture and rework than larger products. 
The first-pass yields process is conducted when assembly and test-
ing are completed. Test coverage is evaluated to determine failure 
rates and failure analysis is performed. First-pass yields must en-
sure that a correct thermal profile is created and applied, compo-
nent polarities are accurate, missing or wrong components are not 
used, adequate solder paste is dispensed, and correct flux is used.
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Designing small, dense 
layouts for medical 
electronics products
By Zulki Khan

Many considerations go into designing and producing small PCBs for today’s portable 

and handheld medical devices. The end-to-end process, from component selection 

to testability, is critical to a successful design. Zulki walks through several decisions 

designers should carefully consider when designing for assembly process, including 

mixed signal layout tips.

Printed Circuit Board technology

Hardware
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Typically, first-pass yields should be 75 percent or higher at pro-
totype levels. However, when life-critical products are involved, 
medical OEMs require 90 percent first-pass yields. This means 
the experienced EMS provider must have a process in place to 
periodically review design and assembly data and make the neces-
sary improvements to create great first-pass yields of 90 percent 
or higher. 

The first-pass yields metric indicates how tight an EMS provider’s 
design and assembly procedures are and how efficiently the checks 
and balances are put into place to ensure product reliability.

Design considerations
Design For Assembly (DFA) for medical products relies heavily 
on multiple team interaction. Design, fabrication, assembly, and 
component procurement teams assigned to a given PCB proj-
ect must precisely tune into a project’s specifications. Design 
engineers must be fully aware of certain assembly aspects, and 
likewise, assembly engineers must understand a project’s design 
intricacies in detail, such as automated placement and inspection 
issues and rework requirements. 

These teams working together can address and resolve most of 
the issues and questions at root cause levels. For example, if a 
design team specifies a component with extended lead times of 
12 weeks or more, the procurement team can flag this issue and 
suggest a readily available replacement component. 

Efficient DFA calls for the following considerations to  
be addressed:

Adequate test points should be deployed at the PCB layout  f

stage across the board to allow complete access and cover-
age during flying probe or ICT test or for direct probing. 
Figure 1 shows a board with adequate test points being 
tested at the flying probe testing stage. Medical device test-
ing requires multiple, redundant test points to capture data 
precisely. The test engineer checks this coverage by access-
ing two or three test node points, if needed.

When fabricating a board, it is important to consider panel- f

ization versus fabricating one board at a time. This is espe-
cially true when the board size is relatively smaller, such as 
30 square inches or less. This panelization such as shown in 
Figure 2 increases fabrication and assembly speed, thereby 
reducing OEM costs.
While placing components at the layout stage, it is prudent  f

to use one side of the board versus utilizing both sides, if 
possible. Using components on only one side reduces nonre-
curring engineering costs at assembly and test stages. It also 
speeds up component placement at pick-and-place machines 
and reduces component testing time at ICT or flying probes, 
thus saving OEMs money and time. Placing components 
only on the top side also reduces rework, quality control, 
and debug times, all of which can reduce assembly costs.
All mechanical considerations should be kept in mind at  f

PCB design stages for DFA considerations, such as design-
ing at least two, if not three mounting holes for the PCB. 
Also, fiducial marks for each of the active components 
should be designed, and polarity on polarized components 
should be clearly defined on the silk screen on the board. 
This practice eliminates confusion that may arise at com-
ponent placement, testing, and debugging stages, thereby 
reducing production costs.

Attention to more details
Hardware engineers specifying components at design stages 
should use time-tested and verified components as much as pos-
sible. Using these components reduces debug and test times and 
makes a medical product more reliable and predictable. Effec-
tive DFA also calls for using commonly available components 
with specifications and features already proven time after time 
in multitudes of other system applications. 

Another major consideration involves careful monitoring of 
equipment-related features and physical tolerances. Take for ex-
ample drill machines used for drilling holes during the PCB fab-
rication process of a medical product. A drill bit that drills into a 
PCB can meander or wander. DFA demands that tight tolerances Figure 1

Figure 2
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be maintained in this regard, especially if smaller hole sizes are 
designed in, say 8 mils or less. Also, it is crucial to maintain 
proper alignment of multiple symmetrical components. If mod-
ular designs are involved, it is important to keep all modules 
alike so that when an IC is placed in one module, similar ICs are 
identically placed in the second, third, fourth, and subsequent 
numbered modules. This is especially important for a small and 
densely populated medical product.

In the same way, resistor and capacitor networks must be similarly 
placed to reduce SMT machine programming and placement time. 
In some cases, a PCB may be odd-sized or shaped. Hence, this 
particular feature is made clear at the outset in DFA so that when 
the required fixture is used in the assembly process, its limitations 
are specified up front to make the assembly process smooth, more 
predictable, and efficient.

Lastly, detailed documentation in terms of design, fabrication, and 
assembly notes is a vital aspect of DFA. This disciplined proce-
dure assures that all elements of a design are properly executed 
during fabrication and assembly. Well-prepared notes are espe-
cially crucial if multiple vendors are involved; design layout may 
be performed by one company, PCB fabrication by another, with a 
third company doing the assembly stages, and a fourth performing 
rework and test. 

Mixed signal designs
To address DFA issues for mixed signal designs on a compact 
medical product, a well-defined and clear-cut strategy should be 
identified to:

 Reduce signal-to-noise ratios f

 Properly define power and ground signals and planes ac- f

cording to component placement
 Shield high-speed digital signals from analog segments f

If these DFA strategies are not incorporated at layout, a prod-
uct could create unacceptable noise levels and require redesign, 
costing more time, resources, and money.

Each mixed signal board design is different and demands inter-
active design negotiations between expert mixed signal designers 
and the compact medical device OEM. When designing mixed 
signal components on a PCB layout, certain considerations are 
critical to achieving optimum performance. 

Mixed signal design is difficult because analog devices possess 
different characteristics compared to digital components, such 
as different power ratings, current and voltage callouts, heat 
dissipation requirements, and signal speeds. Consequently, it is 
important to recognize certain problematic areas and then imple-
ment the solutions correctly in a mixed signal medical design. 

Bad, better, best layout
Mixed signal circuitry PCB placement is among the more cru-
cial DFA points. First, observe the wrong method. As shown in 
Figure 3a, a separation exists in the middle between the analog 
and digital ground planes, appearing as an L- or S-shaped figure, 
with traces crossing that separation. This is a poor layout be-
cause the trace discontinuity in the plane separation and the lack 
of a return path cause noise and cross talks. 

What is missing is a respective solid plane located underneath 
the trace to allow for continuous impedance on that trace. Also, 
the trace crossover from the analog to the digital plane prevents a 
good return path for these particular traces. A good DFA design 
should maintain a distinct separation of split planes between the 
analog and digital ground planes as well as keep analog traces 
under the analog split plane and digital traces under the digital 
split plane. Otherwise, noise is created on the board and signals 
deteriorate. 

Analog Ground Plane

Traces

Digital Ground
Plane

WRONG RIGHT

Analog Ground Plane

Traces

Traces

Digital Ground
Plane

Plane
Separation

Analog Ground Plane

Traces

Digital Ground
Plane

WRONG RIGHT

Analog Ground Plane

Traces

Traces

Digital Ground
Plane

Plane
Separation

Figure 3a Figure 3b
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Ideally, the analog section of a board must be totally 
isolated in terms of placement, routing, and plane cre-
ation. Plus, analog traces should only run underneath 
their analog reference power or ground plane. Con-
versely, digital traces should run under the digital sec-
tion with respective power and ground planes, such 
as in Figure 3b. This keeps impedance constant and 
provides a good return path for signals. 

However, there are cases in which a complete analog 
and digital separation is not possible because of me-
chanical and/or space constraints on PCB real estate. 
The best approach here is to run analog and digital 
traces on separate layers. If there is no plane separa-
tion between the layers, the rule of thumb is to run 
them perpendicular to maintain signal authenticity. 
But they should never run parallel to each other. 

Figure 3c shows the best placement method using an 
Analog-to-Digital Converter (ADC) IC as an exam-
ple. One side of the IC has analog pins resting right 
on top of the analog plane, while the other side has 
digital pins placed squarely on the digital plane.

When separation isn’t as exact and ideal 
as this ADC IC example, mixed signal 
circuitry separation at the device level re-
quires careful design techniques. Take for 
example a mixed signal device packaged 
in a BGA. Figure 4 shows proper separa-
tion between analog and digital sections. 
Analog and digital circuitry in the device 
is isolated with about a 15 mils wide gap 
so that all analog signals and traces are on 
the analog side and their counterpart digital 
sections are on the digital side.

Robust designs
The demands for greater robustness, high quality, increased reli-
ability, and better yields are all associated with compact medical 
electronic devices. ISO standards such as ISO 9001:2000 and 
ISO 13485 provide EMS companies the extra qualifications to 
comply with these demands and allow them to assure high stan-
dards of product quality to medical product OEMs. These ISO 
standards are not required for product manufacturing; however, 
they can provide a medical device OEM greater assurance of 
product quality and reliability. 

While following these standards is important, going beyond the 
standards by paying attention to the details of the DFA process 
makes the ultimate difference in the success of a compact de-
vice design. A rigorous DFA approach can save costs and space,  
resulting in a robust PCB design for life-critical products. 

Zulki Khan is founder and CEO of NexLogic 
Technologies, Inc., based in San Jose. Prior  
to NexLogic, Zulki was general manager for  
Imagineering, Inc. He has worked on high-
speed PCB designs with signal integrity 
analysis and contributed numerous articles 
to EMS industry publications. Zulki holds a 
BSEE from NED University of Engineering 
and Technology in Karachi, Pakistan and 
an MBA from the University of Iowa.

NexLogic Technologies
408-436-8150 ext. 102
zk@nexlogic.com
www.nexlogic.com
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SEPARATE ANALOG & DIGITAL GROUND PLANE REGIONS

Provides Additional Noise Isolation for High-Resolution A/D Converters

Analog 1 Analog 2 Analog 3

Digital

A/D A/D A/D

Figure 3c

Figure 4
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Embedded databases:  
Why not to use the relational 
data model
By Duncan Bates

Handling 

data management the 

traditional way does not always 

translate well to embedded systems. 

The popularity of the relational database 

model is indisputable but does not mean it’s 

the right choice when dealing with precious 

CPU, memory, and storage resources. One  

alternative to the relational model can help 

lower hardware requirements and model 

complex data relationships, allowing 

vendors to free up resources for 

the application at hand. 
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In an increasingly competitive market, 
embedded application vendors are con-
stantly looking for new ways to cut ap-
plication costs and time to market as well 
as increase application functionality to 
ultimately gain market share and boost 
product sales. While revenue margins 
are being squeezed, consumers are ex-
pecting higher quality and functionality 
from new product releases. Vendors are 
becoming more open to add third-party 
components to new and existing products 
to meet these goals. 

One essential component in any embed-
ded application is efficient data man-
agement. Commercial embedded data 
management engines are gaining accep-
tance and in many cases becoming a hard  
requirement for applications. As millions 
of dollars have been poured into R&D 
during the past 25 years, the relational 
model has emerged as a preferred method 
of data management.

Forming relationships
The overarching benefit of the relational 
data model is not the model itself, but 
rather its close relationship to the SQL 
language. SQL has two major benefits:

f Ad hoc querying: With a predefined 
relational data model, any valid SQL 
will guarantee a result without guaran-
teeing its performance. In data mining 
applications, this is an extremely pow-
erful feature, but in most embedded 
applications, use cases and queries 
are known at design time. Think of 
an MP3 player: All use cases, such as 
music file synchronization and user 
navigation, are predefined and won’t 
change until the next release of the 
device or firmware. It’s not as if a 
manager would come and ask a devel-
oper to create a new report based on 
the existing data model.

f Vendor independence: SQL is 
a common language supported by 
many embedded database vendors. 
Presumably, replacing one with an-
other should be as easy as flipping 
a light switch. Though it’s not that 
simple, making this transition is defi-
nitely easier than moving from one 
proprietary API to another.

The relational model makes relationships 
between records by value matching and, 
in most cases, through keys. These keys 
are known as primary key/foreign key re-
lationships. Figure 1 illustrates a relational 
model of artists and albums in an MP3 
player, which will act as the basis for fur-
ther discussion in this article. 

Upon closer inspection, the relationship is 
implemented through copying the value of 
the fname into the album table and add-
ing an index structure in between the two. 
Duplicating the fname field in itself adds 
overhead to the database image. Another 
implication in Figure 1 relates to the for-
eign key. If a foreign key data structure is 
not added, developers will have to visit 
each row in the album table every time they 
work their way through the relationship. 
The reason for this is that the table data is 
not in any order, so there is no way to tell 
if the matching value is at the beginning, 

middle, and/or end of the table. Adding a 
foreign key index solves this table scan 
problem. Figure 2 breaks out the foreign 
key index and the album table to illustrate 
the index overhead. Most embedded data- 
base engines implement indexes as B-trees 
or any of the variants. 

With the B-tree in place, developers can 
do a binary search to make the relation-
ships, going from a table scan to an index 
scan. This translates moving from a lin-
ear search to a binary search, improving 
the cost of running through the relation-
ship by an exponential difference. 

A table scan costs O(n) where n repre-
sents the number of records in the table, 
while an index scan costs O(log n). In 
computational complexity theory, big O 
notation is often used to describe how 
the size of the input data affects an algo-
rithm’s usage of computational resources.  

Figure 1

Figure 2

Fo
r S
ing
le P
rin
t O
nly

http://en.wikipedia.org/wiki/Computational_complexity_theory
http://en.wikipedia.org/wiki/Algorithm
http://en.wikipedia.org/wiki/Algorithm
http://en.wikipedia.org/wiki/Computational_resource


Other obvious implications include the 
space needed to represent the index and 
the hit taken to maintain this structure 
when data changes. Since I/O is the most 
costly operation from a time, CPU, and 
power consumption aspect, developers 
should strive to reduce it. With storage 
devices like flash, the writing should 
also be limited to deter a negative ef-
fect on the maximum write-erase cycles 
and space-reclaiming cycles imposed by  
the technology. 

The question then becomes: How can de-
velopers maintain this relationship infor-
mation with a cost less than O(log n)?

Reintroducing the network data 
model
Figure 3 shows the same data represen-
tation adjusted through the network data 
model.

The network data model pre-dates the re-
lational model and can be viewed as its 
superset. This implies that anything ex-
pressed in the relational model can be ex-
pressed in the network model, even SQL 
support. The main advantage is the way 
relationships can be modeled. In Figure 3,  
the relationships previously shown as a 
foreign key index are now broken down 
into multiple lists of pointers, called sets. 

Pointers can be viewed as void point-
ers in a C application with direct look-
ups into the heap, except that the heap is 
now persistent storage. Eliminating the 
foreign key data structure and the fname 
duplication not only reduces the amount 
of data needed to store, but also unneces-
sary data structure maintenance.

The figure is simplified; an owner has two 
pointers, the first and last member record, 
while the member has three, the owner 
plus the previous and next member. By a 
pointer’s nature, it’s not tied to any par-
ticular data type, so the relationships can 
model complex relationships between any 
number of record types, not only between 
two as imposed by the relational model. 
The complex modeling feature will not be 
discussed in this article, but it speaks to 
the network model’s flexibility.

Cost implications
Moving from one record through the sets 
translates into constant cost. At most, 
a single I/O cycle is needed as long as 
the data is not already memory resident 
in the database RAM cache. With the 
foreign key implementation, the B-tree 
would have been traversed first, O(log n) 
cost, prior to locating the actual record. 
It’s obvious that traversing the B-tree has 
CPU and I/O overhead, but it also has 

memory overhead. Any database cache 
will store the recently visited data, even 
B-tree data. Since the B-tree scan ends up 
in the cache, the cache must be large or 
suffer additional I/O to refresh its data.

Write operations also entail constant cost. 
A developer adding a new record to the 
album table and joining the new record to 
an existing artist-album set would need to 
take the following steps to accomplish the 
operation:

Add the new album record.1. 
Set the new record’s owner pointer to 2. 
the current artist.
Set the new record’s previous pointer 3. 
to the current artist’s last record.
Set the new record’s next pointer to 0.4. 
Set the current artist’s last record’s 5. 
next pointer to the new record.
Set the owner’s last pointer to the 6. 
new record.

No scans are made during this sequence 
of operations, resulting in constant cost. 
With a B-tree implementation, a developer 
would:

1. Add the new album record.
2.  Scan the B-tree to find the new re-

cord’s index position.
3. If there is no room in the B-tree, split 

and reorganize the tree.
4.  Write a reference to the new record 

in the B-tree.

During this sequence, the developer en-
counters an O(log n) cost in Step 2. More 
importantly, Step 3 potentially imposes a 
huge cost by requiring that parts of or the 
entire tree be reorganized. The reorgani-
zation is unpredictable because it depends 
on the fullness of the tree and where 
in the tree the change must be made.  
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The more nodes that contain data, the 
higher the chance of a larger reorgani-
zation. In most cases B-tree changes 
are done locally, affecting only a few 
nodes, but sometimes numerous nodes 
are touched, adding uncertainty to the ap-
plication. Thus, if developers find them-
selves needing predictable performance, 
they should examine how their data is be-
ing represented.

An MP3 player benchmark
So how many hardware resources can a 
developer save using the network model? 
In one example, Birdstep Technology 
implemented a three-way relationship, 
artist->album->song, allowing a com-
mercial MP3 player manufacturer to get 
some hard facts on resource savings. 
Developers carefully compared Birdstep 
Technology’s RDM Embedded database 
engine, which is a network model, and a 
public domain relational database engine 
using both desktop computers and con-
sumer electronics hardware. As Table 1 
indicates, the more resource constrained 
the hardware was, the bigger the differ-
ence in savings.

On both of these hardware solutions, the 
network model used 27 percent less disk 
space to store the same amount of re-
cords and relationships. All the storage 
savings can be attributed to replacing the  
artist->album and the album->song for-
eign key indexes with pointers. Removing 
these data structures had a huge effect on 
the storage requirements. A B-tree index 
typically requires 1.3x the space of what 
it’s indexing. 

Application drives database  
decisions
When looking to add or replace existing 
data management components in an ap-
plication, developers should consider the 
choices carefully. The application should 
drive the decision, not the industry. Several  
different solutions are available, ranging 
from simple libraries to full client server 
solutions, adding capabilities as described 
in this article. Selecting the right technol-
ogy and modeling the data correctly can 
have a huge impact on the application’s 
cost, resulting in more profitable revenue 
margins, higher-quality products, and a 
better end-user experience. 
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Table 1
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Enterprise software in embedded applications

Advances in virtualization  
aid information assurance
By Peter Carlston and Joe Wlad

[Software Technology: Enterprise software in embedded applications]

Virtualization is a concept that has been tossed around for many 

years. Today’s technology is moving virtualization to the forefront 

because of its ability to reduce the amount of hardware required 

to support an application. Previously, virtualization was possible 

with some creative Operating System (OS) use and user/privileged 

memory access. However, the newest multicore processors make 

implementing virtualization much more practical for today’s com-

pute platforms. This article looks at what new advances in Intel 

processors are doing to make virtualization easier to implement in 

security applications.
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Powerful virtualization capabilities have 
enabled workload consolidation, where 
multiple heterogeneous OSs and appli-
cations run on common hardware, and 
workload migration, where applications 
built on one hardware platform can be 
migrated to another platform in binary 
form. The cohesive benefits virtualiza-
tion offers are now being extended to se-
cure environments (for example, military 
networks), obviating the need for physi-
cal hardware separation between secure 
applications and nonsecure applications. 
Moreover, the need for fewer physical 
platforms translates into substantial capi-
tal and operating cost savings.

Virtualization involves a software pro-
gram called a Virtual Machine Monitor 
(VMM) that abstracts hardware to each 
partition called a Virtual Machine (VM). 
It also coordinates shared hardware be-
tween multiple partitions. VMMs date 
back to the 1970s. Traditionally, a VMM 
creates a virtual environment indistin-
guishable from the bare hardware that 
an OS may run on without modification. 
Underlying hardware capability emula-
tion allows guest OSs to run in a hard-
ware environment different from their 
original environment. 

Intel Virtualization Technology[1] pro-
vides hardware capabilities that enable 
simpler and more robust VMM designs. 
It allows for total VMM separation from 
each VM by creating a new privileged ring 
structure. Intel Virtualization Technology 
enables unmodified OS and application 
migration, thus simplifying legacy soft-
ware stack porting to virtualized environ-
ments. Intel multicore processors make 
ideal virtualized platforms by combining 
Virtualization Technology and the com-
pute performance needed for running 
multiple VMs. Figure 1 shows a notional 
VMM architecture using Intel Virtualiza-
tion Technology supporting three guest 
OSs in different partitions. The VMM op-
erates in root (or privileged) mode, while 
each guest OS runs in nonroot mode along 
with any needed application software or 
middleware, such as networking, file sys-
tems, or device drivers.

One emerging Intel Virtualization Tech-
nology application addresses the area of 

information assurance where software 
and data of varying classification levels 
can now coexist on a single hardware 
platform. The architecture for this design 
approach is called Multiple Independent 
Levels of Security (MILS). MILS requires 
a separation kernel that provides not only 
the VMM, but also data isolation and in-
formation flow capabilities that help meet 
high assurance security requirements. 

Figure 2 shows the MILS architecture 
depicting differing levels of security clas-
sification separated on a single platform. 

In this example, a secret application 
and a top secret application execute in a 
round-robin fashion along with a mixed 
application of both secret and top secret 
classification. Each application is sup-
ported by a complete guest OS or mini-
mal runtime library. These applications’ 
communication policies are defined by 
the system developer and enforced by 
the separation kernel. Any needed mid-
dleware is placed into separate partitions 
executing in user mode. To guarantee 
system security, the separation kernel 
and any high assurance applications are 
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validated against the framework of the 
Common Criteria, an international stan-
dard for computer security that is beyond 
the scope of this article.

A COTS-based information
assurance architecture
Figure 3 shows a conceptual diagram of 
a COTS-based MILS system. Notice that 
applications and guest OSs run in sepa-
rate Top Secret, Secret, and Unclassified 
VMs. These VMs are independent from 
one another. A lightweight separation 
kernel such as LynuxWorks’ LynxSecure 
is used to set up and control the VM envi-
ronments above it. 

The separation kernel allows system 
hardware resources to be assigned and/or 
shared in a controlled manner. In this in-
stance, the separation kernel has assigned 
processor cores 0 and 3 to the Secret 
and Top Secret domains, respectively. 
Unclassified applications run on cores 
1 and 2, respectively. Separate system 
memory areas (shown by four different 
colors) and dedicated Network Interface 
Cards (NICs) also have been assigned 
to four domains. Other devices, such as 
trusted file systems, network stack, and 
device drivers (for example, keyboards), 

are shared across all domains according 
to security policies defined by the system 
designer and enforced by the separation 
kernel. The trusted file system, for ex-
ample, requires safeguards built into the 
separation kernel and system hardware 
to prevent unauthorized data access and 
movement between partitions. 

Processor virtualization  
enhancements
Notice that the separation kernel now 
runs in a set of hardware root mode (also 
termed privileged) ring structures. This 
new set of structures has been introduced 
to solve a major difficulty with older-
style, software-only VMMs. Historically, 
microprocessor OSs have always been 
developed to utilize a processor’s Ring 0 
registers. This gave the OS control over 
all system hardware and isolated OS func-
tions from applications, which run only 
in Rings 1-3. But when software VMMs 
were developed later after the basic PC ar-
chitecture had been developed, they had to 
control system hardware, so the guest OSs 
had to be de-privileged and made to run 
in Ring 1. This meant the OS itself had to 
be changed, for example, paravirtualized 
Linux variants. Or, if OS source code was 
not available, as with Microsoft or other 

OSs, the software VMM had to implement 
binary patches to the guest OSs so that the 
VMM could intercept and control all ac-
cess to the underlying hardware. Both of 
these approaches often led to performance 
and stability issues. 

Using the new root mode processor ring 
structure means that guest OSs can run of-
ten unchanged in Ring 0. But all requests 
for memory and other system resources 
are now intercepted by the separation  
kernel running in the new root mode 
Ring 0 hardware structures. Many cur-
rent microprocessors also provide special 
hardware registers that VMMs and sepa-
ration kernels use to store context infor-
mation – file descriptor tables, memory 
management structures, and so on. This 
simplifies and speeds up switching from 
one process to another, so overall system 
responsiveness is increased even when 
applications on multiple guest OSs are 
running concurrently.

Some idea of the benefits of hardware-
assisted virtualization can be gleaned 
from Figure 4, which shows the num-
ber of events per million instructions a 
typical VMM (in this case, Xen) must 
handle while running two standard PC 
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benchmark applications. Notice that the 
number of Interrupt and Other events is 
tremendously reduced when processor 
virtualization enhancements are utilized. 
Notice also, though, that the number of 
I/O Operation events is unchanged.

Chipset virtualization  
enhancements
Each guest OS has its own virtualized 
hardware drivers it uses to request ser-
vices from the VMM. Sharing I/O in a 
virtualized environment previously meant 
that the VMM had to emulate I/O access; 
it multiplexed all the requests from all the 
guest OSs to the actual I/O device(s) below 
it. As the left hand side of Figure 5 shows, 
the sequence for outgoing packets is:

The application makes a call to its 1. 
OS with pointers to the packet(s).
The OS calls the virtualized driver 2. 
for NIC Device “A.”
The VMM takes the pointers to all 3. 
the outgoing packets, sorts them, and 
passes the ones for Device A  
to the memory-mapped I/O area  
for that device, and informs that de-
vice’s driver. 
Device A’s driver interrupts Device A, 4. 
and the packets are sent over the wire.

The sequence is basically reversed for in-
coming packets, with the VMM handling 
the processing to ensure that packets are 
directed to the proper VM. In both cases, 
the amount of processing that must take 
place within the VM/separation ker-
nel can add latency and degrade system  
performance.

A better solution is for the separation ker-
nel to set up secure memory re-mapping 
tables directly within the processor’s chip-
set. The trusted application’s VM will still 
use virtualized drivers, but the calls made 
would be handled directly by translation 
tables in the chipset. So, in effect, the 
packets flow through the system with very 
little separation kernel involvement, as 
shown on the right hand side of Figure 5. 

Any attempt to perform a memory opera-
tion outside of a device’s or application’s 
assigned memory area will fail. Diag-
nostic data will be written to new fault 
recording registers in the chipset, and a 

fault log in a separate protected area of 
memory will be updated.

Chipsets that support this type of directed 
I/O assignment are available. These devic-
es substantially reduce the number of I/O 
events a separation kernel must handle.

Improving network performance: 
NIC and system enhancements
Several other system enhancements are 
helping increase application responsive-
ness by optimizing virtualized platforms’ 
network I/O performance.

First of all, the TCP/IP software stacks in 
Microsoft and Linux OSs have been op-
timized to reduce overhead and increase 
performance. 

Secondly, Ethernet silicon now sup-
ports enhancements to increase network 
throughput in a virtualized multicore 
processor environment. Intel Gigabit and 
10 GbE controllers, for example, can be 
configured to use a hash table created 
from IP, TCP, and port addresses to map 
incoming packets to queues associated 
with a specific processor core[2]. 
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What’s more, the controller can place 
incoming packets directly into that 
core’s Level 2 cache so that data is actu-
ally available before or just as soon as an 
operation in the processor’s instruction 
pipeline needs it. 

Data transmits also utilize similar Direct 
Cache Access technology. A process run-
ning on a specific core posts transmit data 
into its protected area of memory. The 
Ethernet controller then reads the data into 
its appropriate queue, sends it out over the 
wire, and causes the completion message 

to be pre-fetched into the L2 cache so it is 
available more quickly for the application.

Other enhancements such as VM Device 
Queues improve overall throughput and 
CPU utilization by allowing the NIC 
hardware to route packets from specific 
queues to specific VMs – whichever 
core(s) they are running on. This is useful 
for cases where it may be advantageous 
for VMs to migrate from one core or pro-
cessor to another. VM Device Queues 
also help ensure transmit fairness and 
prevent head-of-the-line blocking. 

Small, highly trusted separation 
kernels
These new technologies enhance the sta-
bility and reduce the size and complex-
ity of the separation kernel itself. Sepa-
ration kernels with < 5K code lines are 
a practical necessity since they must be 
mathematically verified and formally 
evaluated before they can be certified 
for use in government information assur-
ance systems. Kernels much more than 
5K code lines are extremely difficult and 
time-consuming to formally evaluate. It 
is now more feasible to craft separation 
kernels with less than 5K lines of code 
and achieve much higher levels of system 
performance at the same time. 

Taken together, these technologies and 
techniques allow applications running in 
virtualized environments to run at near 
native performance. And an important 
side benefit of modern virtualized envi-
ronments is that legacy applications do 
not have to be changed. Legacy, single-
threaded programs, for example, usually 
do not have to be altered for VMs running 
on multicore processors. 

Trusted platforms
Commercial users face some of the same 
problems as the U.S. defense community. 
For example, their high-value, mission-
critical commercial business data faces 
threats from virus-infected drivers or 
applications, rogue administrators, and 
users who can load their own malicious 
drivers, pull off critical data over unse-
cured USB ports, and so on. 

Thus, microprocessor vendors also are 
enhancing their processors and chipsets to 
support Trusted Execution Technology[3]. 
Intel Trusted Execution Technology-
enabled components work together with 
Trusted Platform Management silicon de-
fined in the Open Group’s specification. In 
these systems, the Trusted Platform Man-
agement silicon provides sealed storage for 
encryption keys, software measurements, 
and configuration policies. Other system 
software ingredients work together with 
the hardware-hardened framework to en-
able hardware and software configurations 
to be locked down so that any tampering is 
detected and dealt with accordingly dur-
ing the system’s trusted boot process. Intel www.advantech.com/applied
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Trusted Execution Technology-enabled 
platforms have been demonstrated and are 
becoming commercially available from 
major OEMs. 

The future
The good news is that some major com-
mercial markets require secure, power-
efficient platforms that support virtual-
ized environments, creating a competitive  
advantage for processor manufacturers 
and OS vendors to improve their products’ 
virtualized performance and security. 
MILS platform developers can leverage 
these technologies to produce a new breed 
of high-performance, cost-effective infor-
mation assurance systems. 

Footnotes
Intel Virtualization Technology requires [1] 
a computer system with an enabled Intel 
processor, BIOS, VMM, and for some 
uses, certain computer system software 
enabled for it. Functionality, performance, 

or other benefits will vary depending on 
hardware and software configurations 
and may require a BIOS update. Software 
applications may not be compatible with 
all OSs. 
Intel 1 GbE NICs currently implement [2] 
four transmit and four receive queues  
per port. 10 GbE NICs currently support  
32 transmit and 64 receive queues per 
port, mapped to a maximum of 16 proces-
sor cores.
No computer system can provide abso-[3] 
lute security under all conditions. Intel 
Trusted Execution Technology is a se-
curity technology under development by 
Intel that requires a computer system with 
Intel Virtualization Technology, an Intel 
Trusted Execution Technology-enabled 
processor, chipset, BIOS, Authenticated 
Code Modules, and an Intel or other com-
patible measured VMM. In addition, Intel 
Trusted Execution Technology requires 
the system to contain a TPMv1.2 as de-
fined by the Trusted Computing Group 
and specific software for some uses. See 
www.intel.com/technology/security/ for 
more information. 
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UNIT
UNDERTEST
INNOVAT ION IN ELECTRONICS TEST TECHNOLOGY

Leveraging Eclipse improves 

software development
By Pawan Singh

With its focus on providing an open platform of extensible 
frameworks, tools, and runtimes for building and managing 
software, Eclipse has proven to be popular with independent 
developers and companies that want to create applications with a 
broader reach than traditional programs. Using Eclipse, developers 
can create powerful applications that run on a variety of Operating 
Systems (OSs) and integrate easily with existing systems and 
future applications. At the same time, Eclipse remains on the 
bleeding edge for companies creating exciting, useful commercial 
products. 

The need for applications to work seamlessly in different 
computing environments is especially important in the product 
testing process. Testing software built on Eclipse lends itself well 
to this requirement since testing processes are distributed across 
multiple quality assurance teams and among different companies. 

Eclipse and plug-ins from the open source community have 
contributed to the need for including testing in the development 
process. Thus, it is a bit ironic that a company would build a 
commercial application exclusively for testers that leverages the 
open source framework of Eclipse. Developers using Eclipse can 
now leverage another Eclipse tool to further speed development. 
Testers can gain access to the power and benefits of programs 
associated with open environments. As a result, testers can devote 
their attention to developing or running tests and understanding 
test results instead of building special test applications. 

Eclipse-based developments today are changing the software world 
in ways that no one could have predicted. As an open development 
platform for building software, Eclipse was originally developed 
by IBM and then handed over in 2004 to the nonprofit Eclipse 
Foundation. The cornucopia of new applications since then has, in 
essence, helped place Eclipse squarely in the forefront of software 
development.

Suited for multiple environments
Companies are increasingly choosing Eclipse to assist in product 
development for several reasons. Most prominently, Eclipse 
performs well on many platforms, which is critical because 
companies that use test automation software rely on multiple 
computing environments. When developing Eclipse, IBM 

concentrated on several widely used platforms representing the 
spectrum of OSs. Today, Eclipse development supports common 
environments, including Windows, Linux, Solaris, Mac OS X,  
and various Real-Time Operating Systems (RTOSs). Any company 
that develops an application on Eclipse can run that application on 
those environments. Figure 1 depicts a graphical representation of 
the five most valuable platform attributes relative to a project.

Because Eclipse has its own platform-dependent user interface 
component, it can closely approximate the look and feel of the 
native OS. In other words, since Eclipse has its own Windows 
component built on top of Windows controls, an Eclipse-based 
application will look like a native Windows application in that 
environment. The same logic applies to running applications on 
Linux, Solaris, Mac OS, and various RTOSs. The native look and 
feel of the application is a major improvement compared to the 
way Java applications often appear on different OSs. For instance, 
Java applications can look foreign on a Mac.

Saving time, resources
Programmers can reuse plug-ins contributed by the open source 
community to the Eclipse platform. This speeds up development 
time because programmers do not have to rewrite what has 
already been accomplished. For example, Eclipse provides built-in 

Eclipse is an open source community focused on building an open development platform 
comprising extensible frameworks, tools, and runtimes for building, deploying, and managing 
software across the life cycle. Now is a great time for developers not yet using Eclipse in their 
software development processes to research how Eclipse can aid in product development. 
Developers should take time to consider the ways in which an Eclipse-based test environment 
can make projects more productive.
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support for automatic software upgrades, hot fixes, and patches. 
This means that when someone develops a new product based 
on Eclipse, they do not have to spend programming resources to 
develop these features.

Since Eclipse contains the basic building blocks of any platform, 
it can save development teams a tremendous amount of time. For 
example, using a propriety development platform, developing a 
product can take several years to complete because developers 
need to write everything from scratch. Instead, using Eclipse, 
products often can be developed in less than a year.

Of course, this does not mean that Eclipse development is always 
easy. The lack of comprehensive Eclipse documentation means 
that developers may have to dig deep into the code base, combing 
through millions of lines of code. The biggest challenge occurs 
during the early phase of switching to Eclipse, but once developers 
grasp how Eclipse works, they can quickly become familiar with 
the code and libraries.

In addition, developers must remember that Eclipse might not 
perform a function the way they had intended. Consequently, 
developers may have to rebuild their code and then make some 
compromises, whereas custom building the code may have 
prevented such a pitfall. Also, because Eclipse is an open source 
environment, the code can change, and features or functions that 
developers had built may not work in the exact same way in 
the next version of Eclipse. Figure 2 provides a representation 
of the challenges faced by companies relying on open source 
code and the risk it introduces during the life cycle. However, 
if acknowledged, most companies can neutralize this risk with 
proper diligence and testing.

Another essential factor that prompts many companies to use 
Eclipse is that it is free. Using proprietary environments is always 
more expensive, both for the company developing the software and 
ultimately for customers purchasing the software. With Eclipse, 
application development can begin right away and modifications 
can be made within a short period of time. Companies can then 
increase quickness and efficiency, which translates into lower 
overall development costs.

A customized experience
Companies can opt to use Eclipse to develop applications in 
plug-in mode and Rich Client Platform (RCP) mode. In plug-in 
mode, users can incorporate new applications 
into their existing Eclipse installations, which 
may contain applications from other vendors. 
This means users can benefit from many of 
these applications, providing a common look, 
feel, and usage model. If written well, these 
applications can integrate with each other and 
offer users even better value. 

All Eclipse applications, whether in plug-in 
or RCP mode, look like native applications. 
Companies that want their customers to have a 

completely customized experience benefit from RCP. For example, 
a full-fledged Eclipse environment can be daunting to beginning 
Eclipse users. RCP allows companies to tailor their products to 
their customers’ needs, ultimately simplifying the application. 

Automated testing under control
Many software products based on Eclipse are becoming popular 
with customers. Network equipment manufacturers and service 
providers, for example, use Fanfare’s iTest to automatically test 
their applications, while telecommunications companies use the 
product to run the acceptance process of their hardware. 

After capturing data during a usage cycle, testers can convert the 
data into a test and then run the test over and over again. This means 
that testers do not need to know anything about programming 
to write an automated test; they can rely on Eclipse-based 
products to do the automated testing. Eclipse also accommodates 
multithreading technology, which allows customers to perform 
complex system tests by executing simultaneous commands to a 
number of different devices in their network to simulate real-life 
network tests. 

Currently, Eclipse development at Fanfare focuses on testing 
software, but future development efforts will likely include 
Eclipse to extend solutions into other areas. The reason is simple: 
Eclipse is versatile and proven enough to support a range of 
development efforts. With its extensible frameworks, tools, and 
libraries, Eclipse can help deliver powerful solutions faster than 
ever thought possible.  U U T
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Pawan Singh is the director of software 
development at Fanfare. He holds BS and MS 
degrees in Computer Science from the Indian 
Institute of Technology and Queen’s University in 
Kingston, Ontario, respectively.
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Chip connection goes with the microfluidic flow
The behavior of fluids at the microscale can differ from macroscale behavior in that factors such as surface 
tension, energy dissipation, and fluidic resistance start to dominate the system. 

Dolomite has released a new microfluidic connector that enables engineers and scientists to interface to 
microfluidic chips, easing microfluidic-based fluid control systems development.

The new Dolomite microfluidic connector eliminates the need to drill expensive holes into the chip by 
incorporating holes into the actual chip fabrication process. Using this connector improves fluid flow, 
as the fluid paths are straight rather than perpendicular. The standard version of the new connector 
is a fluidic bus with four fluid I/O ports on a single integrated connector to make chip connection and 
disconnection simple and fast. 

Microfluidic devices are developed using microfabrication techniques capable of creating microchannels 
and complex structures in glass. These devices are now being used in patient care systems, DNA testing, 
air pollution monitoring, fuel cell technology, and drug development.

Dolomite
Microfluidic connector • RSC# 35352

Medical CF cards take a page from defense designs
Memory system demands for medical equipment are similar to many defense sector application requirements, 
which call for decent prices but cannot sacrifice quality and performance.

White Electronic Designs Corporation offers a line of CompactFlash (CF) cards tailored specifically to the 
medical community for devices such as ultrasounds, video imaging equipment, and drug infusion systems. 

To help track and notify customers of part changes, a rigorous source and revision control process combined 
with strictly controlled bill of material (to component level) and firmware procedures provide consistent 
access to high-quality products with the correct density, memory, controller, and firmware configuration.

Utilizing a proprietary technique at both the hardware and firmware levels, these cards have built-in 
protection to mitigate power-down related failures. The medical CF cards’ single level cell NAND devices 
provide 100,000 write/erase cycles per cell. Other features include error detection and correction and an 
optional conformal coating that provides protection and chemical resistance.

White Electronic Designs Corporation
CompactFlash cards • RSC# 35353

Platform ready to start a mobile PC revolution
Virtualization within the firmware 
layer on an embedded PC 
promises to enable enhanced 
security features in systems using 
a Windows operating system.

Phoenix Technologies Ltd. has 
announced Phoenix HyperSpace, a platform that could ignite a PC revolution by 
transforming the mobile PC experience. Using Intel processor technology, HyperSpace 
provides a unique computing environment that PC designers, security innovators, and 
content providers can use to create instant-on applications available before, during, 
and after Windows bootup and shutdown. Next-generation PC users will benefit 
from one-click remote system maintenance, repair, lower battery consumption, and 
embedded security. Possible applications and content include multimedia players, IP 
soft phones, e-mail, instant messaging, Web 2.0 browsing, and safe shopping.

The HyperSpace platform is enabled by an efficient hypervisor from Phoenix called 
HyperCore, which is embedded within the core system firmware or BIOS. HyperCore 
is a lightweight zoned virtual machine monitor that runs specialized core services 
side by side with Windows.

Phoenix Technologies Ltd.
HyperSpace • RSC# 35354

Solid-state USB drive saves space
Historically, many designers have dismissed 
USB-based storage solutions because 
they associated USB with the retail-grade 
thumb drive form factor, which falls short 
of rigorous embedded systems applications 
requirements. With the introduction of the 
SiliconDrive USB Blade from SiliconSystems, 
OEMs now have a USB-based advanced 
storage solution that meets their next-
generation application requirements.

SiliconDrive USB Blade is ideally suited 
for space-constrained designs and as a 
boot drive for operating system storage or in event and data logging applications. An 
innovative edge connector has spring-loaded snaps at either end of the slot to ensure 
the SiliconDrive USB Blade is held securely in place, allowing installation vertically or 
at a right angle.

Other features include PowerArmor, which delivers enhanced protection from host 
system voltage and power anomalies, and SiSMART, a precise monitoring system 
that accurately forecasts storage system usable life. SiliconDrive USB Blade’s 
comprehensive suite of integrated security technologies can protect data from 
unauthorized access or IP theft.

SiliconSystems
SiliconDrive USB Blade • RSC# 35355
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Annapolis Micro Systems

Made in the USA

Ultimate Modularity
From 2 to 8 Virtex 5 FPGA/Memory Modules

Input / Output Modules Include:
Quad 130 MSps thru Quad 500 MSps A/D

1.5 GSps thru 2.2 GSps, Quad 600 MSps A/D
Dual 1.5 GSps thru 4.0 GSps D/A

Infiniband, 10 G Ethernet, FC4, SFPDPInfiniband, 10 G Ethernet, FC4, SFPDP

Fully Integrated into IBM Blade Management System
Abundant Power and Cooling Ensure Maximum Performance

Direct Seamless Connections with no Data Reduction
Between External Sensors and FPGAs

Between FPGAs and Processors over IB or 10GE Backplane
Between FPGAs and Standard Output Modules

WILDSTAR 5 for IBM Blade
The Perfect Blend

of Processors and FPGAs

The FPGA Systems Performance Leader

190 Admiral Cochrane Drive, Suite 130, Annapolis, Maryland USA 21401
wfinfo@annapmicro.com (410) 841-2514 www.annapmicro.com
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Applications such as robotics, transportation,
pipelines, MIL/COTS, medical, security, 
machine control, and industrial automation 
that must work in harsh, demanding environ-
ments need WinSystems’ EBC-855.

This x86, PC-compatible SBC supports Linux 
and Windows® XP embedded and other 
popular RTOS along with popular video and
wired and wireless network standards.

• Intel® 1 GHz ZCD CPU or 1.8 GHz
Pentium® M with fan

• Intel® Extreme Graphics 2 technology 
supports CRT & LVDS flat panels simul-
taneously with dual independent display

• Custom splash screen on start up
• 10/100 Mbps Intel® Ethernet controller
• 802.11a/b/g wireless supported
• 4 serial COM ports and 4 USB 2.0 ports
• 48 bi-directional TTL digital I/O lines 
• Bi-directional LPT port 
• Two EIDE ports (UDMA100) for hard disk
• 3.5-in. floppy disk drive supported
• CompactFlash (CF) cards supported
• PC/104 and PC/104-Plus connectors
• Onboard AT keyboard and FDC controller
• AC97 six channel 5.1 surround sound
• +5 volt only operation
• EBX-size: 5.75” x 8.0” (146mm x 203mm)
• Industrial temperature operation
• Long-term product availability
• Quick Start kits for software development
• Off-the-shelf delivery

Contact us for additional information or OEM
pricing.  Our factory application engineers look
forward to working  with you.

-40o to +70oC Fanless
1GHz Industrial SBC.
List Price $595

715 Stadium Drive  •  Arlington, Texas 76011
Phone  817-274-7553  •  FAX  817-548-1358   
E-mail: info@winsystems.com

TM

Call 817-274-7553 or Visit 
www.winsystems.com/EBC-855
Ask about our 30-day 
product evaluation

WinECDAugEBC855GearsAd  6/21/07  5:11 PM  Page 1
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