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Compared to conventional processors, 
multicore chips offer a significant boost in 
processing capacity while consuming less 
power and less board space. But before 
migrating to multicore hardware, systems 
designers and software developers must 
choose a multiprocessing model that 
can maximize performance gains while 
minimizing modifications to existing 
software assets.

The footprint of multiprocessing systems 
has shrunk dramatically. A decade ago, 
they typically consisted of multiple 
interconnected boards, each running a 
single processor. They then evolved into 
multiple processors running on the same 
board, with each processor plugged into 
a separate board socket. And now, with 
the advent of multicore processors, they 
consist of multiple processing cores, all 
integrated on a single chip. 

Much ink has been spilled over how this 
new era of “multiprocessing on a chip” 
will benefit desktop PCs, corporate 
servers, game consoles, and home 
multimedia centers. But the benefits for 
Defense and Aerospace (D&A) systems 
are, if anything, greater. Like systems in 
every other industry, mission computers 

and subsystems for radar, flight control, 
and sensor fusion are growing in 
complexity, with a voracious appetite 
for computational power. However, 
these systems must also satisfy rigorous 
requirements for low weight, low power 
consumption, and low heat dissipation, 
while adhering to existing form factors, 
backplanes, and chassis specifications.

Multicore chips satisfy these requirements 
by providing significantly greater pro-
cessing capacity per ounce, per watt, and 
per square inch than their uniprocessor 
predecessors. By extension, boards 
based on multicore chips can lower the 
slot count and thereby reduce a system’s 
weight, cost, power consumption, and 
overall chassis size.

Systems designers and software de-
velopers must learn to embrace multicore 
technology, not only because of its 
attendant benefits, but because it is 
quickly becoming the basis of most 
new processor designs. Nonetheless, 
multicore poses a significant software 
migration challenge for two reasons:  
a) few D&A developers have experience 
in multiprocessing systems, and b) the 
vast majority of legacy code in D&A 

systems was designed for uniprocessor, 
not multiprocessor, environments. 
Developers must graduate from a 
serial execution model, where software 
tasks take turns running on a single 
processor, to a concurrent execution 
model, where multiple software tasks run 
simultaneously. The more concurrency 
developers can achieve, the better their 
multicore systems will perform.

The first and most important decision 
developers must make when migrating 
to multicore is to select the appropriate 
form of multiprocessing for their 
application requirements. The choice 
will help determine how easily both 
new and existing code can achieve max- 
imum concurrency. As Table 1 illus-
trates, developers have three basic forms: 
Asymmetric Multiprocessing (AMP), 
Symmetric Multiprocessing (SMP), and 
Bound Multiprocessing (BMP).

A familiar environment
AMP provides an execution environment 
similar to that of conventional uniprocessor 
systems. Consequently, it offers a 
relatively straightforward path for porting 
legacy code. It also allows developers 
to directly control how each CPU core 
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Model How it works Key advantages

Asymmetric  
Multiprocessing  

(AMP)

A separate OS, or a separate copy of the same OS, 
manages each core. Typically, each software process 
is locked to a single core (for example, process A runs 
only on core 1, process B runs only on core 2, etc.).
AMP is also known as independent node architecture.

Provides an execution environment similar to that 
of uniprocessor systems, allowing simple migra-
tion of legacy code. Also allows developers to man-
age each core independently.

Symmetric  
Multiprocessing  

(SMP)

A single OS manages all processor cores simultane-
ously. Processes can dynamically float to any core, 
enabling full utilization of all cores. 

Can provide greater scalability and concurrency 
than AMP, along with simpler resource manage-
ment.

Bound  
Multiprocessing  

(BMP)

A single OS manages all cores simultaneously. 
Processes can dynamically float to any core or be 
locked to a specific core. 

Combines the scalability and transparent resource 
management of SMP with the developer control 
of AMP. The option to lock processes to specific 
cores allows simple migration of legacy code.

Table 1 
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is used and, in most cases, works with 
standard debugging tools and techniques.

AMP can be either homogeneous, where 
each core runs the same type and version 
of OS, or heterogeneous, where each core 
runs either a different OS or a different 
version of the same OS. In a homogeneous 
environment, developers can make best 
use of the multiple cores by choosing an 
OS, such as the QNX Neutrino RTOS, 
that supports a distributed programming 
model. Properly implemented, the model 
will allow applications running on one 
core to communicate transparently with 
applications and services (for example, 
device drivers, protocol stacks, and so 
forth) on other cores, but without the high 
CPU utilization imposed by traditional 
forms of interprocessor communication.

A heterogeneous environment has 
somewhat different requirements. 
In this case, developers must either 
implement a proprietary communications 
scheme or choose two OSs that share 
common protocols (likely IP-based) 
for interprocessor communications. To 
help avoid resource conflicts, the two 
OSs should also provide standardized 
mechanisms for accessing shared 
hardware components.

While useful for many appli-cations, 
especially legacy code, AMP can result in 
underutilization of processor cores. For 
instance, if one core becomes busy, appli-
cations running on that core can-not, in 
most cases, migrate to a core that has 
more CPU cycles available. While such 

dynamic migration is possible, it typically 
involves complex checkpointing of the 
application’s state and can result in a 
service interruption while the application 
is stopped on one core and restarted on 
another. This migration becomes even 
more difficult, if not impossible, if the 
cores use different OSs.

In AMP, neither OS owns the whole 
system. Consequently, the application 
designer, not the OS, must handle 
the complex task of managing shared 
hardware resources, including physical 
memory, peripheral usage, and interrupt 
handling. Resource contention can crop 
up during system initialization, during 
normal operations, on interrupts, and 
when errors occur. The application 
designer must design the system to 
accommodate all of these scenarios. 

The complexity of this task increases 
significantly as more cores are added, 
making AMP ill-suited to processors that 
integrate more than two cores. 

Transparent resource 
management
Allocating resources in a multicore design 
can be difficult, especially when multiple 
software components are unaware of 
how other components are using those 
resources. SMP addresses the issue by 
running only one copy of an OS on all 
of the chip’s cores. Because the OS has 
insight into all system elements at all 
times, it can:

n	Transparently allocate shared 
resources on the multiple cores with 
little or no input from the application 
designer

Figure 1
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Figure 2
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n	Dynamically schedule any thread or 
application to run on any available 
processor core, allowing every core 
to be utilized as fully as possible

n	Provide dynamic memory allocation, 
allowing all cores to draw on the full 
pool of available memory, without a 
performance penalty

n	Allow applications running on 
different cores to communicate via 
simple POSIX primitives,  
such as semaphores; these primitives 
offer much higher performance and 
simpler synchronization than the 
networking protocols required in 
AMP systems

As an added benefit, SMP allows system 
tracing tools to gather operating statistics 
for the multicore chip as a whole, giving 
developers valuable insight into how 
to optimize and debug applications. 
Developers can track thread migration 
from one core to another, as well as OS 
primitive usage, scheduling events, 
core-to-core messaging, and other 
information useful for maximizing 
utilization of every core. In AMP, 
developers have to gather this 
information separately from each 
core and then somehow combine 
it for analysis. Figure 1 shows 
a system tracing tool, the QNX 
Momentics system profiler, being 
used to analyze a quad-core SMP 
system.

In Figure 2, a sonar system is 
running in SMP mode, which 
allows any thread in any process – 
data collection, signal processing, 

target tracking, and so forth – to run on 
any core. For instance, a target tracking 
thread can run one core while a signal 
processing thread performs compute-
intensive calculations on another core. 
To implement the high-speed thread-to-
thread communications needed for this 
scenario, developers can use either local 
OS primitives or synchronized protected 
shared memory structures.

Though it offers many advantages, SMP 
isn’t a panacea. In particular, legacy 
applications with poor synchronization 
among threads may work incorrectly 
in the truly concurrent environment 
provided by SMP. This may not present 
a problem with software developed in-
house but can create difficulties when 
a system must support software from 
multiple third-party suppliers.

The best of both worlds
AMP offers greater developer control and 

compatibility with legacy code, whereas 
SMP offers greater scalability and simpler 
resource management. A third approach, 
BMP, combines benefits of both.

Like SMP, BMP uses a single copy of 
the OS to maintain an overall view of all 
system resources. Thus, the benefits of 
SMP remain intact. BMP goes beyond 
SMP, however, by giving developers 
the freedom to lock any applications 
to a specific core. This approach yields 
several benefits:

n	Allows legacy applications written 
for uniprocessor environments to run 
correctly in a concurrent, multicore 
environment, without modifications

n	Allows legacy applications to coexist 
with newer applications that take 
full advantage of the concurrent 
processing and dynamic load 
balancing enabled by multicore 
hardware

UAV (BMP Mode)
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Route Calculation
(Core 1)

System Control
(Core 2)

Telemetry Feed
(Cores 1 and 2)

Figure 3
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SMP BMP AMP

Seamless resource sharing Yes Yes —

Scalable beyond dual core Yes Yes Limited

Mixed OS environment 
(for instance, QNX Neutrino + Linux)

— — Yes

Dedicated processor by function — Yes Yes

Inter-core messaging
Fast  

(OS primitives)
Fast  

(OS primitives)
Slower  

(application)

Thread synchronization  
between cores

Yes Yes —

Dynamic load balancing Yes Yes —

System-wide debug and optimization Yes Yes —

Table 2
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n	Eliminates the processor-

cache thrashing that can reduce 
performance in an SMP system by 
allowing applications that share the 
same data to run exclusively on the 
same core

n	Enables simpler application 
debugging than traditional SMP 
by restricting all execution threads 
within an application to run on a 
single core

As in SMP, the OS is fully aware of 
what all the cores are doing, making 
performance information for the 
system as a whole readily available 
to system tracing tools. Using this 
information, developers can isolate 
potential concurrency issues down to the 
application and thread level. Resolving 
these issues can allow even legacy 
software to run with full concurrency, 
thereby maximizing performance gains 
provided by the multicore processor.

In Figure 3, a UAV subsystem is 
running in BMP mode on a dual-core 
processor, where navigation and route 
calculations are locked on one core and 
system control is locked on the other.  
The telemetry feed, which has less-intensive 
processing demands, can dynamically float 
to whichever core has the most available  
CPU cycles.

A matter of choice
The OS plays a key role in helping 
developers leverage the hardware 
parallelism offered by multicore 
processors. Unfortunately, the legacy 
RTOSs used in most D&A applications 
offer incomplete support for multiple 
processors running on the same 
computing platform, board, or chip. In 
most cases, the kernels in these RTOSs 
can control only one CPU or processor 
core at a time. This restriction may be 
acceptable in an independent node (AMP) 
architecture but hampers flexibility of 
design and prohibits developers from 
achieving the considerable benefits 
offered by SMP and BMP. It’s important, 
therefore, that the RTOS chosen for 
multicore designs can control multiple 
cores simultaneously and offer robust 
support for each multiprocessing model, 
giving developers the flexibility to choose 
the best form of multiprocessing for the 
job at hand. As Table 2 illustrates, the 

flexibility to choose from any of these 
models enables developers to strike an 
optimal balance between performance, 
scalability, and ease of migration.
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